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The technology of trust
A short course in authentication, authorization, and accounting — the security 
mechanisms that keeps modern Internet-connected computing humming

THE INTERNET WORKS because of trust and access 
control. Trust that the person poking you on Facebook is 
really a friend. Trust that the bank that issued your credit 
card will let only you and authorized employees view 
your account. Even the anonymous parts of the Internet 
can’t exist without security controls that enable people 
to determine who has access and what they can do. 

Without access controls, anyone can destroy the trust 
value of any Web site — and bring it down. A chaotic, 
anarchic Internet without any controls would cease to 
function. There would be no Internet. 

This Deep Dive report covers the ABCs of AAA 
(authentication, authorization, and accounting). It begins 
with an explanation of identity, and covers both the 
basic and emerging forms of AAA, from how you log 
on to your computer to how emerging cloud services 
will federate the world.

THE ABCS OF AAA
To understand the more complex forms of authen-
tication and access control, begin with the basics. In 
computer security, “AAA” stands for “authentication, 
authorization, and accounting.” These are the basic com-
ponents needed to secure any security domain against 
unauthorized access or modification. Here’s what AAA 
means in simplest terms: 

• Authentication is the process by which an identity 
holder verifies that he or she is the legitimate owner 
of that identity. 

• Authorization determines what actions the identity 
holder is allowed to perform after authentication 
(such as write to a file, create a folder, and so on) 
within a particular access control system. 

• Accounting is accurately recording what that identity 

accomplished or tried to accomplish in a particular 
security domain. 

The security domain protected by AAA can be a hard 
drive on a local computer, a data collection, a folder, a 
file, a network, a Web site, the entire Internet, or any-
thing else that requires a set of access rights for one or 
more users and/or groups. Security “principals,” which 
access secured objects, can be users, administrators, 
computers, services/daemons, processes, or other enti-
ties. Basically, a security principal is anything that wants 
to access a protected object, whether that object is a file, 
a folder, memory, data, or some other asset.

Access control to a secured object can be thought of 
as the mechanism that determines which security princi-
pals have which access permissions to a particular object. 
Permissions may include allowing (or denying) the ability 
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Figure 1: The conceptual workflow for AAA. Authentication, 
authorization, and accounting form the backbone of computer 
security. Any weak link in the chain undermines the trust upon 
which the Internet relies to function.
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to create, read, write, modify, delete, move, and rename 
an object within a particular security domain.

AUTHENTICATION AND IDENTITY
Authentication is the process of verifying a security prin-
cipal’s ownership of a particular access control iden-
tity. For instance, a user enters his or her log-on name 
and its password. Supposedly only the user knows that 
password, so presenting it to the access control system 
proves the user’s ownership of the identity. 

An identity can be a label, token, or other object that 
identifies a security principal in a security domain. Iden-
tities are commonly thought of as being used by people 
to access computer systems, networks, and programs, but 
they are also employed by programs, services, or daemons. 

An identity should be unique in a given secu-
rity domain. For example, there should only be one  
roger_grimes@infoworld.com in InfoWorld’s e-mail system. 
Or there should be only one rogeragrimes for the network 
log-on access. Identity is a powerful organizing principle; 
access controls and permissions are tracked per identity. 

Security principals may use one or more identities 
within a particular security domain. A security principal 
may have one log-on account for normal daily user oper-
ations and another for elevated network administration. 
An identity can be a text label (such as a log-on name) 
or a representative token (such as a digital certificate or 
a digital representation of a thumbprint).

A key underlying assumption of any AAA system or 
protocol is that each identity must be verifiable back to 
a specific security principal. If a network administrator 
knows a user’s password, for example, that decreases 
confidence that the security principal operating under 
the user’s identity is the user and the user alone. The 
same goes for shared log-on accounts and passwords.

A security principal may have multiple associated 
identities, multiple identities within the same security 
domain (such as multiple log-ons for Facebook to share 
different information with different social groups), differ-
ent identities across each security domain they belong to, 
or share one identity across multiple security domains. 

A user’s ability to enter his or her identity once and 
access multiple security domains is known as SSO (single 
sign-on). In practice, SSO is difficult to pull off, except 
across a limited set of security domains. By contrast, an 

identity management system aggregates a security prin-
cipal’s multiple identities to help the security principal 
access multiple systems and security domains. 

To the end-user, SSO and identity management work 
the same: One set of credentials provides access to all 
the security principal’s security domains. But in fact, an 
identity management system is a kind of security mid-
dleware that keeps track of one-to-many relationships 
between security principals and their identities.

ISSUES OF TRUST
Trust in the context of AAA is a measurement of confi-
dence. In practice, dependent parties tend to assume that 
a particular access control system has accurately authenti-
cated a particular security principal to a submitted identity 
— and that the system also controls what the security prin-
cipal is able to accomplish in a particular security domain. 

Trust is what makes any AAA system work, whether that 
system controls the local user log-on for a single computer, 
network access, or the entire Internet. If security principals 
within a common security domain do not have confidence 
in a particular access control system, then the system is less 
likely to maintain control and operate as intended.

LEVELS OF ASSURANCE
Trust increases when the authentication system is strong 
and can’t be easily hacked and when the processes used 

Figure 2: The AAA triad. Implicit in any AAA system is the idea 
that the security principal obtains a validated identity from an identity 
provider (also called the authentication provider) to access a service or 
object. On the Web, where all objects are accessed through a content 
server of some sort, this latter person is known as a content service 
provider, or service provider for short.

CONTENT  
PROVIDER SITE

SECURITY  
PRINCIPAL

IDENTITY PROVIDER



I N F O W O R L D . C O M  D E E P  D I V E  S E R I E S      F E B R U A R Y  2 0 1 0

4Authentication and Authorization Deep Divei

to verify legitimate ownership of identity, collectively 
termed “assurance,” are reliable. 

The level of assurance depends on how stringent 
the requirements are to verify identity ownership. For 
instance, a log-on that only requires a short, simple pass-
word, possibly known by others, indicates a low level of 
assurance. A log-on that requires a smart card and PIN 
or a biometric log-on (such as a thumbprint) has a higher 
level of assurance, assuming strong controls were used 
to obtain the smart card or biometric identity. 

Most digital certificates, which are essentially digital 
signatures, come with a documented (or implied) assur-
ance level. For example, VeriSign defines digital certifi-
cates as Class 1, Class 2, or Class 3, depending on the 
documented assurance level. A low-assurance Class 1 
digital certificate indicates that VeriSign has verified only 
that the owner’s e-mail address is legitimate. Interest-
ingly, it doesn’t even imply that the owner of the e-mail 
is who he or she says she is, only that that person can 
receive and send e-mail from a particular email address. 

A Class 2 digital certificate indicates that the owner’s 
personal identity has been validated before issuing the 
digital certificate. A Class 3 digital certificate, which is fre-
quently the assurance level accorded by a Web site SSL/
TLS (transport layer security) certificate, often means the 
digital certificate issuer has spent time to verify the own-
er’s company, as well as ownership and control of the 
Web site. A certification authority may ask for the articles 
of incorporation for the company, request a piece of 
company letterhead, or validate a mailing address. If par-
ticipants within a particular security domain know and 
trust the identity provider to engage in rigorous verifica-
tion before handing out identities, greater trust ensues.

This brings up an important point: The identity pro-
vider must be trustworthy to all involved participants in 
a particular security domain or else AAA breaks down. 
In order to feel comfortable in accepting a claim of iden-
tity, the participants must be confident that the identity 
provider itself has strong security controls — that it would 
be highly unlikely that unauthorized parties could obtain 
invalid identities and pretend to be security principals 
that they aren’t. 

On a related note, the person using the identity must 
be trusted to have decent security controls in place. 
If a security principal’s computing devices have weak 

security and become compromised, unauthorized par-
ties can steal that principal’s identity and use it for mali-
cious purposes. For example, a security principal whose 
e-mail account constantly gets hacked and used to send 
spam to every e-mail address in the contact list, will 
soon discover that those contacts will ignore or block 
that principal’s e-mail. 

So even if the identity provider’s controls are strong, 
if the identity user’s controls are not, trust plummets. A 
person who writes the password on a Post-it and sticks it 
on the monitor won’t be considered trustworthy.

AUTHENTICATION FACTORS
Identities that require two or more factors for authentica-
tion tend to be more trustworthy than those that require 
a single factor. A factor is a classification of how an iden-
tity was confirmed by the owner. The three traditional 
authentication factors are:

• Something you know (a password, PIN, or 
passphrase)

• Something you have (a smart card or USB token)
• Something you are (usually a biometric measure-

ment such as a thumbprint)

The more authentication factors, the more reliable 
the identity. A smart card with a PIN is considered more 
reliable than a simple password. A three-factor authen-
tication scheme is considered more reliable than a two-
factor solution.

Authentication schemes requiring more factors are 
harder for an unauthorized party to fake, even if the 
legitimate identity holder lacks strong security controls. 
For example, if a log-on requires a smart card and a PIN, 
it would be hard for an intruder to have both possession 
of the smart card and knowledge of the PIN. 

Not all authentication schemes within a particular fac-
tor class (one-factor, two-factor, and so on) are considered 
equal. Obviously, biometrics such as fingerprints, hand 
geometry, or iris maps are inherently more trustworthy 
than passwords, even though both are single-factor. 

Lax user security controls, however, can undermine 
even multifactor security. An installed malicious program 
can compromise a user’s smart card, digital certificate, 
and PIN. Or a malicious program could simply wait for a 

http://www.verisign.com.au/repository/tutorial/digital/intro1.shtml
http://www.verisign.com.au/repository/tutorial/digital/intro1.shtml
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legitimate user to successfully validate his or her identity 
and then use that identity to do harmful things (as bank 
account-stealing Trojans often do).

CLAIMS-BASED IDENTITY
A claims-based identity works on the idea that a security 
principal’s identity should contain only the attributes 
necessary to access and use a particular service — no 
more and no less.

For example, in the real world, when someone pur-
chases alcohol, the vendor usually requires proof of age. 
The purchaser normally shows a driver’s license or some 
other government ID. Even though the vendor only needs 
to see the birth date and the picture, the ID normally con-
tains many other fields of information unnecessary to the 
transaction, such as an address, a driver’s license number, 
and so on. A true claims-based identity would simply say 
something like “this is a valid ID, it belongs to the person 
using it, and the person is of legal age to buy alcohol.” No 
other information would be displayed.

In an AAA system with claims-based identities, the 
security principal can have many different valid identi-
ties that express only the claims necessary to conduct a 
transaction between the security principal and service 
provider. When performing a purchasing transaction, for 
example, it would verify that the purchaser has adequate 
funds in a bank account or credit available. If a name 
were not required, the claims-based identity could even 
be used anonymously. 

PSEUDO-ANONYMITY
It’s even possible for a security principal to remain anony-
mous to service providers, while at the same time proving 
that he or she is a legitimate person with a real identity. 

With pseudo-anonymity, a trusted third-party identity 
provider confirms the security principal’s real identity 
and whatever other claims the security principal wants 
to express. The identity provider then gives the security 
principal one or more additional identity tokens that are 
trusted by participating content providers. 

In other words, although the service provider may 
require verification that the security principal is a valid 
person conducting legitimate legal business, the provider 
doesn’t have to know the person’s real identity. In this 
case, if the security principal tried to purchase alcohol 

with a pseudo-anonymous ID, the trusted identity pro-
vider would confirm that the principal was of legal age 
to purchase alcohol and reveal no other information.

AUTHENTICATION PROTOCOLS
Authentication requires that a shared secret, known 
to the authentication identity provider and the user of 
that identity be stored in a database or table for further 
verification. When a security principal creates a valid 
identity and verifier (such as a password), both items 
must be securely stored. The credential database (or 
table) must be protected by strong physical and logical 
controls to prevent unauthorized access. If an intruder 
is able to access the credential database where the ulti-
mate authentication secrets are, then all of the identity 
provider’s identities are considered compromised.

Normally, privileged system processes handle all the 
communications between the security principal and the 
credential database. The processes that allow security 
principals to legitimately interact with the authentica-
tion database are known as authentication protocols 
(and refer to authentication performed between two 
computer systems). In order to have strong assurance, an 
authentication system should protect its credential data-
base and have secure, reliable authentication protocols. 
A strong authentication protocol, even if the authentica-
tion stream is intercepted and read, should be resistant 
to credential compromise.

HASHED CREDENTIALS
In most of today’s operating systems, the credential data-
base can’t be accessed by normal end-users. Typically, it 
takes the highest (or near-highest) level of system admin-
istration to directly access the database. 

In a good authentication system, even if an unau-
thorized intruder accesses the credential database, 
the authentication verifiers are not stored in plaintext. 
Instead, they are stored in obscured form so that they 
cannot immediately or easily be used. In most mod-
ern authentication systems, the verifiers are stored 
using cryptographically secure hash algorithms. When 
the security principal supplies proof of identity owner-
ship (such as a password), the verifier is converted into 
hashed form and stored.

In the past, some computer systems used weaker 

http://en.wikipedia.org/wiki/Cryptographic_hash_function
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hashes that are now known to be susceptible to easy 
conversion. Most authentication providers now use 
strong hash functions.

CHALLENGE-RESPONSE
A weak authentication system simply asks the security 
principal for an identity verifier and allows it to be sent 
to the authentication process for direct comparison to 
the credential database. A stronger system obscures or 
encrypts those processes so that an unauthorized third 
party cannot directly read the authentication stream and 
steal the identity verifier. 

Today, most authentication systems use a process 
known as challenge-response. This is a set of authenti-
cation processes that allow a security principal to prove 
knowledge of the identity verifier without having to pass 
the verifier itself to the authenticator. A typical challenge-
response system will work something like this:

1. The security principal’s computer system contacts 
the authentication control system to be authenti-
cated, usually passing along the user’s identity.

2. The authentication system replies, sending ran-
domly generated digital material, known as the 
challenge, to the security principal.

3. The security principal uses his or her identity veri-
fier (such as a password or password hash) and 
mathematically manipulates the random string 
using a predefined authentication algorithm.

4. The security principal sends back this response to 
the authentication provider.

5. The authentication provider takes the security 
principal’s stored credential and performs the 
same mathematical process.

6. The authentication provider then compares the 
results it created with the results sent by the secu-
rity principal.

7. If the two results agree, the authentication pro-
vider considers the security principal validated, 
because only an entity that knew the correct veri-
fier could have created the similar response.

With challenge-response systems, the plaintext 
credentials aren’t sent, and neither are the stored, 
obscured versions. An attacker successfully capturing a 

challenge-response stream must capture both the challenge 
and the response, which includes a randomly generated 
string, and work back to the actual verifier. A good authen-
tication protocol makes this very hard to accomplish.

DELEGATION AND IMPERSONATION
Once a security principal has successfully authenticated, 
it is often possible for a second security principal (usually 
a service, program, or daemon) to reuse the first security 
principal’s authenticated credentials. 

Typically this accomplishes legitimate goals for both 
the security principal and the system. For example, a 
user may log on to a Web server that is connected to 
a back-end SQL server. The Web server program may 
“pass along” the user’s authenticated credentials to the 
SQL server to obtain the data desired by the user. The 
Web server and its software may have no explicit access 
to the SQL or its data and need, by design, the user’s 
credentials to access data. The process of using another 
security principal’s authenticated credentials is called 
delegation or impersonation. 

Of course, malicious programs can also imperson-
ate security principals. Once a security principal has 
successfully authenticated to a compromised system, a 
malicious program can grab the credentials and begin 
impersonating the legitimate user and perform unau-
thorized activities. For example, buffer overflow attacks 
usually gain the security context that the compromised 
program was running in, which can be either the pro-
gram’s security identity or that of the logged-on user.

TRUST BETWEEN SECURITY DOMAINS
In today’s increasingly interconnected world, security 
principals and their identities often operate in more than 
one security domain. In order for a security principal to 
be accepted into another security domain (also known 
as a foreign security domain), that domain must, at a 
bare minimum, trust that the originating security domain 
authentication system did its job correctly. 

Then, when the security principal presents validated 
credentials to the foreign security domain, the foreign 
domain at least knows that the assurance is backed up by 
the originating security domain’s authentication provider. 
If the foreign security domain accepts authenticated cre-
dentials from the originating domain, that acceptance is a 
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form of trust. If the foreign security domain doesn’t trust 
the originating security domain, then usually the security 
principal has to restart the whole identity and authentica-
tion process in the new, targeted domain. 

IDENTITY FEDERATION
Identity federation refers to the use of a single identity 
across mutually trusted security domains, although the 
access control process may be only one-way vs. two-way. 
For example, Company A trusts Company B’s identity 
provider and access control system, and it allows Com-
pany B’s users to access Company A’s resources and 
services. The term “federation” implies that the trusted 
identity process uses identity tokens and standards for 
accomplishing AAA tasks. Federation allows a larger 
number of participating entities to share identities and 
resources more easily than creating their own custom 
system. Many network operating systems have their own 
federation systems and many open standards are quickly 
being approved (WS-Federation, WS-Trust, etc.) to sup-
port federation across a larger number of platforms. 
Federation is widely used in b-to-b communications and 
is growing in importance in the maturing Internet.

AUTHORIZATION AND ACCESS CONTROL
Authorization and access control pick up where authen-
tication leaves off. When a security principal attempts 
to access a protected object or service, authorization 
processes take that security principal’s identity and uses 
it to determine his or her permissions. 

For example, if a security principal tries to access a 
file on a Web server, the authorization services query a 
database to determine what permissions the security 
principal has in relation to the file. The access control sys-
tem is the program or process that enforces the learned 
permissions and privileges. Generally speaking, although 
the authorization part of the system says something like 
“the security principal has read-only access to that file,” 
the access control system actually ensures that the secu-
rity principal cannot modify the file. 

Access control models describe the overall method 
a particular security domain uses to control access 
between a security principal and the desired service or 
object. Three main models are used in most modern 
data access control systems:

DAC (discretionary access control). DAC is the 
traditional access control method: A security principal’s 
identity is given, implicitly or explicitly, one or more 
permissions to access objects. In a DAC system, the per-
missions are stored with each object. When a security 
principal goes to access an object or service, an access 
control mechanism obtains the security principal’s 
identity (and often group memberships, which confer 
additional permissions), and then queries the object (or 
permission table) to learn what permissions the security 
principal is assigned. DAC is the access control model 
that most personal computer users are familiar with.

MAC (mandatory access control). MAC 
systems are based on the idea of ranked security 
labels, which are assigned to all security principals 
and objects. Security principals of a particular secu-
rity label can only perform actions (such as read, 
write, or delete) on objects that match or fall below 
their assigned MAC label. For example, a company 
may label all content as secret, confidential, private, 
or public, and allow only appropriate personnel to 
access particular types of content. MAC’s major flaw 
is that most security principals need to be further 
restricted on a “need-to- know,” least-privileged basis. 
Even if a user has top-secret clearance, he or she may 
not have a legitimate need to access every docu-
ment marked as top secret. MAC works best when 
layered on another access control model.

RBAC (role-based access control). RBAC 
systems assign permissions based upon the estab-
lished roles and actions of the security principal. In 
an RBAC system, roles are created and assigned 
according to the explicit permissions and privileges 
necessary to perform the role. Security principals 
are then assigned one or more roles and are able to 
perform only what the role has been predefined to 
allow. RBAC most closely follows the “least privilege” 
security principal as compared to the other models. 

The main difference between RBAC and DAC is 
that DAC groups tend to summarize overall member-
ship (say, human resources), whereas RBAC is action-
based (such as the set of actions performed by a payroll 



I N F O W O R L D . C O M  D E E P  D I V E  S E R I E S      F E B R U A R Y  2 0 1 0

8Authentication and Authorization Deep Divei

accounting clerk, HR manager, or benefits coordinator). 
Many RBAC models (including many implemented 

on top of DAC systems) allow only particular permis-
sions while the security principal is performing the 
needed action. In an explicit RBAC model, a payroll 
accounting clerk may be allowed to access the payroll 
database only when using the payroll application. Or the 
payroll accounting clerk may have read-only permissions 
to the payroll database when in a view-only screen — 
and read/write permissions to a particular database field 
only in a modification screen. 

Contrast this with DAC. In a DAC-based security 
domain, the payroll accounting clerk would probably be 
assigned read/write permissions to the whole database 
and those permissions would never change. If the payroll 
accounting clerk were able to access the payroll database 
outside the confines of the assigned payroll application, 
he could probably write and delete large amounts of 
data (or even copy the entire database). 

All other things considered equal, RBAC systems 
are far more secure. They are preferred over the other 
two models by most security experts, but they require 
significant up-front administration, decision making, and 
predefined delegation in order to be successful. In practi-
cal use, RBAC requires the most intelligent and inclusive 
management practices.

In practice, it’s rare to find a security domain that uses 
just one access control model. The Windows operating 
system is built around DAC, but with Vista, Microsoft 
added MAC (using mandatory integrity controls), and 
RBAC is available at the network level in Active Direc-
tory. Many DAC-based and RBAC-based domains also 
include the capability of classifying (that is, labeling) data 
like a MAC-based system to help determine what inher-
ent permissions and other protections are applied to 
further protect important data. 

ACCOUNTING AND AUDITING
Recording successful or attempted access (and actions) is 
vital to good security. Accounting is usually considered a 
more generic logging method than auditing. Accounting 
may record only a single log-on success (per session), the 
amount of data transferred, or the total amount of time 
a particular log-on session was active. Auditing implies 
a much more detailed level of logging that tracks every 

action a security principal performs or attempts to per-
form, such as which files or folders the user viewed or 
modified and at what times, down to the microsecond. 

Auditing and accounting are complicated by shared 
systems, identities, and passwords. A strong AAA system 
requires unique identities and passwords, so that each 
individual’s actions can be recorded separately. The level 
of accounting and auditing can be set by the security 
administrator, although it also depends in part on the 
AAA system and protocols in use.

 A strong accounting and auditing system tracks every 
action performed by every security principal from an 
object’s creation until its deletion (including log-on 
events and event log auditing changes). A strong system 
should be able to record the following about a security:

• Creation or provisioning
• Ownership and classification
• Permissions assigned
• Security principal accesses or attempted accesses
• Actions performed on or by the object (such as 

read, write, modify, rename, and so on)
• Modifications
• Deprovisioning or deletion
• Other actions and labels as allowed by the security 

domain

Obviously, configuration is key. Even on a system capa-
ble of very detailed logging, log settings could prevent a 
definitive record of a security principal from being created.

COMPLEX AAA MODELS
The Internet and cloud computing are challenging AAA 
systems to keep up like never before. Dozens of open 
standards, evolving protocols, and Web services are being 
developed and deployed to provide secure AAA across 
an unimaginable diversity of Internet-connected systems. 

Before the end of the decade, virtually all businesses 
will depend on a public or private cloud for some aspect 
of their operation. End-users will connect to multiple 
external cloud services, and, just as likely, your business 
will provide cloud services that external users will access. 
The world will connect to your servers, and your organi-
zation will connect with the world in ways that will make 
today’s methods seem modest and quaint.
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IDENTITY  
MANAGEMENT

Text-based identities,  
smart cards, tokens,  
biometric, speech, mobile 
devices, 802.1x devices,  
etc.

• IDENTITY LIFECYCLE  
  MANAGEMENT
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  Deprovisioning 
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ACCESS MODELS
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Figure 3. AAA and the modern security domain. Identity, authentication, authorization, access control, accounting, and auditing 
together determine the applicability and strength of an AAA model. This diagram shows how the various components interoperate as 
part of a modern computer system.
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TOWARD AN IDENTITY  
MANAGEMENT METASYSTEM
The idea of an overarching identity management sys-
tem encompasses a complex mix of interoperations, 
functionality, and federation. Kim Cameron, one of the 
world’s foremost experts on identity and access control, 
has created a list of basic assumptions and desired traits 
he calls Laws of Identity. Not all efforts try to implement 
all laws in their version of an identity metasystem (some 
countries are against anonymity or total privacy of any 
kind), but Cameron’s paper and Web site are excellent 
places to learn about the more sophisticated types of 
identity and federation.

Another good source of reading material is the Trusted 
Computing Group. TCG and its members have long 
been on the trail of truly secure systems and identities. 
They have initiated many new technologies (such as self-
encrypting hard drives) and standards needed to make 
the future vision a reality. Although no one can know 
definitively what identity management system we will use 
in the next decade, you can be sure the Trusted Comput-
ing Group will have nailed some of the basic elements.

BUILDING A NEW WEB IDENTITY
Identity management systems are needed because today’s 
stand-alone Web log-ons can’t scale to meet modern secu-
rity challenges. Today, most Web sites requiring log-ons to 
access their sites maintain their own security domains and 
access control databases. Each user is required to enter 
log-on and identity information, and when that same user 
goes to another Web site, they have to re-enter that same 
information all over again (supposedly using different 
identity verifiers, but often not). It’s slow, uncoordinated, 
and demands way too much of the user. 

A decade ago, a few companies and organizations 
decided what was needed was a common identity shared 
among multiple Web sites. The ultimate goal is to have a 
worldwide SSO solution. In this model, there is a com-
mon, shared, trusted identity provider. Each security prin-
cipal registers with the common identity provider, and 
each participating Web site agrees to accept the provider’s 
identity tokens (usually HTML-compatible text files). 

Several vendor solutions and standards arose. Microsoft 
created one of the biggest services with Microsoft Passport 
in 1999. This morphed into today’s Microsoft Windows 

Live IDs in 2008. But many professionals are uncomfort-
able with the idea of Microsoft, the world’s largest software 
vendor, also being the common identity provider. 

Out of that concern grew many other competing 
proprietary and open standards. Some are protocols that 
form the foundation of SSO and identity management 
systems; other attempt to be full-blown solutions.

OPEN FEDERATED IDENTITY STANDARDS
The open federated identity standards with the most sup-
port are built around HTML, XML, SOAP, SAML, and 
Web Services. XML is the underlying language and format 
used to create and communicate security information. 

SOAP is used to create “messages” and exchange infor-
mation between participating Web services-based security 
participants. SAML is used to exchange security informa-
tion between security domains. There are two major ver-
sions of SAML, 1.0 and 2.0; not all vendors support the 
latest version, so there are interoperability problems. 

Web services are software instances serving content 
and services to participants. Dozens of open Web ser-
vices standards cover common security needs, chief 
among them:

• WS-Security
• XML Signature
• XML Encryption
• XML Key Management (XKMS)
• WS-SecurityPolicy
• WS-Trust
• WS-Federation
• Web Services Security Kerberos Binding
• Web Single Sign-On Interoperability Profile

The AAA solutions of the future are being built using 
these and other specifications. 

One of the first open standards to emerge is OpenID.
Using XML and SAML, OpenID is a decentralized 
method of accomplishing Web Identity 1.5. With 
OpenID, each individual user creates authentication 
“information cards,” which serve as authentication 
claims-based tokens. OpenID cards are stored locally 
on each security principal’s local device. 

Participating Web sites can accept OpenID cards, and 
security principals are free to create one or more cards 

http://msdn.microsoft.com/en-us/library/ms996456.aspx
http://www.identityblog.com
http://www.trustcomputinggroup.org
http://www.trustcomputinggroup.org
http://en.wikipedia.org/wiki/Microsoft_Passport
http://en.wikipedia.org/wiki/SOAP
http://en.wikipedia.org/wiki/SAML
http://en.wikipedia.org/wiki/Web_service
http://en.wikipedia.org/wiki/OpenID
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(for general or specific use). Many of the proprietary 
Web Identity 1.5 solutions made themselves OpenID 
compatible (for example, Microsoft Live ID). OpenID 
allows security principals to completely control their digi-
tal identities. Unfortunately, individual cards probably 
can’t scale to the degree necessary to yield a universal 
Internet SSO.

The broadest integration initiatives are based around 
the WS-Federation standard. WS-Federation, along with 
WS-Trust and WS-Policy, allow disparate systems and 
security domains to share common identities. WS-Policy 
enables security domains and/or services to define and 
advertise what their security policies are. For example, a 
security domain may disallow pseudo-anonymous iden-
tities and require two-factor authentication or an identity 
provider’s identity cannot be used. 

OAuth (Open Authorization) is one specification 
that has received a lot of press recently. This evolving 

standard attempts to allow security principals to share 
content and services seamlessly across security boundar-
ies. OAuth has strong support from some very popular 
sites and services, including Twitter. Unfortunately, the 
standard is still very much in flux, with legions of sup-
porters and critics, and may struggle under interoperabil-
ity and security problems. Whatever standards emerge, 
they are likely to use the protocols discussed above and 
work with the goal of interconnecting the world.

Security domains use secure, verified, authenticated 
identities to control access to shared resources. The 
diversity of standards, protocols, and access control sys-
tems is dizzying. As we move into the next phase of the 
Internet, these processes and protocols are evolving like 
never before — all clamoring to give us the functionality 
and flexibility we need while maintaining strong security. 
But without the basics of AAA, none of these exciting 
new developments would be possible.  i

http://en.wikipedia.org/wiki/WS-Federation
http://en.wikipedia.org/wiki/WS-Trust
http://en.wikipedia.org/wiki/WS-Policy
http://en.wikipedia.org/wiki/OAuth



