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Executive Summary 
Despite most vendors misusing the term software-defined storage (SDS), the separation of software and 

hardware does indeed deliver significant advantages to the end-user, including faster deployment, 
massive scalability, and reduced costs. 

Traditional data-storage systems were proprietary, custom designed, and expensive, with limited 

software features. The process of designing a new storage product could take years to complete. Now 

thanks to faster, cheaper, and standard CPUs, storage management code is moving up the stack. As 

vendors adopt standard x86 components, and separate hardware and software, storage systems can be 

deployed as a software package on standard x86 servers configured with local disks. Multi-petabyte scale-

out storage systems in webscale and HPC environments are making their first appearances in large 
enterprises across all industries.  

SDS does not often make sense in smaller environments, but as capacity needs grow, separating hardware 

from software allows the end user to tailor the best possible configuration at the minimum price and 
operational costs.  

Key highlights from this report include: 

• The agility and flexibility that SDS architectures introduce are crucial for today’s data growth.  

• Further advantages include infrastructure longevity, hardware vendor independence, and the 

possibility of maintaining, without downtime, a system continuously updated with the latest 
software.  

• Modern multi-petabyte storage systems, by nature, need to be very flexible, scalable, and 
manageable.  

• Building a software layer on top of standard x86 hardware makes this possible at a lower cost. 
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The Problem 
Traditional storage systems are usually built around a monolithic design and a limited number of 

controllers that are coupled with a certain amount of disk resources. These systems are adequate in small 

environments that do not require massive configuration changes or expansion during their lifecycle. But 

as storage grows to petabyte-scale, this architecture fails to keep up with user demands for high 
availability and performance. 

 

A Deeper Look into the Problem 
In today’s scale-up storage systems, upgrades are simply more disk trays and, at times, a new set of 

controllers. If this is too expensive or not enough, then the system is “forklifted” for a bigger one, or a 

smaller new one is placed in parallel. A parallel design inherently has the oldest data on the oldest arrays, 

until it is time to replace them. Most old data is rarely accessed, and so it should remain on the oldest, 

slowest gear rather than being transferred to the newest, fastest arrays. To maintain performance, the 

alternative is disruptively migrating all of the data down in a cascading pattern. For most enterprises this 

is not an option because of prohibitive migration costs and users accessing applications around the clock. 

Newer arrays with tiering functions (virtualized storage) minimize data migrations but are still 
constrained by the original product design capacity, namespace, and performance limits.  

The rigidity imposed by this type of design requires organizations to predict future needs, but that often 

results in over-architecting and over-buying, and proprietary hardware can impose lock-in on appliances 
and components that come from a single vendor.  

When capacity grows to the order of several petabytes, a staircase effect appears on the graph of 

acquisition costs over time and also the total cost of ownership (TCO) increases with frequent upgrades 
and migration activities. 
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The Solution 
Standard x86 hardware and software-based scale-out storage is the best design for huge storage 

infrastructures. Freedom of choice, reusable components, faster deployment process, more-flexible 

solutions, well tested hardware, and lower costs combine to create savvier infrastructures both in terms of 
total cost of acquisition (TCA) and TCO. 

SDS infrastructure is managed by software that can intelligently automate resource allocation. It is 

becoming more and more difficult to draw a line between the different SDS solutions. In some cases, it is 

only a file system (HDFS, Lustre, Ceph, GPFS, and so on). In others, it’s a complete storage platform such 

as object-storage solutions. SDS can include replication, snapshots, thin provisioning, compression, and 

deduplication. It is not virtualized storage, which only separates capacity from the storage components 

(hard disk drives, solid state drives, etc.). SDS abstracts all of the storage services and features, moving 
them higher up the application stack.  

SDS allows customers to choose the right x86 form factor and media type for their use cases. The 

hardware can span multiple generations from multiple vendors simultaneously. The storage features can 
then be applied globally despite the heterogeneous gear.  

	    



	  

Advantages of Software-based Storage in Petabyte-scale Environments	   6 

How It Works 
Decoupling the software from the hardware eliminates the parallel design/performance/migration 

problem. Adding standardized nodes does not impact other activities and leaves the rest of the 

infrastructure unchanged. The software can then intelligently manage the distribution of the data by 

application, performance requirements, and other items. The software features are no longer limited to 
the constraints of the original array. Features can be expanded based on the business needs.  

• Linear and predictable TCA. Adding a storage node to an existing infrastructure is a nominal 

cost that can be done when necessary and with the newest available technology available, without 

spending more than necessary. The costs match the data growth linearly rather than in the 

staircase effect. Standard commodity servers and components usually have a lower cost than any 
proprietary solution because of competition between vendors and their greater circulation. 

• Better TCO. Most scale-out storage systems can store many more objects in a single namespace 

than traditional storage, so the infrastructure remains simple and migration activities are 
minimized without adding other system administrator efforts. 

• Freedom of choice. All standard X86 servers use the same components. The end user is not 

locked-in to a single hardware vendor but instead can always choose the best supplier for every 
given situation. 

• Reusable and replaceable components. Because of standard components, a server initially 

configured for providing computing resources can be easily reconfigured to become a storage 

node if needed. It’s not only about power—sometimes it’s just more convenient to swap old disks 
with newer higher-capacity ones instead of installing new storage nodes.  

• Faster deployment process of new resources. Deploying standard components is much 

easier than deploying proprietary ones. New hardware generations are quickly available on the 
market, they are already tested, and expertise is very common. 

• More flexible solutions. Standard x86 servers offer many more options than any other 

solution. The end user can easily configure the storage to suit specific requirements: speed, 

capacity, connectivity, power consumption and so on. In some cases, a scale-out storage 

infrastructure based on Linux and x86 hardware can also run some computational tasks. This is 

the case for Hadoop with HDFS, OpenStack with Ceph, and it will become more and more 
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interesting in the future when technologies like Docker will be more relevant in the traditional 

organizations. In fact, it will be possible to spin up tens, hundreds, or thousands of containers in 

minutes, do a relatively simple operation (like a complex search on unstructured data, 

indexing/meta-tagging, run a big data job, consolidate archives, etc.), and then return to normal 
activities.  

• Well-tested hardware and integration. Standard x86 commodity servers are mass-market 

products and thoroughly tested before production and directly by the market itself. Software 

integration, problems, and bugs are usually detected and resolved much faster by the community 

than a single hardware testing team. 
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An Example of Software-based Storage 
Benefits 
A European car manufacturer depends on video analysis to improve the crash safety of its vehicles. 

Crash safety is both a critical product differentiator and compliance requirement. The more footage 
the company can create and analyze, the more likely the company will meet its targets. 

With video content growing by a petabyte every six months, this company chose a next generation 

scale out storage architecture to handle the incredible data growth. It wanted full flexibility in 

choosing server type, form factor, drive count, and drive density so it could efficiently scale out its 
infrastructure over time. 

This manufacturer licensed five petabytes of scale out storage software, but started with only two 

petabytes of hardware, demonstrating the flexibility and efficiency of software-defined storage. It has 

confidence knowing that it can later add hundreds of servers and disks to the same storage system 

with no impact to uptime, performance, or overhead. The company can pick and choose from a huge 

selection of lower cost hardware, and immediately take advantage of the newest media, because true 

software-defined storage runs on standard Linux and can be deployed without a long hardware 

certification process. It is also no longer subject to the limited selection of hardware-defined storage 

vendor products, or the hefty costs of professional services, maintenance, the addition of new 
controllers, or upgrades to existing controllers. 
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Key takeaways 
Low cost (TCA and TCO), flexibility, agility, and freedom of choice are fundamental to successful 

Petabyte-scale deployments. That’s why infrastructures need standard, commodity, replaceable 

components. HPC-like storage, object storage, and, all modern scale-out storage systems share these 
characteristics. 

• All infrastructure vendors recognize that multi-petabyte storage will not be a niche market, so to 
meet the demand, they are developing software-based solutions running on standard x86 servers. 

• Software-based storage solutions are gaining a lot of attention for multi-Petabyte storage because 
of their potential to be elastic, inexpensive, scalable, and very manageable.  

• Enterprises may not yet know what they will do with all this data – and may not even know 

whether they will need or use it again – but if they do, they want it accessible and fast. In other 

cases, consolidation and cloud projects make storage infrastructures very important for next-
generation applications developed and deployed on a global basis.  

• Commodity standard x86 server, open source operating systems, and new technologies like 

Docker will allow vendors and end users to build next generation storage infrastructures very 

similar to what we are already seeing with hyper-convergence for primary applications, but at a 
much higher scale and for new types of applications that operates on bigger data sets. 
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