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Coverity Scan Service 
The Coverity Scan™ service began as the largest public-private sector research project in the world focused on open source 
software quality and security. Initiated in 2006 with the U.S. Department of Homeland Security, Coverity now manages the 
project, providing our development testing technology as a free service to the open source community to help them build 
quality and security into their software development process. With almost 3,000 projects participating, the Coverity Scan 
service enables open source developers to scan–or test–their Java, C#, C and C++ code as it is written, flag critical quality and 
security defects that are difficult (if not impossible) to identify with other methods and manual reviews, and provide developers 
with actionable information to help them to quickly and efficiently fix the identified defects. More than 100,000 defects 
identified by the Coverity Scan service have been fixed since the inception of the program. 

The Rise of Big Data and the Internet of Things 
The number of big data related projects within the Coverity Scan service has seen tremendous growth in 2014. Fueling this 
growth has been the critical role that big data open source projects play in the Internet of Things (IoT). McKinsey Global 
Institute reports that the IoT business will deliver $6.2 trillion of revenue by 2025 and an explosion of data is expected to be 
generated in the process. To handle this data, organizations must be able to harvest, store and analyze it. We are extremely 
proud that many of the leading open source projects and technologies that enable the big data movement and support the IoT 
are part of the Coverity Scan service. 

The following is a sample of the big data projects currently in the service:

Apache 
Accumulo

A computer software project that developed a sorted, distributed key/value store based 
on the BigTable technology from Google. It is a system built on top of Apache Hadoop, 
Apache ZooKeeper, and Apache Thrift.

Apache Argus
A framework to enable, monitor and manage comprehensive data security across the 
Hadoop platform.

Apache 
Cassandra 

An open source distributed database management system designed to handle large 
amounts of data across many commodity servers, providing high availability with no 
single point of failure.

Apache 
Cayenne

An open source persistence framework licensed under the Apache License, providing 
object-relational mapping (ORM) and remoting services.

Apache DataFu A collection of libraries for working with large-scale data in Hadoop and Pig.

Apache Drill
An open-source software framework that supports data-intensive distributed 
applications for interactive analysis of large-scale datasets.

Apache Falcon
A data processing and management solution for Hadoop designed for data motion, 
coordination of data pipelines, lifecycle management, and data discovery.

Apache Flume
A distributed, reliable, and available service for efficiently collecting, aggregating, and 
moving large amounts of log data.
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Apache HBase
A non-relational (NoSQL) database that runs on top of the Hadoop Distributed File 
System (HDFS).

Apache 
Hadoop

An open-source software framework for storage and large-scale processing of data-
sets on clusters of commodity hardware.

Apache Hive
A data warehouse infrastructure built on top of Hadoop for providing data 
summarization, query, and analysis.

Apache Oozie A workflow scheduler system to manage Apache Hadoop jobs.

Apache Optiq
A framework that allows efficient translation of queries involving heterogeneous and 
federated data.

Apache 
Phoenix

A SQL skin over HBase delivered as a client-embedded JDBC driver targeting low 
latency queries over HBase data.

Apache Pig
A platform for analyzing large data sets that consists of a high-level language for 
expressing data analysis programs, coupled with infrastructure for evaluating these 
programs.

Apache Sqoop
A tool designed for efficiently transferring bulk data between Apache Hadoop and 
structured datastores such as relational databases.

A few of these projects such as Apache Hadoop and Apache HBase have participated in the Coverity Scan service for more 
than one year while many have only recently joined. We expect to see the defect density rates of all of these projects drop over 
time as they mature in their utilization of the service.

Defect Density of Selected Leading Big Data Projects
The following is the current defect density of some of the key big data projects: 

Item LOC Defect Density

Apache Accumulo 384,920 4.96

Apache Argus 200,687 1.01

Apache Cassandra 262,818 1.61

Apache Cayenne 207,339 2.33

Apache DataFu 13,583 5.23

Apache Drill 252,952 1.31

Apache Falcon 27,116 1.88

Apache Flume 42,533 1.97
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Apache HBase 633,094 2.2

Apache Hadoop 1,231,941 1.68

Apache Hive 761,954 3.32

Apache Oozie 133,682 3.25

Apache Optiq 137,647 1.68

Apache Phoenix 98,539 1.39

Apache Pig 209,552 2.82

Apache Sqoop 68,115 2.99

In the 2013 Coverity Scan report, we saw the average defect density rate for Java projects was 2.72. Ten out of the 16 big data 
projects in our sample have a lower defect density rate than that average but many still remain higher than what we have seen 
in C, C++ code bases. There are several factors that impact the density level. First, the analysis algorithms for Java and C, C++ 
differ. The analysis we provide for the Coverity Scan service includes the popular FindBugs checkers, which are very useful. 
However, the FindBugs checkers generate large quantities of results, in particular in the areas of dodgy code, performance and 
bad practices. We’ve recently introduced a new capability which will enable projects to turn off the FindBugs checkers so that 
can create some significant variability in defect density rates. Another factor to consider when assessing the defect density of 
the Java programs is the length of time the Coverity Scan service has been available to the projects. It is not uncommon to see 
higher defect density rates in the early stages of a project’s participation in the Coverity Scan service, followed by a reduction in 
the defect density over time.

Most Common Defects
The following is the most common issues found in a sample of big data projects since they began participation in our service:

Category Outstanding Eliminated Impact

Null pointer dereferences 941 265 Medium

FindBugs: Dodgy code 888 72 Low

FindBugs: Bad practice 552 40 Low

Concurrent data access violations 516 135 Medium

Defect Density of Selected Leading Big Data Projects  Cont.
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FindBugs: Internationalization 403 45 Low

FindBugs: Performance 248 27 Low

Exceptional resource leaks 217 27 Low

Resource leaks 173 160 High

Code maintainability issues 134 0 Low

FindBugs: Multithreaded 
correctness

104 23 Medium

Control flow issues 75 11 Medium

FindBugs: Correctness 70 7 Medium

Integer handling issues 54 3 Medium

Class hierarchy inconsistencies 49 7 Medium

Incorrect expression 43 4 Medium

API usage errors 37 8 Medium

Possible Control Flow Issues 19 0 Low

Error handling issues 17 4 Medium

Data race undermines locking 16 0 High

Medium impact security 13 0 Medium

FindBugs: Malicious code 
vulnerability

11 0 Low

Unreliable locking behavior 10 0 High

Program hangs 4 4 Medium

Possible Control flow issues 4 0 Low

Performance inefficiencies 0 4 Low

Grand Total 4594 845

Most Common Defects (Cont.)
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The top three most commonly fixed issues were: null pointer dereferences, resource leaks and concurrent data access violations. 
These are three potentially very serious types of defects. The big data projects fixed almost 50% of the resource leaks which 
is consistent with the level we see in C/C++ projects. However, in the 2013 Scan report, of the Java resource leaks found, 
only 13% were addressed. It could be that because open source big data projects serve as fundamental technology to so many 
organizations, the projects are willing to invest in addressing these types of issues versus the dodgy code and performance 
defects we saw in our 2013 report.  

With the addition of Coverity Security Advisor to the service, we were able to find 95 OWASP Top 10 issues in big data 
projects. Given the sensitivity of these types of issues, we will not disclose the names of the projects in which we found the 
defects. It’s imperative that open source projects closely examine all OWASP Top 10 issues to avoid possible exploitation. 
Projects should also closely analyze their projects to assess which components contain security sensitive components including 
authentication and authorization functions as well as cryptographic code. These components should be assessed by someone 
with security expertise to assess potential attack vectors.  

Item Description # of Issues Found

A1 Injection 2

A2 Broken Authentication and Session Management 17

A3 Cross-site Scripting (XSS) 17

A4 Insecure Direct Object References 3

A5 Security Misconfiguration 1

A6 Sensitive Data Exposure 1

A7 Missing Function Level Access Control 0

A8 Cross-Site Request Forgery (CSRF) 54

A9 Using Components with Known Vulnerabilities NA

A10 Unvalidated Redirects and Forwards 0
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Apache Hadoop
Apache Hadoop has made some steady progress in eliminating key defects since we profiled the project in the Coverity Scan 
2013 Report, in which we reported the project had a defect density rate of 1.71. Since that time, they have reduced it to 1.67. 
We’ve seen a large increase in the number of concurrent data access violations, null pointer dereferences and resource leaks that 
were eliminated.

DEFECTS OUTSTANDING AND ELIMINATED  BY IMPACT AS OF OCT. 2014

Category Outstanding Eliminated Impact

FindBugs: Dodgy code 399 45 Low

Concurrent data access violations 317 87 Medium

Null pointer dereferences 242 181 Medium

FindBugs: Internationalization 145 41 Low

FindBugs: Bad practice 108 12 Low

Exceptional resource leaks 48 7 Low

Integer handling issues 32 1 Medium

Resource leaks 23 110 High

Incorrect expression 20 0 Medium

FindBugs: Multithreaded 
correctness

18 5 Medium

Class hierarchy inconsistencies 12 3 Medium

FindBugs: Correctness 11 3 Medium

Control flow issues 8 2 Medium

API usage errors 8 1 Medium

Data race undermines locking 7 0 High

Unreliable locking behavior 7 0 High

Medium impact security 7 0 Medium

FindBugs: Performance 5 2 Low
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Error handling issues 4 1 Medium

Program hangs 2 1 Medium

Performance inefficiencies 2 0 Low

Total 1420 507 Defect Density: 1.67

 
One of the issues the Apache Hadoop team recently fixed through the Coverity Scan service was due to inconsistent locking 
when accessing a data member from multiple threads. When the HDFS (Hadoop Distributed File System) component adds a 
new storage location, it may call the format() method. That method accesses and modifies the datanodeUuid member without 
holding a lock. That same member is accessed in two other methods, both while holding a lock. This is good evidence that the 
member will be accessed from multiple threads at the same time, and the lack of locking in the format() method may result in 
datanodeUuid becoming corrupted when two threads access it at the same time.

At line 439, we can see how datanodeUuid is accessed without holding a lock:

Apache Hadoop (Cont.)
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To fix the problem, the Hadoop team decided to replace the assignment to the datanodeUuid member with a call to the 
synchronized setDatanodeUuid() setter method. Since the setter is synchronized, all accesses to datanodeUuid are now 
protected by locks to avoid corruption:
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The Apache Hadoop team also recently fixed a resource leak due to the inadvertent use of the wrong resource. In the following 
code snippet, notice how lines 736 and 737 create a BufferedReader() to read data from "file". However, instead of using "in" to 
read from the file, on line 739 a new FileInputStream() for "file" is used. The finally block at line 770 ensures that "in" is closed, 
but does not handle the FileInputStream actually used on line 739.
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To address the problem, they read the lines from "in" rather than creating an unnecessary FileInputStream--ensuring that the 
finally block properly closes the necessary resources.
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HBase
Since our 2013 Scan report, The HBase project has added almost 200,000 lines of code to the project and lowered their defect 
density rate from 2.33 to 2.22.  

APACHE HBASE DEFECTS OUTSTANDING AND ELIMINATED BY IMPACT AS OF OCT. 2014

Category Outstanding Eliminated Impact

Null pointer dereferences 116 75 Medium

Concurrent data access violations 73 48 Medium

FindBugs: Bad practice 57 21 Low

FindBugs: Internationalization 54 3 Low

Concurrent data access violations 48 73 Medium

FindBugs: Multithreaded 
correctness

40 17 Medium

Resource leaks 18 48 High

Control flow issues 11 7 Medium

FindBugs: Performance 8 12 Low

Integer handling issues 6 1 Medium

API usage errors 4 6 Medium

Exceptional resource leaks 3 13 Low

Class hierarchy inconsistencies 1 4 Medium

FindBugs: Correctness 1 3 Medium

Error handling issues 1 3 Medium

Program hangs 1 3 Medium

Incorrect expression 1 2 Medium
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Medium impact security 3 0 Medium

FindBugs: Malicious code 
vulnerability

1 0 Low

Possible Control flow issues 1 0 Low

Performance inefficiencies 0 2 Low

Total 440 298
Defect Density Rate: 

2.22

Cassandra
Apache Cassandra has made some steady progress in eliminating key defects since we profiled the project in our 2013 Scan 
report. In the Coverity Scan 2013 Report, we noted they had a defect density rate of 1.95 and since that time, they have 
lowered it to 1.61. They have continued to make excellent progress in eliminating null pointer dereferences and resource leaks. 

APACHE CASSANDRA-DEFECTS OUTSTANDING AND ELIMINATED BY IMPACT AS OF OCT. 
2014

Category Outstanding Eliminated Impact

 Null pointer dereferences 60 25 Medium

FindBugs: Bad practice 53 1 Low

FindBugs: Dodgy code 42 3 Low

FindBugs: Performance 21 10 Low

FindBugs: Internationalization 18 1 Low

Concurrent data access violations 14 0 Medium

 Resource leaks 11 2 High

API usage errors 9 1 Medium

FindBugs: Multithreaded 
correctness

8 1 Medium

Control flow issues 4 2 Medium

HBase (Cont.)
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Medium impact security 3

Exceptional resource leaks 2 7 Low

FindBugs: Correctness 2 1 Medium

Integer handling issues 1 1 Medium

Incorrect expression 1 1 Medium

FindBugs: Malicious code 
vulnerability

1 0 Low

Program Hangs 1 0 Medium 

Total 251 40 Defect Density: 1.61

An Interview with Don Bosco Durai
Don Bosco Durai is a committer on Apache Argus, soon to be renamed Apache Ranger, which provides comprehensive 
security across the Hadoop platform. He is also an Enterprise Security Architect with Hortonworks.  Each big data project has 
its own guidelines and processes but the following are Bosco’s observations: 

Q:  Why do you think you are able to achieve high levels of quality and security?  
A:  Most projects have setup good guidelines and oversight. Each design and code commits are reviewed by peers and 

since there are lot more people monitoring and contributing, most issues are identified and resolved immediately.

Q:  What happens if you have a developer working on the project that submits code doesn’t meet quality and security 
expectations?  

A:  Since each commit request is required to pass automated test cases and is reviewed by peers, any sub-standard code 
is rejected or fixed before commit.

Q:  Do you have a set of best practices for security that you think would be beneficial for other open source projects to consider?
A:  Each project have their own guidelines and best practices. There are mentors for each project who have experience 

in open source projects and they ensure that proper policies and practices are set in place and followed.

Q:  Do you have people in formal roles to ensure the quality and security of the code?
A:  This varies project by project. Each project has committers, mentors, contributors, etc. There might not be a formal 

role for quality or security, but members volunteer as needed to ensure that committed code are safe and reliable.

Cassandra (Cont.)
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Q:  Can you describe how the Coverity Scan service fits into your release process?
A:  Human reviews are subject to inconsistency, having automated scans with Coverity helps identify issues early on 

and necessary action can be taken proactively.

Q:  Some of your projects have only been part of the Service for a short time. What has been your impression of the value that the 
service has provided your team so far?

A:  With the limited usage, the results have been pretty impressive. We feel it will greatly improve the quality of the 
projects.

Q:  What challenges do you face with regard to maintaining high quality secure code that are unique to open source and how do 
you overcome those challenges?

A:  Since there are no owners and everything is contributed by volunteers, it is difficult to enforce strict policies. 
We feel regular scanning of committed code will help identify problematic code and corrective actions can be 
proactively taken.

 
Conclusion 

We applaud the early efforts of the big data projects in the service. IoT and big data have the power to transform lives and 
our economy. We are extremely pleased to see the commitment of these projects to address critical defects and taking the 
appropriate steps to deliver higher quality software to the market. There’s a great deal riding on these foundational technologies 
and it is encouraging to see these projects are taking that responsibility extremely seriously. 

If you would like to register a new project, contribute to or observe an existing project, visit us at https://scan.coverity.com/

About Coverity
Coverity, Inc., a Synopsys company (Nasdaq:SNPS), is a leading provider of software quality and security testing solutions. 
Coverity’s award-winning development testing platform helps developers create and deliver better software, faster, by 
automatically testing source code for software defects that could lead to product crashes, unexpected behavior, security breaches 
or catastrophic system failure. The world’s largest brands rely on Coverity to help ensure the quality, safety and security of their 
products and services. For more information, visit www.coverity.com, follow us on Twitter or check out our blog.
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