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The Pervasive Growth of Data and Data Sources 

 
An increasing number of CEOs and other organizational leaders believe there is new opportunity in 
being able to run analytics processes against the rising tide of surrounding data. The term that describes 
this advance in new analytics-led opportunities is called “Big Data.”  

However, Big Data is not only about large and growing data volumes and the various ways they can be 
used — it’s perhaps even more about the growing number of data sources. Tapping these sources, for 
example, allows companies to more exactly tailor their customer offerings and develop tighter 
connections with them. By converging these data sources, information users are able to gain important 
new insights. 

Data sources fall into two general categories: people and electronic devices. People are employing a 
growing number of ways to connect with information and with other people. In the process, they 
become data sources with their numbers growing daily. Electronic devices are a potentially larger data 
source. New sources of “machine-generated” data— typically the unseen data produced by these 
devices—appear every day. IT’s challenge is to leverage this growing list of data sources for information 
users and stakeholders, as well as to build their IT architectures.  

How industry leaders are responding  

Retailers—Cross-channel Marketing 

Before the internet, whenever customers wanted to buy something, they had to physically go to a store. 
Catalog shopping was also available if customers were willing to wait to receive their purchases at a 
later date.  

While the internet has forever changed the way people shop, internet shopping is still similar to catalog 
shopping in that the purchased item will not be immediately in the customer’s hands as soon as it’s 
purchased. However, many internet shoppers appreciate having other items suggested to them by an 
internet retailer that they may also be interested in buying—possibly at a discount. This adds value to 
their total shopping experience. 

Internet retailers create this enhanced shopping experience in a number of ways using a number of data 
sources. The retailer can query a customer’s past purchasing records to predict additional items of 
interest, or compare the customer with others who bought the same item and other items along with it. 
As an example, Facebook now offers internet retailers the ability to query a customer’s Facebook 



IBM’s Big Data System – A Portfolio Approach 3 

 

© 2012 Evaluator Group, Inc.  All rights reserved.  Reproduction of this publication in any form  
without prior written permission is prohibited. 

 

account for clues as to what the customer “likes,” as well as who they associate with to suggest 
additional purchase options.  

The “brick-and-mortar” retailers now believe that they can deliver to customers, via a smartphone or 
tablet, the immediacy of the retail sale with the value-add of the internet shopping experience—
including the call to a Facebook account. In doing so, they hope to generate more revenue, profit, and 
customer loyalty. In short, it’s lucrative to emulate the way that internet retailers generate and use data. 

Public Utilities—Smart Distribution 

On a global basis, energy utilities are being challenged to react to growing competitive pressures and 
respond to new regulatory requirements that mandate greater responsiveness to customer needs. 
Smart Metering—the use of energy consumption meters and other energy-related devices like 
thermostats with imbedded data gathering intelligence and the ability to push that data to an analysis 
platform—is emerging as an enabling technology for more efficient and reliable energy delivery. It also 
allows utilities to offer new and enhanced services to their consumers.  

In the U.S., the Advanced Metering Infrastructure (AMI), also known as the “Smart Grid,” is a distributed 
networked computing standard that includes data capture, networked communications, and analytics 
systems aimed at modernizing America’s power grids. For example, one objective of this standardized 
technology is to make more efficient use of the existing power grid infrastructure by combining a 
number of technologies — including remote sensors and automated grid management software—called 
Power Grid Optimization (PGO). The objectives of PGO include delivering more reliable and less 
expensive power to customers through greater efficiencies, while reducing the load on electricity-
generating resources.   

Another objective is to let customers reduce power consumption when it is the most expensive for a 
utility to generate and/or deliver electricity. This could enable customers to lower their energy bills over 
time, and allow utilities to deliver energy more reliably during periods of peak demand. This capability 
could be critical to mitigating future power shortages in U.S. regions that are vulnerable to cyclical 
capacity shortages (for example:  short-term spikes from air conditioning demand in the Southwest 
during the summer months). 

Smart metering and distribution concepts are also being embraced by water delivery systems, as well as 
other forms of resource distribution.  
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Healthcare—Personalized Medicine  

Personalized Medicine represents a revolutionary change in the way individuals stay healthy and 
personally manage their relationships with healthcare providers. Data is also at the heart of this 
healthcare revolution. For example, clinical, genomic, and epidemiology data combine to deliver more 
effective cures for diseases and more proactive ways to prevent illness in the first place.  

One aspect of Personalized Medicine is known as Genetically Informed Medicine, which is information 
garnered from a personal genome to help tailor healthcare management. Personal genomic data is 
combined with data on family history, lifestyle, and environmental factors to profile an individual’s 
health risks. Two important outcomes from analyzing this data include: 

1. The healthcare system and individual providers will be able to offer more positive outcomes 

when patients are seriously ill; and 

2. Individuals will know more about how to avoid serious illness and make proactive lifestyle 

changes that conform to their genetic propensities. 

Local Government—the Cognitive City 

The concept of the Cognitive City is expansive and difficult to define. However, it is now a hot topic 
among urban planners as they try to envision how to manage the urban centers of the future where 
roughly two-thirds of the world’s population will live by the year 2050 (based on United Nations 
estimates). Computing technology and data analytics will certainly play a pivotal role, but how much of a 
role and how humans will interact with these processes has yet to be determined. 

However, MIT researchers have initiated the LIVE Singapore project to demonstrate how real-time data 
collection, analysis, and visualization can be used by urban dwellers to not only make life easier in a 
large urban setting, but also more productive. In so doing, the urban habitat is continually improved. 
Examples of ways people interact with urban data sources in real time through graphical maps of 
Singapore include these different data types: 

Isochronic Singapore - An isochronic map of Singapore’s major roadways shows areas of traffic 
congestion in real time through deformations in the map that are proportional with travel time. 
Using these, viewers can assess which areas of the city to avoid. The map also reveals changes 
over the course of a week or a weekend. As a result, traffic flows more smoothly through the city 
and less greenhouse gas is churned into the atmosphere by idling cars. 

Urban Heat Islands – As the outside temperature climbs in Singapore, so does energy usage to 
power air conditioning equipment. However, the more air conditioning that is used, the greater 
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the outside heat.  A constantly updated and available graphical map that combines temperature 
and energy data shows where the city’s hot spots are and, therefore, building locations where an 
adjustment of upwards temperatures within these hotspots can have a leveling or moderating 
effect on outside temperatures and energy consumption. This also helps air conditioning users 
lower their electricity bills. 

Hub of the World – Singapore is the world’s largest transshipment container port, and is home 
to one of the world’s busiest airports. People and products are constantly moving through this 
truly cosmopolitan city. This continually updated, graphical world map shows Singapore 
residents where people and products originate from and where they are deployed to. The 
resulting data helps urban planners better understand the impact of people and product flows 
on the city. It also helps local businesspeople better understand how to serve foreign customers, 
which improves Singapore’s economic outlook. 

Security and Law Enforcement—the Real Time Crime Center 

The New York City Police Department now has a real-time Crime Center called the RTCC, which other 
municipal law enforcement departments have copied or are currently developing to detect and prevent 
crime.  

 The RTCC’s processing capabilities include a data warehouse, a real-time analytics engine, and a “Data 
Wall.” The data warehouse collects and converges the data from various “silos” (squads, precincts, 
motor vehicle records, etc.) via a reconciliation engine that can run queries against this data, as well as 
correlate the results with satellite images. For example, it can display query results on a map and 
identify nearby landmarks. Real-time analytics capabilities include the ability to map the origin of 911 
calls as they come in, and an event notification system that can monitor criminal activity as it unfolds. At 
its core is the “Data Wall” consisting of multiple video screens.  

As a result of RTCC, public safety and municipal security has greatly improved, the number of unsolved 
cases in NYC has dropped, and the NYPD officers and personnel have saved time and resources on a per-
case basis.  

Big Data Infrastructure Models—there are Choices 

The cases noted above and other new examples at both the business department and data center levels 
have a consistent and common thread: they depend on processing platforms that offer low latency, as 
well as the ability to process high volume (petabyte scale) and highly diverse data sets.  
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While Hadoop MapReduce has received considerable attention, the portfolio of available Big Data 
analytics platforms is much more diverse. Their differentiating factors include: 

 Time to information 

 Diversity of data sources—both structured and unstructured 

 Size of data set 

 Desired use of existing data warehousing processes  

 

These factors will dictate the choice of an infrastructure model to support an analytics application. 
Existing models don’t need replacement, but must be adapted to new requirements and become more 
agile. And as these applications become increasingly business-critical and more relied-upon by user 
groups, there will also be the need for highly available and reliable support systems.  

Choosing an Infrastructure Model 

Traditional data warehousing systems typically pull data from existing relational databases. However, 
more than 80% of stored corporate data is estimated to be unstructured—or data that is not 
encompassed by a relational database (RDBMS) such as DB2 and Oracle. It also doesn’t typically 
incorporate the unstructured data generated by the expanding universe of new data sources mentioned 
earlier. 

Generally speaking and for the purposes of this discussion, unstructured data is all data that doesn’t fit 
easily into a structured relational database. Unstructured data types include: 

 Email and other forms of electronic communications 

 Web-based content including social media-related content  

 Digitized audio and video 

 Content generated by Microsoft Office and equivalents such as reports, manuals, presentations, 

and legal briefs 

In the context of Big Data analytics, it is critical to view unstructured data types as far more diverse—
ones that represent a variety of important new information sources. Given that the amount of stored 
unstructured data grows 10 to 50 times faster annually than structured data makes it even more 
enticing from a business perspective.  

From the Big Data analytics perspective, industry and organizational executives are challenged not only 
with capturing data from these sources, but performing analytical processes against them to unlock 
their informational value. It may also require integration with structured data that, in some cases, would 
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provide contextual meaning. The more traditional data warehousing technologies were not designed to 
easily process both structured and unstructured data, which is why the industry requires new 
approaches.  

One way to manage these hugely critical data sources is to create a repository that is essentially data 
type agnostic. Processing platforms have emerged that capture unstructured data and extract valuable 
information—often in real time —including: 

 Shared nothing (MapReduce including Hadoop and other distributed computing models) for data 

that is at rest. These emphasize data set diversity and size, as well as time to information. 

 Stream (StreamSQL) for data in motion. These put the highest priority on time to information. 

 

Creating the repository also means that the storage supporting these applications is a critical 
consideration. Storage for Big Data Analytics needs to offer scalability into the petabyte range, and the 
versatility to handle low latency. Built-in storage “intelligence” is also required so that IT administrators 
can apply the established security, protection, and preservation processes. The need to enforce data 
security, protection and preservation policies is integral to managing these applications within an 
enterprise setting. 

IBM’s Big Data Infrastructure Choices 

To date, IBM has the broadest analytics portfolio of any single vendor, including hardware 
(servers/storage), software, and services that can unify structured and unstructured data. Each is 
optimized for differing sets of analytic and workload priorities: 

 InfoSphere BigInsights Foundation –  a hardware and software reference architecture for 

analytics on large volumes of static, structured and unstructured data using Hadoop 

 IBM Platform Symphony – for concurrent support of multiple technical computing applications 

and data frameworks including Hadoop 

 IBM Smart Analytics System – for data warehousing applications and operational analytics where 

the ability to update target datasets in real time is required 

 Netezza – a pure play analytics appliance used when deep analytics and compute capability close 

to data stored is needed (e.g., ad hoc  “train of thought” querying or OLAP analytics) and  a 

preconfigured, turnkey analytics appliance is required 

 InfoSphere Streams – for real-time results from data “in motion” 
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Hadoop is increasing in popularity as a Big Data analytics platform. Based on the MapReduce framework, 
Hadoop is currently being used for many large-scale, web-facing applications and is bringing distributed 
computing into the enterprise data center.  Since this is a place where neither MapReduce nor 
distributed computing platforms are well understood, it presents challenges for enterprise IT 
administrators. IBM’s InfoSphere BigInsights and IBM Platform Computing offerings support Hadoop 
MapReduce in ways that are compatible with enterprise data center management style. However, they 
differ in the ways that they can be used, which is outlined in this paper. 
 
Customers looking to leverage large-scale, static, structured and unstructured data can consider the 
BigInsights and Platform Computing offerings that offer flexibility in building a MapReduce structure 
using the IBM componentry of choice.  In addition, BigInsights Foundation provides pre-architected 
hardware and software components to aid in sourcing the various components, configuration, testing, 
and implementation. 
 
For customers needing a complete turnkey system—processors, networking, storage, and software—
IBM offers two options. For data warehousing applications, IBM offers the Smart Analytics System for 
applications that require the ability to query transactional databases in real time in addition to the 
traditional data warehousing processing models. For rapid deployment of targeted analytics applications, 
the Netezza appliance, which is pre-integrated and saves time and user resources.  The appliance or pre-
architected model can offer significant added value to enterprise users not familiar with the distributed 
computing architectures of which Hadoop is an example, but needing to get a sophisticated analytics 
application up and running quickly. 
 
Finally, when information is required instantaneously, InfoSphere Streams delivers results from the 
analysis of multiple, disparate data streams in real time. Streams is an implementation of stream 
processing—a very different computing paradigm from those described above in that data flows are 
processed as they are ingested. Most computing platforms store data prior to processing. But even with 
very high performance systems, the store-first-then-process model can add unwanted latency when 
real- time information delivery is required. InfoSphere streams processes data first then stores it, 
eliminating the latency inherent in store-first models. 
 
The IBM Big Data platforms are examined in more detail below with guidance on the most appropriate 
use cases. 
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InfoSphere BigInsights Foundation 

IBM InfoSphere BigInsights Foundation is an enterprise-grade reference architecture implementation of 
Hadoop with a pre-architected hardware and software specification.  IBM’s intent to make this 
enterprise-grade  means that they have identified and addressed several of the shortcomings that have 
prevented a growing list of enterprises from adopting Apache Hadoop, which include: 

Hadoop deployments require distributed systems expertise: At this point in time, parallelized, 
distributed, computing systems are generally not well understood by enterprise data center 
administrators. From the enterprise systems management point of view, Hadoop can appear to 
be complex to configure, deploy, and manage if users are lacking MapReduce expertise. 

Currently, the availability of experienced Hadoop administrators is limited: Scarcity of expertise 
lets skilled individuals command high salaries when negotiating for enterprise-level Hadoop 
administrative positions. Likewise, people trained as “data scientists” with the requisite Hadoop 
programming and analytics skills are also currently in high demand. 

As Big Data becomes mission critical, the need to consider IT architectures with high availability 
and reliability design points becomes important.  Enterprises are looking to create IT 
infrastructures that can perform and leverage this latest innovation and technology. 

In short, IBM believes that enterprise users will appreciate a Hadoop implementation—the BigInsights 
Foundation—that addresses these and other issues by: first, providing a platform that is resilient, 
scalable, and easier to manage; and second, providing analysis tools for business users without 
MapReduce expertise. 

The hardware componentry consists of pre-architected configurations based on using the IBM System 
x3630 M3 for data nodes, and an IBM System x3550 M3 application management node.  Each date node 
can store up to 36TB of data.  Scalability ranges from a three data node rack (starter configuration), to a 
nineteen data node, rack-mounted cluster that can scale further to multiple racks.  A 10Gbe backplane 
connectivity option is also available.   Additional management nodes can be added for higher availability 
or other workload-specific requirements.   The figure below provides examples of possible cluster 
configurations.  
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The BigInsights software stack integrates the installation of all necessary components.  This includes an 
analytics layer providing text analytics capabilities, as well as a spreadsheet-like browser-based tool that 
allows users to explore BigInsights collections and create jobs without writing any code.  

Using the software installer in the BigInsights integrated management GUI, the administrator can 
download and install the needed open source software components without additional prerequisites, 
including: 

 Hadoop (common utilities, HDFS, and the MapReduce framework) 

 Jaql (programming and query language) 

 Pig (programming and query language) 

 Flume (data collection and aggregation from multiple sources) 

Also included are a scheduler for job optimization, and LDAP support for user access controls.  Finally, 
JDBC connecters allow access to any JDBC compatible data store.  
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Big Insights can be implemented as above or as a reference architecture using either IBM System x (x86) 
or PowerLinux servers for cluster nodes when Hadoop on Linux is required on IBM’s Power platform. 
However, the storage options are different in that storage drawers are shared across servers in the 
PowerLinux configurations. Thus, IBM PowerLinux clusters can adjust the ratio of storage to CPU.  
PowerLinux is the basis of IBM Watson that leverages Apache Hadoop technology. 

Platform Symphony 

Platform Symphony comes from IBM’s acquisition of Platform Computing. It is an enterprise-class, 
distributed cluster processing environment for managing high performance, low latency high 
performance (HPC) and technical computing workloads that also require MapReduce capabilities.    
 
From a MapReduce perspective, Platform Symphony supports MapReduce APIs in multiple 
programming languages, including SQL. It also supports the use of multiple data types and file systems, 
including the Hadoop Distributed File System (HDFS). Therefore, developers and users can run and 
separately manage a mix of applications in the same distributed computing cluster. Developers and 
users who are familiar with other applications that are compatible with the Platform Symphony can add 
Hadoop to the mix.  This architecture is especially useful for clients with many small, short-lived jobs.  
 
 

 

Platform Computing 
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Like BigInsights, Platform MapReduce is built upon a data center quality, shared nothing infrastructure 
model to reduce latency. However, it also includes a number of unique features: 

Platform Management Console – allows an administrator to manage all aspects of the 
MapReduce cluster using graphical and command line interfaces. Capabilities include active 
monitoring of the entire cluster, individual cluster nodes, and MapReduce jobs. It also supports 
configuration management and a reporting framework that can be used for resource usage 
chargeback. 
 
Data Affinity – supports the ability to place a task on the same node that hosts the data, just like 
Hadoop. However, this capability is also extended to other applications running on the 
MapReduce cluster. 
 
Resource Orchestrator (RO) – provides the means by which multiple applications can 
concurrently share distributed computing resources under Platform Symphony (see below). RO 
maintains secure multi-tenancy and service level agreement (SLA) monitoring within a multi-
application environment – one which would be common to cloud-based analytics services 
providers. 
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IBM Data Warehousing Systems 

As outlined above, there are two ways IBM customers can implement and deliver data warehousing 
applications to information users while taking a pre-configured and pre-integrated systems approach: 
the IBM Smart Analytics System and the Netezza analytics appliance. 

IBM Smart Analytics System 

IBM Smart Analytics System offers both batch-oriented and real-time transactional processes for data 
warehousing applications. It supports concurrent query volumes in several hundreds of queries per 
second. In addition it supports the ability to update its target dataset in real time using a continuous or 
“trickle feed” data ingest process. Configurations include: 
 

5710 – a compact, single-server, small footprint system with a low price point for mid-size 
warehouse and data marts applications.   
 
5600 – a scalable, modular system for business analytic workloads that also supports SSD for 
high performance. 
 
7700 – a more scalable modular system that offers the highest performance and availability in 
the family and support for complex workloads and large numbers of concurrent users 
 
9600 – an IBM System z implementation with the characteristics of an appliance.  

 

Netezza 

The IBM Netezza data warehouse and analytics appliance is a system where all the required hardware 
and IBM Netezza software components are pre-integrated and delivered ready for productive use. In 
contrast to IBM Smart Analytics System, Netezza’s pre-integrated hardware “stack” includes a mix of 
CPU, network, and storage components with custom-built components that greatly reduce system 
latency. The appliance also runs Netezza analytics software which is specifically designed for 
deployments where a turnkey system is required for user groups that want immediate access to 
analytics-based information. Netezza supports high-speed batch data ingest and hundreds of queries per 
second without DBA tuning and other IT administrative support requirements.  

As with BigInsights and Platform Symphony, data for IBM Smart Analytics System and Netezza is stored 
on disk first then streamed into system memory as needed. However, data is processed first in the last 
of IBM’s Big Data analytics platforms examined in this paper—InfoSphere Streams. 
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InfoSphere Streams 

InfoSphere Streams is a platform for running analytics processes against streaming (“in-motion”) data in 
real time. As mentioned earlier, InfoSphere Streams is a powerful analytics tool due to its real-time 
processing aspect. It is capable of being a continuous source of analytics-based information for 
knowledge workers, and delivers results from complex data streams in milliseconds.  
 
The delivery of information via BigInsights is based on what is essentially a very fast batch computing 
process. Data from both structured and unstructured sources is ingested and stored on disk. Analytics 
are then run against this disk-resident data:  
 
 
 
 
 
 
 
Stream turns the traditional store-then-process paradigm on its head. It performs analytic processes on 
data “in flight,” starting when the InfoSphere Streams system first encounters the data:  
 
 
  
 
 
 
 
Analytics are processed in real time as the data is encountered and data is not always stored. What is 
stored is often only a subset of the incoming data i.e. that which is deemed usable for future processes.  
 
The use of InfoSphere Streams should be considered when multiple, high-volume data sources (both 
structured and unstructured) must be processed in the shortest time possible and when correlation 
across multiple, disparate data sources is needed to yield information that is not possible using any 
other process. Example use cases include: 

 Telco system service level monitoring 

 Microsecond-based securities trading 

 Sensor monitoring in a neonatal care setting 

 Surveillance using multiple, disparate inputs 

Query Data Results 

Data Query Results 
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 Smart utility distribution grids 

InfoSphere Streams can be scaled from a single server processing node to a cluster with an unlimited 
number of nodes using either IBM System x (x86) or PowerLinux servers. Applications are built using the 
declarative Stream Processing Language. Developmental tools (Stream Studio and a number of toolkits) 
are also included with the platform.  

While we have focused on four specific IBM Big Data platforms, we note that offerings also relating to 
IBM’s  overall Big Data strategy  include IBM System z , Information Governance, and foundational 
technologies such as parallel file systems , external storage, and storage tiering.  

Conclusion 

Today, many executives are aware of the new data richness available to them, and plan to leverage 
these new data sources for business advantage. This demand among business, government, healthcare, 
entertainment and scientific leaders has been building for years. Within the boundary lines are an 
expanding set of use cases for analytics processes and the new types of information they can deliver. 
The required computational resources are available, and executives can now turn to IT and say “make it 
happen.” 

Advances in Big Data analytics will lead to computational models that more closely mimic human brain 
function. As such, they will lay the foundation for a computing paradigm that is very different from the 
one that drives most of today’s IT departments. With its portfolio of Big Data analytics platforms that 
address a wide variety of use cases, IBM is at the forefront of this movement and offers IT new tools for 
churning through large volumes of static data and converging multiple disparate data sources in real 
time.  
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