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What we call machine learning 
can take many forms. The purest form 
offers the analyst a set of data explora-
tion tools, a choice of ML models, 
robust solution algorithms, and a way 
to use the solutions for predictions. 
The Amazon, Microsoft, Databricks, 
Google, and IBM clouds all offer 
prediction APIs that give the analyst 
various amounts of control. HPE Haven 
OnDemand offers a limited prediction 
API for binary classification problems.

Not every machine learning problem 
has to be solved from scratch, however. 
Some problems can be trained on a 
sufficiently large sample to be more 
widely applicable. For example, speech-
to-text, text-to-speech, text analytics, and 
face recognition are problems for which 
"canned" solutions often work. Not 
surprising, a number of machine learning 

cloud providers offer these capabilities 
through an API, allowing developers to 
incorporate them in their applications.

These services will recognize spoken 
American English (and some other 
languages) and transcribe it. But how 
well a given service will work for a given 
speaker will depend on the dialect and 

accent of the speaker and the extent to 
which the solution was trained on similar 
dialects and accents. Microsoft Azure, 
IBM, Google, and Haven OnDemand all 
have working speech-to-text services.

There are many kinds of machine 
learning problems. For example, regres-
sion problems try to predict a continuous 
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machine learning 
clouds compared

Amazon, Microsoft, 
Databricks, Google, 
HPE, and IBM machine 
learning toolkits run the 
gamut in breadth, depth, 
and ease   BY MARTIN HELLER
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variable (such as sales) from other observations, 
and classification problems attempt to predict 
the class into which a given set of observations 
will fall (say, email spam). Amazon, Microsoft, 
Databricks, Google, HPE, and IBM provide tools 
for solving a range of machine learning prob-
lems, though some toolkits are much more 
complete than others.

In this article, I'll briefly discuss these six 
commercial machine learning solutions, along 
with links to the five full hands-on reviews that 
I've already published. Google's announcement 
of cloud-based machine learning tools and 
applications in March was, unfortunately, well 
ahead of the public availability of Google Cloud 
Machine Learning.

Amazon Machine Learning
Amazon has tried to put machine learning in 
easy reach of mere mortals. It is intended to 
work for analysts who understand the busi-
ness problem being solved, whether or not they 
understand data science and machine learning 
algorithms.

In general, you approach Amazon Machine 
Learning by first cleaning and uploading your 
data in CSV format in S3; then creating, training, 
and evaluating an ML model; and finally by 

creating batch or real-time predictions. Each step 
is iterative, as is the whole process. Machine 
learning is not a simple, static magic bullet, even 
with the algorithm selection left to Amazon.

Amazon Machine Learning supports three 
kinds of models — binary classification, multi-
class classification, and regression — and one 
algorithm for each type. For optimization, 
Amazon Machine Learning uses Stochastic 
Gradient Descent (SGD), which makes multiple 
sequential passes over the training data and 
updates feature weights for each sample mini-
batch to try to minimize the loss function. Loss 
functions reflect the difference between the 
actual value and the predicted value. Gradient 
descent optimization works well for continuous, 
differentiable loss functions only, such as the 
logistic and squared loss functions.

For binary classification, Amazon Machine 
Learning uses logistic regression (logistic loss 
function plus SGD).

For multiclass classification, Amazon Machine 
Learning uses multinomial logistic regression 
(multinomial logistic loss plus SGD).

For regression, Amazon Machine Learning 
uses linear regression (squared loss function 
plus SGD).

Amazon Machine Learning determines the 
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 After training and evaluating 
a binary classification model 
in Amazon Machine Learning, 
you can choose your own score 
threshold to achieve your desired 
error rates. Here we have increased 
the threshold value from the 
default of 0.5 so that we can 
generate a stronger set of leads for 
marketing and sales purposes.

http://www.infoworld.com/article/3045273/analytics/review-amazon-puts-machine-learning-in-reach.html
http://www.infoworld.com/article/3045273/analytics/review-amazon-puts-machine-learning-in-reach.html
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type of machine learning task solved from the 
type of the target data. For example, prediction 
problems with numerical target variables imply 
regression; prediction problems with non-
numeric target variables are binary classification 
if there are only two target states, and multiclass 
classification if there are more than two.

Choices of features in Amazon Machine 
Learning are held in recipes. Once the descriptive 
statistics have been calculated for a data source, 
Amazon will create a default recipe, which 
you can either use or override in your machine 
learning models on that data.

Once you have a model that meets your 
evaluation requirements, you can use it to set 
up a real-time Web service or to generate a 
batch of predictions. Bear 
in mind, however, that 
unlike physical constants, 

people’s behavior varies over time. You’ll need 
to check the prediction accuracy metrics coming 
out of your models periodically and retrain them 
as needed.

Azure Machine Learning
In contrast to Amazon, Microsoft tries to provide 
a full assortment of algorithms and tools for 
experienced data scientists. Thus, Azure Machine 
Learning is part of the larger Microsoft Cortana 
Analytics Suite offering. Azure Machine Learning 
also features a drag-and-drop interface for 
constructing model training and evaluation data 
flows from modules.

The Azure Machine Learning Studio contains 
facilities for importing data sets, training and 

publishing experimental 
models, processing data in 
Jupyter Notebooks, and saving 
trained models. Machine 
Learning Studio contains 
dozens of sample data sets, 
five data-format conversions, 
several ways to read and write 
data, dozens of data trans-
formations, and three options 
to select features. In Azure 
Machine Learning proper, 
you’ll find multiple models for 
anomaly detection, classifica-

tion, clustering, and regression; four methods 
to score models; three strategies to evaluate 
models; and six processes to train models. You 
can also use a couple of OpenCV (Open Source 
Computer Vision) modules, statistical functions, 
and text analytics.

That’s a lot of stuff, theoretically enough to 
process any kind of data in any kind of model, 
as long as you understand the business, the 
data, and the models. When the canned Azure 
Machine Learning Studio modules don’t do what 
you want, you can develop Python or R modules.

You can develop and test Python 2 and 
Python 3 language modules using Jupyter 
Notebooks, extended with the Azure Machine 
Learning Python client library (to work with your 
data stored in Azure), scikit-learn, matplotlib, 
and NumPy. Azure Jupyter Notebooks will even-
tually support R as well. For now, you can use 

The Azure Machine Learning 
Studio makes quick work of 
generating a Web service 
for publishing a trained 
model. This simple model 
comes from a five-step 
interactive introduction to 
Azure Machine Learning.

http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
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RStudio locally and change the input and output 
for Azure later if needed, or install RStudio in a 
Microsoft Data Science VM.

When you create a new experiment in Azure 
Machine Learning Studio, you can start from 
scratch or choose from about 70 Microsoft 
samples, which cover most of the common 
models. There is additional community content 
in the Cortana Gallery.

 The Cortana Analytics Process (CAP) starts 
with some planning and setup steps, which 
are critical unless you are a trained data scien-
tist who's already familiar with the business 
problem, the data, and Azure Machine Learning, 
and who has already created the necessary 
CAP environments for the project. Possible CAP 
environments include an Azure storage account, 
a Microsoft Data Science VM, an HDInsight 
(Hadoop) cluster, and a machine learning work-
space with Azure Machine Learning Studio. If 
the choices confuse you, Microsoft documents 
why you’d pick each. 
CAP continues with five 
processing steps: ingestion, 
exploratory data analysis 
and pre-processing, feature 

creation, model creation, and model deployment 
and consumption.

Microsoft recently released a set of cogni-
tive services that have "graduated" from Project 
Oxford to an Azure preview. These are pretrained 
for speech, text analytics, face recognition, 
emotion recognition, and similar capabilities, and 
they complement what you can do by training 
your own models.

Databricks
Databricks is a commercial cloud service based 
on Apache Spark, an open source cluster 
computing framework that includes a machine 
learning library, a cluster manager, Jupyter-
like interactive notebooks, dashboards, and 
scheduled jobs. Databricks (the company) was 
founded by the people who created Spark, and 
with Databricks (the service), it's almost effortless 
to spin up and scale out Spark clusters.

The library, MLlib, includes a wide range of 
machine learning and statis-
tical algorithms, all tailored 
for the distributed memory-
based Spark architecture. 
MLlib implements, among 
others, summary statistics, 
correlations, sampling, 
hypothesis testing, clas-
sification and regression, 
collaborative filtering, 
cluster analysis, dimen-
sionality reduction, feature 
extraction and transforma-
tion functions, and optimi-
zation algorithms. In other 
words, it’s a fairly complete 

package for experienced data scientists.
Databricks is designed to be a scalable, 

relatively easy-to-use data science platform for 
people who already know statistics and can do 
at least a little programming. To use it effectively, 
you should know some SQL and either Scala, 
R, or Python. It's even better if you're fluent in 
your chosen programming language, so you can 
concentrate on learning Spark when you get 
your feet wet using a sample Databricks note-
book running on a free Databricks Community 
Edition cluster.

This live Databricks note-
book, with code in Python, 
demonstrates one way to 
analyze a well-known public 
bike rental data set. In this 
section of the notebook, 
we are training the pipeline, 
using a cross validator to 
run many Gradient-Boosted 
Tree regressions.

http://www.infoworld.com/article/3047252/analytics/review-databricks-makes-big-data-dreams-come-true.html
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Google Cloud Machine Learning
Google recently announced a number of 
machine-learning-related products. The most 
interesting of these are Cloud Machine Learning 
and the Cloud Speech API, both in limited 
preview. The Google Translate API, which can 
perform language identification and translation 
for more than 80 languages and variants, and the 
Cloud Vision API, which can identify various kinds 
of features from images, are available for use — 
and they look good based on Google's demos.

The Google Prediction API trains, evaluates, 
and predicts regression and classification prob-
lems, with no options for the algorithm to use.  
It dates from 2013.

The current Google machine learning tech-

nology, the Cloud Machine Learning Platform, 
uses Google's open source TensorFlow library for 
training and evaluation. Developed by the Google 
Brain team, TensorFlow is a generalized library for 
numerical computation using data flow graphs. It 
integrates with Google Cloud Dataflow, Google 
BigQuery, Google Cloud Dataproc, Google Cloud 
Storage, and Google Cloud Datalab.

I have checked out the TensorFlow code 
from its GitHub repository; read some of the 
C, C++, and Python code; and pored over the 
TensorFlow.org site and TensorFlow white paper. 
TensorFlow lets you deploy computations to one 
or more CPUs or GPUs in a desktop, server, or 
mobile device, and it has all sorts of training and 
neural net algorithms built in. On a geekiness 

Artificial intelligence (AI) has a checkered 

history. Early work was directed at playing games 

(checkers and chess) and proving theorems, then the 

field moved on to natural language processing, backward 

chaining, forward chaining, and neural networks. After 

the “AI winter” of the 1970s, expert systems became 

commercially viable in the 1980s, although the compa-

nies behind them didn’t last long.

In the 1990s, the DART scheduling application 
deployed in the first Gulf War paid back DARPA’s 30-year 
investment in AI, and IBM’s Deep Blue defeated chess 
grand master Garry Kasparov. In the 2000s, autonomous 
robots became viable for remote exploration (Nomad, 
Spirit, and Opportunity) and household cleaning 
(Roomba). In the 2010s we’ve seen a viable vision-based 
gaming system (Microsoft Kinect), self-driving cars 
(Google), IBM Watson defeating two past “Jeopardy” 
champions, and a victory against a ninth-dan ranked Go 
champion (Google AlphaGo).

Natural language has reached the point where we 
take Apple Siri, Google Now, and Microsoft Cortana 
for granted when talking to (or typing at) our phones. 
Finally, years of research in computational learning 
theory and training algorithms for pattern recognition 
and optimization against historical data have paid off in 
the field of machine learning. — Martin Heller
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scale, it probably rates a 9 out of 10. Not only is it 
way beyond the capabilities of business analysts, 
but it's likely to be hard for many data scientists.

Google Translate API, Cloud Vision API, and 
the new Google Cloud Speech API are pretrained 
ML models. According to Google, its Cloud 
Speech API uses the same neural network tech-
nology that powers voice search in the Google 
app and voice typing in Google Keyboard.

HPE Haven OnDemand
Haven OnDemand is HPE's entry into the 
cloud machine learning sweepstakes. Haven 
OnDemand's enterprise search and format 
conversions are its strongest services. That’s 
not surprising since the service is based on 
IDOL, HPE's 
private search 
engine. 
However, 

Haven OnDemand’s more interesting capabilities 
are not fully cooked.

Haven OnDemand currently has APIs classified 
as Audio-Video Analytics, Connectors, Format 
Conversion, Graph Analysis, HP Labs Sandbox 
(experimental APIs), Image Analysis, Policy,  
Prediction, Query Profile and Manipulation, 
Search, Text Analysis, and Unstructured Text 
Indexing. I have tried out a random set and 
explored how the APIs are called and used.

Haven speech recognition supports only  
a half-dozen languages, plus variations.  
The recognition accuracy for my high-quality 
U.S. English test file was OK, but not perfect.

The Haven OnDemand Connectors, which 
allow you to retrieve information from external 
systems and update it through Haven OnDemand 
APIs, are already quite mature, basically because 
they are IDOL connectors. The Text Extraction 
API uses HPE KeyView to extract metadata and 
text content from a file that you provide; the API 
can handle more than 500 different file formats, 
drawing on the maturity of KeyView.

Graph Analysis, a set of preview services, 
only works on an index trained on the English 
Wikipedia. You can't train it on your own data.

From the Image Analysis group, I tested bar-
code recognition, which worked fine, and face 
recognition, which did better on HPE's samples 
than on my test images. Image recognition is 
currently limited to a fixed selection of corporate 
logos, which has limited utility.

I was disappointed to discover that HPE’s 
predictive analytics only deals with binary classi-
fication problems: no multiple classifications and 
no regressions, never mind unguided learning. 
That severely limits its applicability.

On the plus side, the Train Prediction API auto-
matically validates, explores, splits, and prepares 
the CSV or JSON data, then trains Decision Tree, 
Logistic Regression, Naive Bayes, and support 
vector machine (SVM) binary classification models 
with multiple parameters. Then it tests the classi-
fiers against the evaluation split of the data and 
publishes the best model as a service.

Haven OnDemand Search uses the IDOL 
engine to perform advanced searches against 
both public and private text indexes. Text 
Analysis APIs range from simple autocomplete 

The Haven OnDemand 
bar-code recognition 
API can isolate the bar 
code in an image file 
(see the red box) and 
convert it to a number, 
even if the bar code is 
on a curved surface, at 
an angle up to about 
20 degrees, or blurry. 
The API does not 
perform the additional 
step of looking up 
the bar-code number 
and identifying the 
product.

http://www.infoworld.com/article/3063099/artificial-intelligence/review-hpes-machine-learning-cloud-overpromises-underdelivers.html
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and term expansion to 
language identification, 
concept extraction, and 
sentiment analysis.

IBM Watson 
and Predictive 
Analytics
IBM offers machine 
learning services based 
on its "Jeopardy"-
winning Watson 
technology and the 
IBM SPSS Modeler. It 
actually has sets of 
cloud machine learning 
services for three 
different audiences: 
developers, data scien-
tists, and business users.

SPSS Modeler 
is a Windows application, recently 
also made available in the cloud. The 
Modeler Personal Edition includes data 
access and export; automatic data 
prep, wrangling, and ETL; 30-plus base machine 
learning algorithms and automodeling; R exten-
sibility; and Python scripting. More expensive 
editions have access to big data through an IBM 
SPSS Analytic Server for Hadoop/Spark, cham-
pion/challenger functionality, A/B testing, text 
and entity analytics, and social network analysis.

The machine learning algorithms in SPSS 
Modeler are comparable to what you find in Azure 
Machine Learning and Databricks’ Spark.ml,  
as are the feature selection methods and the 
selection of supported formats. Even the auto-
modeling (train and score a bunch of models  
and pick the best) is comparable, although it’s 
more obvious how to use it in SPSS Modeler 
than in the others.

IBM Bluemix hosts Predictive Analytics Web 
services that apply SPSS models to expose a 
scoring API that you can call from your apps.  
In addition to Web services, Predictive Analytics 
supports batch jobs to retrain and reevaluate 
models on additional data.

There are 18 Bluemix services listed under 
Watson, separate from Predictive Analytics. The 

AlchemyAPI offers a set of three services (Alche-
myLanguage, AlchemyVision, and AlchemyData) 
that enable businesses and developers to build 
cognitive applications that understand the 
content and context within text and images.

Concept Expansion analyzes text and learns 
similar words or phrases based on context. 
Concept Insights links documents that you 
provide with a pre-existing graph of concepts 
based on Wikipedia topics.

The Dialog Service allows you to design 
the way an application interacts with the user 
through a conversational interface, using natural 
language and user profile information. The 
Document Conversion service converts a single 
HTML, PDF, or Microsoft Word document into 
normalized HTML, plain text, or a set of JSON-
formatted Answer units that can be combined 
with other Watson services.

 Language Translation works in several 
knowledge domains and language pairs. In 
the news and conversation domains, the to/
from pairs are English and Brazilian Portuguese, 
French, Modern Standard Arabic, or Spanish. 

I used Watson to analyze a familiar bike rental 
data set supplied as one of the examples. Watson 
came up with a decision tree model with 48 
percent predictive strength. This worksheet has 
not separated workday and nonworkday riders.

http://www.infoworld.com/article/3052156/analytics/review-ibm-watson-strikes-again.html
http://www.infoworld.com/article/3052156/analytics/review-ibm-watson-strikes-again.html
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In patents, the pairs are English and Brazilian 
Portuguese, Chinese, Korean, or Spanish. The 
Translation service can identify plain text as being 
written in one of 62 languages.

The Natural Language Classifier service 
applies cognitive computing techniques to 
return the best matching classes for a sentence, 
question, or phrase, after training on your set of 
classes and phrases. Personality Insights derives 
insights from transactional and social media 
data (at least 1,000 words written by a single 
individual) to identify psychological traits, which 
it returns as a tree of characteristics in JSON 
format. Relationship Extraction parses sentences 
into their components and detects relationships 
between the components (parts of speech and 
functions) through contextual analysis.

Additional Bluemix services improve the 
relevancy of search results, convert text to and 
from speech in a half-dozen languages, identify 
emotion from text, and analyze visual scenes 
and objects.

Watson Analytics uses IBM’s own natural 
language processing to make machine learning 
easier to use for business analysts and other 
non-data-scientist business roles.

Machine learning curve
The set of machine learning services you should 

evaluate depends on your own skills and those 
of your team. For data scientists and teams that 
include data scientists, the choices are wide 
open. Data scientists who are good at program-
ming can do even more: Google, Azure, and 
Databricks require more programming expertise 
than Amazon and SPSS Modeler, but they are 
more flexible.

Watson Services running in Bluemix give 
developers additional pretrained capabilities for 
cloud applications, as do several Azure services, 
three Google cloud APIs, and some Haven 
OnDemand APIs for document-based content.

The new Google TensorFlow library is for 
high-end machine learning programmers who 
are fluent in Python, C++, or C. The Google 
Cloud Machine Learning Platform appears to be 
for high-end data scientists who know Python 
and cloud data pipelines.

While Amazon Machine Learning and 
Watson Analytics claim to be aimed at business 
analysts or "any business role" (whatever  
that means), I am skeptical about how well  
they can fulfill those claims. If you need to 
develop machine learning applications and  
have little or no statistical, mathematical,  
or programming background, I'd submit that 
you really need to team up with someone who 
knows that stuff. n 

Variety of 
models 
(25%)

Ease of 
develop-
ment 
(25%)

Integra-
tions 
(15%)

Perfor-
mance 
(15%)

Addi-
tional 
services 
(10%)

Value 
(10%)

Overall 
Score 
(100%)

Amazon Machine 
Learning

8 9 9 9 8 9 8.7

Azure Machine 
Learning

9 8 9 9 8 9 8.7

Databricks with 
Spark 1.6

10 9 9 9 8 9 9.2

HPE Haven  
OnDemand

7 8 8 8 7 8 7.5

IBM Watson and 
Predictive Analytics

10 9 9 9 9 8 9.2

InfoWorld Scorecard
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Amazon Machine Learning gives data science newbies 
easy-to-use solutions for the most common problems
BY MARTIN HELLER

REVI EW

Amazon puts machine 
learning in reach

As a physicist, I was originally trained to 
describe the world in terms of exact equations. 
Later, as an experimental high-energy particle 
physicist, I learned to deal with vast amounts of 
data with errors and with evaluating competing 
models to describe the data. Business data, 
taken in bulk, is often messier and harder to 
model than the physics data on which I cut my 
teeth. Simply put, human behavior is compli-
cated, inconsistent, and not well understood, 
and it’s affected by many variables.

If your intention is to predict which previous 
customers are most likely to subscribe to a new 
offer, based on historical patterns, you may 

discover there are nonobvious correlations in 
addition to obvious ones, as well as quite a bit of 
randomness. When graphing the data and doing 
exploratory statistical analyses don’t point you at 
a model that explains what’s happening, it might 
be time for machine learning.

Amazon’s approach to a machine learning 
service is intended to work for analysts to 
understand the business problem being solved, 
whether or not they understand data science 
and machine learning algorithms. As we’ll see, 
that intention gives rise to different offerings 
and interfaces than you’ll find in Microsoft Azure 
Machine Learning (click for my review), although 
the results are similar.

With both services, you start with historical 
data, identify a target for prediction from observ-
ables, extract relevant features, feed them into 
a model, and allow the system to optimize the 
coefficients of the model. Then you evaluate the 
model, and if it’s acceptable, you use it to make 
predictions. For example, a bank may want to 
build a model to predict whether a new credit 
card charge is legitimate or fraudulent, and a 
manufacturer may want to build a model to 

At the top of this image we see a list of machine 
learning entities created in the course of building 
one machine learning model and doing one set 
of batch predictions. At the bottom, we see an 
interactive summary of the three major steps in the 
Amazon Machine Learning process.

http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
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predict how much a potential customer is likely 
to spend on its products.

In general, you approach Amazon Machine 
Learning by first uploading and cleaning up your 
data; then creating, training, and evaluating an 
ML model; and finally by creating batch or real-
time predictions. Each step is iterative, as is the 
whole process. Machine learning is not a simple, 
static, magic bullet, even with the algorithm 
selection left to Amazon.

  
Data sources
Amazon Machine Learning can read data — in 
plain-text CSV format — that you have stored in 
Amazon S3. The data can also come to S3 auto-
matically from Amazon Redshift and Amazon 
RDS for MySQL. If your data comes from a 
different database or another cloud, you’ll need 

to get it into S3 yourself.
When you create a data source, Amazon 

Machine Learning reads your input data; 
computes descriptive statistics on its attributes; 
and stores the statistics, the correlations with 
the target, a schema, and other information as 
part of the data source object. The data is not 
copied. You can view the statistics, invalid value 
information, and more on the data source’s 
Data Insights page.

The schema stores the name and data type 
of each field; Amazon Machine Learning can 
read the name from the header row of the CSV 
file and infer the data type from the values. You 
can override these in the console.

You actually need two data sources for 
Amazon Machine Learning: one for training the 
model (usually 70 percent of the data) and one 
for evaluating the model (usually 30 percent of 
the data). You can presplit your data yourself 
into two S3 buckets or ask Amazon Machine 
Learning to split your data either sequentially or 
randomly when you create the two data sources 
from a single bucket.

As I discussed earlier, all of the steps in the 
Amazon Machine Learning process are itera-
tive, including this one. What happens to data 
sources over time is that the data drifts, for a 
variety of reasons. When that happens, you have 
to replace your data source with newer data and 
retrain your model.

Training machine learning models
Amazon Machine Learning supports three kinds 
of models — binary classification, multiclass 
classification, and regression — and one algo-
rithm for each type. For optimization, Amazon 
Machine Learning uses Stochastic Gradient 
Descent (SGD), which makes multiple sequen-
tial passes over the training data and updates 
feature weights for each sample mini-batch to 
try to minimize the loss function. Loss func-
tions reflect the difference between the actual 
value and the predicted value. Gradient descent 
optimization only works well for continuous, 
differentiable loss functions, such as the logistic 
and squared loss functions.

For binary classification, Amazon Machine 
Learning uses logistic regression (logistic loss 

Data analysis and model building fees: 42 cents per hour; batch predic-
tions: 10 cents per 1,000 predictions, rounded up to the next 1,000;  
real-time predictions: 0.01 cent per prediction, rounded up to the near-
est penny, plus 0.1 cent per hour for each 10MB of memory provisioned

PROS
• Amazon Machine Learning service simplifies model selection 

by doing it for you

•  Offers real-time and batch predictions from a model

• Service presents appropriate graphs and diagnostics for the 
model, where and when you need them

• Able to process training data from S3, RDS MySQL,  
and Redshift

•  Service automatically does some textual processing

•  API can be used from Linux, Windows, or Mac OS X

CONS
• Exploratory data analysis is outside the scope of the machine 

learning service

•  The machine learning service doesn’t allow the analyst to  
tinker with the algorithms

• Does not import or export models

Amazon Machine Learning / Amazon
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function plus SGD). For multiclass classification, 
Amazon Machine Learning uses multinomial 
logistic regression (multinomial logistic loss plus 
SGD). For regression, it uses linear regression 
(squared loss function plus SGD). It determines 
the type of machine learning task being solved 
from the type of the target data.

While Amazon Machine Learning does not 
offer as many choices of model as you’ll find in 
Microsoft’s Azure Machine Learning, it does give 
you robust, relatively easy-to-use solutions for 
the three major kinds of problems. If you need 
other kinds of machine learning models, such as 
unguided cluster analysis, you need to use them 
outside of Amazon Machine Learning — perhaps 
in an RStudio or Jupyter Notebook instance that 
you run in an Amazon Ubuntu VM, so it can pull 
data from your Redshift data warehouse running 
in the same availability zone.

Recipes for machine learning
Often, the observable data do not correlate 
with the goal for the prediction as well as you’d 
like. Before you run out to collect other data, 

you usually want to extract features from the 
observed data that correlate better with your 
target. In some cases this is simple, in other cases 
not so much.

To draw on a physical example, some chem-
ical reactions are surface-controlled, and others 
are volume-controlled. If your observations were 
of X, Y, and Z dimensions, then you might want 
to try to multiply these numbers to derive surface 
and volume features.

For an example involving people, you may 
have recorded unified date time markers, when 
in fact the behavior you are predicting varies 
with time of day (say, morning versus evening 
rush hours) and day of week (specifically work-
days versus weekends and holidays). If you have 
textual data, you might discover that the goal 
correlates better with bigrams (two words taken 
together) than unigrams (single words), or the 
input data is in random cases and should be 
converted to lowercase for consistency.

Choices of features in Amazon Machine 
Learning are held in recipes. Once the descrip-
tive statistics have been calculated for a data 

source, Amazon will create a default 
recipe, which you can either use or 
override in your machine learning 
models on that data. While Amazon 
Machine Learning doesn’t give you a 
sexy diagrammatic option to define 
your feature selection the way that 
Microsoft’s Azure Machine Learning 
does, it gives you what you need in a 
no-nonsense manner.

Evaluating machine  
learning models
I mentioned earlier that you typi-
cally reserve 30 percent of the data 
for evaluating the model. It’s basi-
cally a matter of using the optimized 
coefficients to calculate predictions 
for all the points in the reserved data 
source, tallying the loss function for 
each point, and finally calculating the 
statistics, including an overall predic-
tion accuracy metric, and generating 
the visualizations to help explore the 
accuracy of your model beyond the 

After training and evaluating a binary classifica-
tion model, you can choose your own score 
threshold to achieve your desired error rates. Here 
we have increased the threshold value from the 
default of 0.5 so that we can generate a stronger 
set of leads for marketing and sales purposes.

http://www.infoworld.com/article/2871935/application-development/infoworlds-2015-technology-of-the-year-award-winners.html#slide26
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prediction accuracy metric.
For a regression model, you’ll want to look at 

the distribution of the residuals in addition to the 
root mean square error. For binary classification 
models, you’ll want to look at the area under the 
Receiver Operating Characteristic curve, as well 
as the prediction histograms. After training and 
evaluating a binary classification model, you can 
choose your own score threshold to achieve your 
desired error rates.

 For multiclass models the macro-average 
F1 score reflects the overall predictive accuracy, 
and the confusion matrix shows you where the 
model has trouble distinguishing classes. Once 
again, Amazon Machine Learning gives you the 
tools you need to do the evaluation in parsimo-
nious form: just enough to do the job.

Interpreting predictions
Once you have a model that meets your evalu-

ation requirements, you can use it to set up a 
real-time Web service or to generate a batch of 
predictions. Bear in mind, however, that unlike 
physical constants, people’s behavior varies over 
time. You’ll need to check the prediction accu-
racy metrics coming out of your models periodi-
cally and retrain them as needed.

As I worked with Amazon Machine Learning 
and compared it with Azure Machine Learning, 
I constantly noticed that Amazon lacks most of 
the bells and whistles in its Azure counterpart, 
in favor of giving you merely what you need. If 
you’re a business analyst doing machine learning 
predictions for one of the three supported 
models, Amazon Machine Learning could be 
exactly what the doctor ordered. If you’re a 
sophisticated data analyst, it might not do quite 
enough for you, but you’ll probably have your 
own preferred development environment for the 
more complex cases. n

Variety of 
models 
(25%)

Ease of 
develop-
ment 
(25%)

Integra-
tions 
(15%)

Perfor-
mance 
(15%)

Addi-
tional 
services 
(10%)

Value 
(10%)

Overall 
Score 
(100%)

Amazon Machine 
Learning

8 9 9 9 8 9 8.7

InfoWorld Scorecard
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REVI EW

Azure Machine Learning  
                                                 is for pros only 

Machine learning is an obvious comple-
ment to a cloud service that also handles big 
data. Often the major reason to collect massive 
amounts of observables is to predict other values 
of interest to the business. For example, one 
of the reasons to collect massive numbers of 
anonymized credit card transactions is to predict 
whether a new transaction is valid or fraudulent 
with some likelihood.

It’s no surprise then that Microsoft, with 
a large AI research department, would add 
machine learning facilities to its Azure cloud. 
Perhaps because the technology originated with 

the researchers, the commercial offering has all 
of the complex models and algorithms that a 
statistics and data weenie could want. In addition, 
Azure Machine Learning (a part of the Cortana 
Analytics Suite) has reduced model training and 
evaluation pipeline design to a drag-and-drop 
exercise, while also allowing users to add their 
own Python or R modules to the data pipeline.

In the array of feature selection and solution 
algorithms available, Azure Machine Learning 
is similar to Databricks and IBM SPSS Modeler 
in giving you every tool you could possibly 
want. While that’s perfect for a data scientist, 

it’s a recipe for confusion for a business 
analyst. If you’re not a data scientist, 
but someone who, say, simply wants to 
predict next month’s sales so that the 
business can stock the right products, 
the Amazon Machine Learning approach 
of providing only one proven algorithm 
per class of problem may be better.

The learning process
Microsoft has a five-step introduc-
tory interactive tour of Azure Machine 
Learning that it will run for you at the 
drop of a hat. It’s impressive how 
quickly Azure Machine Learning can 
train a machine learning model from 
public demographic data and generate 
a Web service that will turn parameters 
into a prediction.

There is more than a little hand-
waving going on here, however. Where 
did the model originate? How was it 
chosen? What data transforms needed 

Microsoft’s machine learning cloud has the right stuff for 
data science experts, but not for noobs   BY MARTIN HELLER

The Cortana Analytics Process (CAP) includes three major stages: business and 
data understanding; modeling; and production. As the arrows indicate, iteration 
is almost always required in order to deploy a good predictive model that meets 
business needs.

https://studio.azureml.net/
https://studio.azureml.net/
https://studio.azureml.net/
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to be applied? What are 
the residuals? How does it 
compare to other models? 
They don’t say.

In my experience, finding 
the cleanest data and the best 
model are the central issues of 
data analysis and data science; 
using machine learning to 
train the model to the data is 
the fun part. I normally start 
out by doing some data plot-
ting and simple exploratory 
statistics, then follow the data 
until I find a data transfor-
mation and model that fits. 
None of those steps is covered 
by the interactive tour, and 
nothing in Azure Machine 
Learning Studio seems to be 
listed as supporting these 
functions.

However, the exploratory 
data analysis capabilities exist 
within Anaconda Python, 
Jupyter Notebooks (formerly 
IPython Notebooks), and R 
Server, all of which have been 
integrated with Azure Machine 
Learning at some level. You may 
be able to do what you need 
within Azure Machine Learning Studio, or you 
may need to provision a Microsoft Data Science 
Virtual Machine for your own use.

The data science researchers at Microsoft 
understand very well that machine learning is 
only one piece of the data science puzzle. The 
Cortana Analytics Suite (new branding that tries 
to reflect the broader emphasis and tie in with 
Microsoft’s voice-oriented personal assistant) 
includes a number of facilities to help you do 
data science, and not machine learning alone, 
using the Cortana Analytics Process (CAP).

Azure Machine Learning Studio
Perhaps we should start with the Azure Machine 
Learning Studio, which contains facilities for 
importing data sets, training and publishing 
experimental models, processing data in Jupyter 

Notebooks, and saving trained models.
The Azure Machine Learning Studio contains 

dozens of sample data sets, five data format 
conversions, several ways to read and write data, 
dozens of data transformations, and three ways 
to select features. In Azure Machine Learning 
proper, you can draw on multiple models for 
anomaly detection, classification, clustering, and 
regression, four ways to score models, three 
ways to evaluate models, and six ways to train 
models. You can also use a couple of OpenCV 
modules, Python and R language modules, statis-
tical functions, and text analytics.

That’s a lot of stuff, and theoretically enough 
to process any kind of data in any kind of model, 
as long as you understand the business, the 
data, and the models. When the canned Azure 
Machine Learning Studio modules don’t do what 

The Azure Machine Learning Studio makes quick work of 
generating a Web service for publishing a trained model. 
This simple model comes from a five-step interactive 
introduction to Azure ML.
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you want, you can develop Python or R modules.
 There’s support for that, even if it’s not 

initially obvious. You can develop and test Python 
2 and Python 3 language modules using Jupyter 
Notebooks, extended with the Azure Machine 
Learning Python client library (to work with your 
data stored in Azure), scikit-learn, matplotlib, 
and NumPy. Azure Jupyter Notebooks will even-
tually support R as well. For now, you can use 
RStudio locally and change the input and output 
for Azure later if needed, or install RStudio in a 
Microsoft Data Science VM.

When you create a new experiment in Azure 
Machine Learning Studio, you can start from 
scratch or choose from about 70 Microsoft 
samples, which altogether cover using most of 

the common models. There is additional commu-
nity content in the Cortana Gallery.

Project Oxford is a related endeavor that 
contains about 10 preview-level ML/AI APIs in the 
areas of vision, speech, and language. Whether 
any of those will help you depends, of course, on 
your goals and the kind of data you have.

Cortana Analytics Process
Earlier I mentioned the Cortana Analytics Process. 
If you follow the CAP link, you’ll see the interac-
tive documentation guide shown in the figure 
below. The process starts with planning and setup 
steps, which are critical unless you are a trained 
data scientist who is already familiar with the busi-
ness problem, the data, and Azure ML, and who 
has already created the necessary CAP environ-
ments for the project. Possible CAP environments 
include an Azure storage account, a Microsoft 
Data Science VM, an HDInsight (Hadoop) cluster, 
and an ML workspace with Azure ML Studio. In 
case all the choices confuse you, Microsoft docu-
ments why you’d pick each one.

A Microsoft Data Science VM enables you 
to run Azure Jupyter Notebooks, RStudio, and 
Azure tools in a SQL Server 2012 SP2 Enterprise 
or Windows Server 2012 R2 image. Microsoft 
supplies a script to install the IDEs and tools on 
the base image. The point is that you can use 
the VM for exploratory data analysis and as a 
development environment for Python or R scripts 
that will later become modules for your ML 
Studio experiments, all directly against your data 
in the Azure cloud. Both Jupyter Notebooks and 
RStudio have significant support for graphing and 
statistics; having these environments mounted in 
Azure puts the analysis code “near” (in the same 
availability zone as) the data — which is especially 
important if there’s a lot of data.

The use of R or Python modules in your 
production model may or may not help. On the 

Jupyter Notebooks (formerly IPython Notebooks) have been 
adapted for use with Azure Macnine Learning Studio. As you 
see above, the documentation for Azure Machine Learning 
Jupyter Notebooks comes in the form of a Jupyter Notebook.

https://www.projectoxford.ai/Index
https://azure.microsoft.com/en-us/documentation/learning-paths/cortana-analytics-process/
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other hand, R or Python is pretty much essential 
for exploratory analysis, whether you run them in 
a data science VM, in ML Studio, or in your own 
machine with sampled data stored locally.

 
The actual five CAP processing steps  
are the following:
1. Ingest the data
2. Explore and preprocess the data
3. Create features
4. Create the model
5. Deploy and consume the model

As I have already discussed, you’ll most likely 
need to iterate within each step and among 

different steps. For example, when you create 
a model and look at its residuals and quality of 
fit, you may discover that there are too many 
features (columns) or the residuals are badly 
asymmetric, which could lead to significant 
under- or overestimation of the value you are 
trying to determine. Thus, if the residuals of an 
inventory prediction model skew low, then the 
business will likely be out of stock of the inven-
tory item at peak periods. If the residuals skew 
high, then the business will be carrying too much 
unneeded inventory and tying up too much 
money in stock and storage space.

For pros only
Overall, I like the Cortana Analytics Suite a lot. 
There are planned future features I’d like to have 
now, mostly concerning better integration of the 
R language and Power BI, and I find the docu-
mentation rather scattered and confusing. But 
these are quibbles. What we have now is a good 
start. Part of the issue with the documentation 
seems to be that the Azure Machine Learning 
system is changing rapidly, and that’s usually 
more good than bad. Another issue has to do 
with the rebranding, but that doesn’t affect the 
technical content.

I was disappointed to find that several Project 
Oxford samples didn’t work on my data, but of 
course they worked fine on Microsoft’s sample 
data — and the Project Oxford APIs are clearly 
labeled as pre-release.

As far as Azure Machine Learning proper, I 
think it offers a strong selection of models, with 
the option of using additional models in R or 
Python. Once you have the ability to write your 
own models and plug them in, you really can do 
anything. It’s easy to drag and drop pieces into 
the training and prediction designs.

While the fit between exploratory data 
analysis and the Azure Machine Learning system 
isn’t immediately obvious when you start using 
the system, Microsoft provides plenty of papers, 
e-books, and samples to help you along. There 
is documentation for exploratory analysis, 
most easily found by starting with the Cortana 
Analytics Process materials. To do it effectively, 
it is most useful to know Python or R. However, 
using Power BI can help you as well.

M AC H I N E  L E A R N I N G I N  T H E  C LO U D

The links from Microsoft’s interactive documentation pages for the 
Cortana Analytics Process go to more detailed documentation pages.  
The information you seek is likely there, but not always easy to find.  

http://www.infoworld.com/article/2929027/data-visualization/review-microsoft-power-bi-is-no-tableau-yet.html
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I like the way you can do exploratory data 
analysis using real data in the Azure cloud and 
even take samples from the data for experiments 
by invoking one or two library functions. I really 
appreciate the fact that you can start experi-
menting with Azure ML for free and only start 
paying when you are ready to go into production.

However, Azure Machine Learning is really 
not for the faint of heart. Data scientists — 
programmers who know statistics and machine 
learning and something about the business — 
will do well with it. Business analysts without the 
mathematical background should probably look 
elsewhere. n
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Azure Machine 
Learning
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Free ML Studio development with some limits, and no production Web API; Standard ML tier costs $9.99 per seat per month, 
$1 per studio experiment hour, $2 per production API compute hour, $0.50 per 1,000 production API transactions, plus stor-
age. A data science VM ranges from $0.02 per hour to $9 per hour, depending on RAM, CPUs, storage, networking, and the 
version of SQL Server used.

PROS
• A strong selection of models, with the option of  

using additional models in R or Python

• Easy model design and training using a drag and 
drop interface

• Exploratory data analysis can be done using real 
data in the Azure cloud

• Free to get started

• Accessible from any Web browser

CONS
• Picking the appropriate features and finding the 

best model requires data science expertise

• Exploratory data analysis requires some Python or R  
programming

• Passing R results into the processing flow is awkward

Azure Machine Learning / Microsoft
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For those of you just tuning 
in, Spark, an open source cluster 
computing framework, was origi-
nally developed by Matei Zaharia 
at U.C. Berkeley’s AMPLab in 2009, 
and later open-sourced and donated 
to the Apache Foundation. Part of the motiva-
tion for creating Spark is that MapReduce only 
allows a single pass through the data, while 
machine learning (ML) and graphing algorithms 
generally need to perform multiple passes.

Spark is billed as a “fast and 
general engine for large-scale 
data processing,” with a tagline of 
“Lightning-fast cluster computing.” 
In the world of big data, Spark has 

been attracting attention and invest-
ment because it provides a powerful in-memory 
data-processing component within Hadoop that 
deals with both real-time and batch events. In 
addition to Databricks, Spark has been embraced 
by the likes of IBM, Microsoft, Amazon, Huawei, 
and Yahoo.

Spark includes MLlib for distributed machine 
learning and GraphX for distributed graph 
computation.

MLlib is of particular interest in this review. It 
includes a wide range of ML and statistical algo-
rithms, all tailored for the distributed memory-
based Spark architecture. MLlib implements, 
among other items, summary statistics, correla-
tions, sampling, hypothesis testing, classification 
and regression, collaborative filtering, cluster 
analysis, dimensionality reduction, feature extrac-
tion and transformation functions, and optimi-
zation algorithms. In other words, it’s a fairly 
complete package for data scientists.

Zaharia and others from the UC Berkeley 
AMPLab founded Databricks in 2013. Data-
bricks is still a major contributor to the Spark 
project.

Databricks offers a superset of Spark as a 
cloud service. There are three plans, tiered by 
the number of user accounts, type of support, 
SLAs, and so on.

Cloud-based Spark machine learning and analytics platform 
is an excellent, full-featured product for data scientists 
BY MARTIN HELLER

REVI EW

Databricks makes big 
data dreams come true

The Spark core supports APIs in R, SQL, Python, Scala, and Java. Additional 
Spark modules include Spark SQL and DataFrames; Streaming; MLlib for 
machine learning; and GraphX for graph computation.

http://www.infoworld.com/article/2950491/big-data/why-apache-spark-is-spiking-in-the-cloud.html
http://www.infoworld.com/article/2950491/big-data/why-apache-spark-is-spiking-in-the-cloud.html
http://www.infoworld.com/article/2950491/big-data/why-apache-spark-is-spiking-in-the-cloud.html
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The recently announced free Databricks 
Community Edition, which is what I used for this 
review, provides access to a 6GB microcluster, 
a cluster manager, and the notebook environ-
ment, so you can prototype simple applications. 
It’s much easier to try out something on Data-
bricks Community Edition than it would be to 
set up a Spark cluster for develop-
ment in your shop.

Databricks provides several 
sample notebooks for ML problems. 
Databricks notebooks are not only 
similar to IPython/Jupyter notebooks, 
but are compatible with them for 
import and export purposes. I had no 
problem applying my knowledge of 
Jupyter notebooks to Databricks.

Spark MLlib vs. Spark ML
Before I go through my experience 
with a sample notebook, I should 
explain that there are two major 
packages in Spark MLlib. Spark.mllib 
contains the original API built on 
top of Resilient Distributed Datasets 
(RDDs, the basic shared-memory 
abstraction in Spark); Spark.ml 
provides a higher-level API built on 
top of DataFrames, for constructing 
ML pipelines. In general, Databricks 
recommends that you use Spark.
ml and DataFrames when you can, 
and mix in Spark.mllib and RDDs 
only to get functionality (such as 

dimensionality reduction) that is not yet imple-
mented in spark.ml.

While Spark was new to me, the algorithms 
in Spark MLlib were very familiar. Like  
Microsoft Azure Machine Learning and IBM 
SPSS Modeler, Databricks gives you a wide 
assortment of methods that you can use as 
you please. Amazon Machine Learning, on the 
other hand, gives you one algorithm each for 
binary classification, multiclass classification, 
and regression. If you know what you’re doing 
around statistical model building, then having 
many methods to choose from is a good thing. 
If you’re a business analyst trying to get good 
predictions without knowing a lot about ML, 
then what you need is something that just 
works.

I worked through the MLPipeline Bike Dataset 
example. This notebook uses Spark ML pipe-
lines, which help users piece together parts of a 
workflow such as feature processing and model 
training, as well as model selection (aka hyperpa-

Databricks provides 
Spark as a cloud 
service, with some 
extras. It adds a 
cluster manager, 
notebooks, dash-
boards, jobs, and 
integration with 
third-party apps, 
to the free open 
source Spark  
distribution.

Spark.ml, which uses DataFrames, and the older 
Spark.mllib, which uses RDDs, implement an excellent 
selection of machine learning algorithms.

http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
http://www.infoworld.com/article/3045273/analytics/review-amazon-puts-machine-learning-in-reach.html
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rameter tuning) using cross-validation to fine-tune 
and improve the Gradient-Boosted Tree regression 
model. The figure below shows the training step 
running on 70 percent of the data.

You’ll note that the fitting step was predicted 
to (and did) take 10 minutes to run using a 
Community Edition 6GB, single-node microclu-
ster. You can scale paid versions of Databricks 
to unlimited numbers of nodes and hundreds of 
gigabytes of RAM, although there are complica-
tions to consider if you want to exceed 200GB 
of RAM for a single cluster. Scaling out allows 
you to analyze much more data, much faster. Of 
course, using larger clusters costs more: You pay 
40 cents per hour per node in addition to your 
monthly subscription fee.

After training, the notebook runs predictions 
and evaluations on the remaining 30 percent of 
the data set.

 This is the point where a statistician or data 
scientist would dive in and start plotting resid-
uals, in preparation for tweaking the features, 
removing outliers, and refining the model.

Take a quick look at the time-of-day graph 
at the bottom of the figure below. The analysis 
in this notebook was oversimplified right from 
the beginning — the weekday and weekend/
holiday data were lumped together. As you 
might expect, weekday bike rentals peak 
strongly at the morning and evening rush hours, 

while weekend/holiday rentals are more evenly 
spread throughout the day; the graph you see 
shows them mixed together. You can extract 
separate data sets, train them separately, and get 
much lower mean square errors for each set. Of 
course, that’s real work, and I wouldn’t expect to 
see it in a demo notebook.

Easy as data science
My colleague Andy Oliver has suggested that 
Databricks is trying to compete with Tableau. I 
disagree. Databricks knows that its version of 
Jupyter notebooks is not in the same league 
as Tableau for ease of use, and the company 
has integrated with Tableau (and Qlik, for that 
matter) through the Databricks API.

Tableau is designed to be an exploratory 
business intelligence product that is simple 
enough for everyone at a company. Databricks, 
on the other hand, is designed to be a scalable, 
relatively easy-to-use data science platform for 
people who already know statistics and can 
do at least a little programming. I simply can’t 
imagine putting a business analyst in front of a 
Databricks notebook and asking her to build a 
prediction model from a terabyte of data held in 
Amazon S3 buckets. I’d have to train her in SQL 
and either Scala, R, or Python, then teach her 
about the Spark data formats and libraries.

No, I see Databricks as competing with IBM 
Watson and SPSS Modeler, Microsoft Azure 
Machine Learning, and Amazon Machine 
Learning. Meanwhile, IBM, Microsoft, and 
Amazon have all adopted Spark in their clouds 
and are contributing to the Apache Spark 
product. The relationship is probably coopetition, 
not pure competition.

Andy Oliver noticed some security flaws in 
Databricks notebooks when they were intro-
duced in the spring of 2015. I haven’t seen 
similar issues in my brief hands-on review, but I 
can’t prove a negative.

I have bumped into a few glitches, but I’m 
working with a beta product, so I expected to 
see glitches. The worst bug I saw: One of Data-
bricks’ demo notebooks failed to run to comple-
tion on an autostarted cluster that happened 
to be running an older version of Spark. Once 
I deleted that cluster and started a new cluster 

This live Databricks 
notebook, with 
code in Python, 
demonstrates one 
way to analyze a 
well-known public 
bike rental data set. 
In this section of the 
notebook, we are 
training the pipeline, 
using a cross-vali-
dator to run many 
Gradient-Boosted 
Tree regressions.

http://www.infoworld.com/article/2903432/application-development/spark-big-datas-brightest-star-needs-to-grow-up.html
http://www.infoworld.com/article/2912416/data-visualization/review-tableau-makes-sophisticated-analysis-a-snap.html
http://www.infoworld.com/article/2939446/data-visualization/review-qlik-sense-2-zeroes-in-on-tableau.html
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with Spark 1.6, a matter of less than a minute, 
the notebook ran without errors.

Overall, I see Databricks as an excellent 
product for data scientists, with a full assortment 
of ingestion, feature selection, model building, 
and evaluation functions. It has great integra-

tion with data sources and excellent scalability. 
Understood as a product that assumes its users 
can program, it has very good ease of develop-
ment. Certainly the introduction of the free 
Community Edition takes most of the pain and 
risk out of trying the platform. n

 Variety of 
models 
(25%)

Ease of 
develop-
ment 
(25%)

Integra-
tions 
(15%)

Perfor-
mance 
(15%)

Addi-
tional 
services 
(10%)

Value 
(10%)

Overall 
Score 
(100%)

Databricks with 
Spark 1.6

10 9 9 9 8 9 9.2

InfoWorld Scorecard

After training on 70 percent of the bike rental data set, we run predictions 
from the best regression model and compare them to the actual values of 
the remainder of the data set. I have switched the display at the top of the 
image from the default table to a scatter chart of predicted versus actual 
rentals with local regression (LOESS) line that brings out the trends. If the 
correlation were nearly perfect the LOESS line would look straight.

Spark and Hadoop are free. Databricks 
Community Edition is free. Databricks 
tiered plans are based on usage capac-
ity, support model, and feature set. 
Databricks Starter (3 users) costs $99/
month plus 40 cents/hour/node. 

PROS
• Makes it almost effortless to 

spin up and scale out Spark 
clusters

• Provides a wide range of ML 
methods for data  
scientists

• Offers a collaborative notebook 
interface using R, Python,  
or Scala, and SQL

• Free to start and inexpensive to use

• Easy to schedule jobs for  
production 

CONS
• Not as easy to use as a BI  

product, although it integrates 
with several BI products

• Assumes that the user is  
familiar with programming, 
statistics, and ML methods

Databricks with  
Spark 1.6 / Databricks



Deep Dive

InfoWorld.com  DEEP DIVE SERIES    2 3M AC H I N E  L E A R N I N G I N  T H E  C LO U D

Developers longing to build more intel-
ligent, more proactive, more personalized apps 
seem to gain more options with every passing 
day. With Haven OnDemand, Hewlett-Packard 
Enterprise (HPE) has joined the applied machine 
learning fray, competing directly with IBM 
Watson Services, Microsoft Cortana Analytics 
Suite, and several Google ML-based APIs.

Haven OnDemand is a platform for building 
cognitive computing solutions using text 
analysis, speech recognition, image analysis, 
indexing, and search APIs. While IBM based its 

cognitive computing/machine learning cloud 
services primarily on Watson, the “Jeopardy” 
winner, HPE based its recently announced 
Haven OnDemand services primarily on IDOL, its 
enterprise search engine.

This lineage shows in the Haven OnDemand 
selection of services: for example, the wide 
variety of connectors and file formats already 
supported, the emphasis on extracting informa-
tion from unstructured documents, and the 
use of corporate logos as the training set for 
image recognition. The lineage also shows in 
the use cases that HPE recommends, such as Net 
Promoter analysis.

Haven OnDemand currently has APIs classi-
fied as audio-video analytics, connectors, format 
conversion, graph analysis, experimental APIs (HP 
Labs Sandbox), image analysis, policy, predic-
tion, query profile and manipulation, search, text 
analysis, and unstructured text indexing. I have 
tried out a random set and explored how the 
APIs are called and used.

Haven OnDemand documents only REST 
calls, in synchronous and asynchronous forms. 
Certain calls are available only for asynchronous 
use because they tend to be long-running. One 
good example is the prediction training service.

While REST calls are universally accessible to 
client languages, it is unusual for a major vendor 
to release APIs only as REST calls. Developers 
usually want support in their favorite program-
ming language. Although the Haven OnDemand 
documentation didn’t seem to mention or refer 

REVI EW

HPE’s machine learning cloud      
        overpromises, underdelivers
Haven OnDemand’s enterprise search and format conversions are the strongest 
services, while more interesting capabilities are not fully cooked     
BY MARTIN HELLER
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http://www.infoworld.com/article/3052156/analytics/review-ibm-watson-strikes-again.html
http://www.infoworld.com/article/3052156/analytics/review-ibm-watson-strikes-again.html
http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
http://www.infoworld.com/article/3052156/analytics/review-ibm-watson-strikes-again.html
http://www.infoworld.com/article/3052156/analytics/review-ibm-watson-strikes-again.html
https://dev.havenondemand.com/docs/HowTo_Prediction.html
https://dev.havenondemand.com/docs
https://dev.havenondemand.com/docs
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to them at all, I searched the Internet and found 
a set of Haven OnDemand client libraries hiding 
on GitHub. Several of these were forked from 
IDOL OnDemand client library repositories. The 
clients I found supported in this repository are (in 
order of decreasing currency) Node.js, Sales-
force Apex, Ruby (as a Gem), Python, iOS Swift, 
Android Java, Windows Universal 8.1, PHP, and 
Dynamics CRM. There seems to be only one 
developer maintaining these clients and handling 
the forums at the moment.

Haven OnDemand APIs
Most of the APIs I’ll discuss are machine learning 
applications. A few, such as the prediction APIs, 
are trainable on your own data.

Haven OnDemand’s 
audio-video analytics 
currently include only the 
speech recognition API, 
which creates a transcript of the text found in an 
audio or video file; it can only be called asyn-
chronously. There are a half-dozen supported 
languages, plus variations. For example, U.S. 
English and British English are recognized differ-

ently, and telephony audio files are considered 
different from broadband files. Based on hints 
in the documentation, it would seem that HPE is 
working on adding new language recognizers.

I tested speech recognition with a high-
quality narration file I recorded for a short video 
a few years ago. There are three errors in the 
short transcription, of which only one would 
have been made by a human. The service isn’t 
perfect, and it’s inferior to most recent speaker-
trained speech recognizers, such as the ones on 
my cellphone and computers, but it’s better than 
some non-speaker-trained speech recognition 
services, such as the one in my car and the one 
that transcribes my phone messages.

 The Haven OnDemand connectors, which 
allow you to retrieve information from external 
systems and update it through Haven OnDe-
mand APIs, are already quite mature, basically 
because they are IDOL connectors. The four 
flavors of supported connectors allow you to 
retrieve content from public websites, local file 
systems, local SharePoint servers, and Dropbox. 
The file system and SharePoint connectors 
involve installing a local agent on the system, 
then scanning the desired locations on a 

schedule, retrieving documents, and 
indexing them into Haven OnDemand. 
SharePoint local connectors install 
only on Windows. Onsite file system 
connectors also install on Linux.

The text extraction API uses HPE 
KeyView to extract metadata and text 
content from a file that you provide. 
The API can handle more than 500 
different file formats, drawing on the 
maturity of KeyView. Other format 
conversion APIs store files as Haven 
OnDemand objects, extract text from 
images (OCR), render documents 
into HTML, and extract content from 
container files such as ZIP, TAR, and 
PST archives. The OCR API has modes 
for document photos (good for cell-

phone pictures of text), scene photos (good for 
reading signs), document scans (from an actual 
scanner), and subtitles (from a TV screengrab or 
a video frame).

The graph analysis APIs, a set of preview 

M AC H I N E  L E A R N I N G I N  T H E  C LO U D

I tested Haven 
OnDemand’s speech 
recognition on a 
voice-over file I 
made for a video 
a few years ago. 
The recognition is 
not perfect, but it’s 
better than some 
non-speaker-trained 
speech recognition 
services, such as the 
one in my car.

https://github.com/HPE-Haven-OnDemand
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services, allow you to create and explore models 
of relationships between entities. Currently 
Haven OnDemand provides a public graph data 
index based on the English Wikipedia data set. 
This appears to be more fun than “six degrees of 
Kevin Bacon” — which you could easily imple-
ment using the Get Neighbors and Suggest Links 
APIs with a source name of “Kevin Bacon” — 
but it’s not useful for real work.

Anomalies and trends
The HP Labs Sandbox contains two preview APIs: 
anomaly detection and trend analysis. Anomaly 
detection analyses structured data (in CSV 
format) using a novel anomaly scoring algorithm 
developed 
at HPE Labs 
to extract 
the most 
anomalous 

records (rows) in the data. That might be useful 
for cleaning up training data sets for predictions.

The trend analysis API discovers significant 
changes and trends between two groups of 
records in CSV format. The API analyzes all 
combinations of the data that you provide to 
find the most significant differences, using a 
novel analytics operation developed at HPE Labs. 
That might be useful for deciding when predic-
tions need to be retrained.

Image analysis includes bar-code recognition, 
face detection, image recognition (corporate 
logos), and OCR of a document (duplicating the 
listing in the format conversion group). I tested 
bar-code recognition using HPE’s samples and, 
not surprisingly, got good results.

 I also tried recognizing the bar code from a 
coupon that happened to be on my desk, and 
I scanned it. I couldn’t get the API request to 
send in synchronous mode, but it worked fine in 
asynchronous mode.

I tested face detection with the HPE samples, 
which worked fine, and I tried a slightly tricky test 
case from my own files (the face was a little blurry, 
and a bookshelf behind the face made it harder 
for a machine to pick out), which failed. Image 
recognition is currently limited to a fixed selec-
tion of corporate logos, which has limited utility.

The preview policy management APIs provide 
a layer on top of entity extraction, categorization, 
and so on for indexing and related purposes. You 
can define search conditions that will cause docu-
ments to be classified into a specific collection, 
and policies for actions to take when documents 
are classified into a collection, such as adding an 
index term or other metadata.

Predictive analytics
The preview prediction APIs are the closest 
services that Haven OnDemand has to Amazon 
Machine Learning. I was disappointed to discover 
that HPE’s predictive analytics only deals with 
binary classification problems: no multiple classifi-
cations and no regressions, never mind unguided 
learning. That severely limits its applicability.

On the other hand, the train prediction API 
automatically validates, explores, splits, and 
prepares the CSV or JSON data, then trains deci-
sion tree, logistic regression, naive Bayes, and 

The Haven OnDemand 
bar-code recognition API 
can isolate the bar code 
in an image file (see the 
red box) and convert it 
to a number, even if the 
bar code is on a curved 
surface, at an angle up 
to about 20 degrees, or 
blurry. The API does not 
perform the additional 
step of looking up the 
bar-code number and 
identifying the product.

http://www.infoworld.com/article/3045273/analytics/review-amazon-puts-machine-learning-in-reach.html
http://www.infoworld.com/article/3045273/analytics/review-amazon-puts-machine-learning-in-reach.html
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support vector machine (SVM) binary classification 
models with multiple parameters. Then it tests the 
classifiers against the evaluation split of the data 
and publishes the best model as a service.

 You can then call the 
service to make binary 
predictions with confidence 
levels (Is this person likely to 
buy?) and to ask for recom-
mendations for specific cases 
(What needs to change to 
make this person likely to 
buy?). The census-based sample provided works 
up to a point, although its recommendation 
answers can be somewhat silly (“If that divorced 
black female Ph.D. from Jamaica working for the 
state government were a self-employed married 
lawyer from the U.S., she’d make more money, 
at a 75 percent confidence level”).

If there’s a way to unpublish a prediction 
model, I haven’t found it.

The query manipulation APIs are a set of 
preview services that allow you to modify the 
queries that your users send to existing text 

indexes or to modify the results. You start by 
creating query profiles, then rules for modifying 
queries or results. You can add these rules to 
a text index, then allow users to query the text 
index.

Haven OnDemand search uses the IDOL 
engine to perform advanced searches against 
both public and private text indexes. The search 
engine supports search modification operators, 
Boolean operators, proximity and order opera-
tors, numeric searches, geographical searches, 
and metadata tags, which IDOL calls facets. 
Haven OnDemand has a set of six APIs for 
search, including related concepts and similar 
documents, and another seven APIs to manage 
unstructured text indexing.

Text analysis 
There are 10 APIs for text analysis, ranging from 
simple autocomplete and term expansion to 
concept extraction and sentiment analysis. Senti-
ment analysis in particular can be very useful for 
marketing purposes: It’s not easy to determine 
whether people are saying good things about 

you when there isn’t a numerical 
rating that goes with a comment. 
The API supports 11 languages, 
and the language to use is an 
input parameter, so you might 
want to run the language identifi-
cation API on your document first.

The HPE sample phrases for 
the sentiment analysis API were 
of course scored correctly. In my 
own experiments, I got non-
answers for “The food tastes 
awful” and “The portions are 

small,” though “The food is awful” was correctly 
scored as negative with a score of  -0.85.

Overall, Haven OnDemand services are 
comparable to the Watson services in Bluemix — 
that is, mostly applications of machine learning, 
which you can call from your own applications 
and apply to your own data. There’s clearly some 
experience behind the text and search services 
from HPE IDOL and KeyView, but many of the 
other services show rough edges.

For example, I was disappointed by the 
prediction service’s limitation to binary classifica-

Here we see a call to 
the prediction training 
service. Note that the 
result has timed out, 
but the request is still 
running. It eventually 
succeeded.
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tion problems. In its defense, however, it is still 
in a preview stage, and it attempts to automate 
the entire binary classification process, including 
parts that other services leave up to the analyst. 
Similarly, I was disappointed to discover that the 
image recognition service has only been trained 

against a database of corporate logos — and 
doesn’t even have the excuse of being in preview.

It will be interesting to see how Haven OnDe-
mand matures over the next year. I would hope 
it grows up nicely, but there is little evidence to 
support that hope. n

Variety of 
models 
(25%)

Ease of 
develop-
ment 
(25%)

Integra-
tions 
(15%)

Perfor-
mance 
(15%)

Addi-
tional 
services 
(10%)

Value 
(10%)

Overall 
Score 
(100%)

HPE Haven  
OnDemand

7 8 8 8 7 8 7.5

InfoWorld Scorecard

Free: 1 resource unit (RU), 10K API units per month; Explorer: 1 RU, 20K API Units, $10 per 
month; Innovator: 10 RU, 50K API Units, $85 per month; Entrepreneur: 35 RU, 120K API 
Units, $315 per month

PROS
• Strong document format conversions

• Strong enterprise search capabilities

• Reasonably priced

CONS
• Some services aren’t quite cooked

• Some services have limited scope, restricting their utility

Haven OnDemand / Hewlett Packard Enterprise
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The IBM Watson AI system drew  
the world’s attention by winning at 
“Jeopardy” in February 2011 against 
two of the game’s all-time champions, 
and IBM has strived to apply the 
Watson system to more interesting 
problems than a trivia quiz ever since. 
IBM has also extended Watson’s capa-
bilities to developers, data scientists, 
and even ordinary business users. Along with 
IBM’s SPSS predictive analytics software, Watson 
forms the foundation of IBM’s cloud offerings in 
machine learning and advanced analytics.

IBM breaks the Watson system into five parts: 
machine learning, question analysis, natural 
language processing, feature engineering, and 
ontology analysis. From these parts, IBM has built 
out a suite of composable cloud services from 
which you can make your own mini-Watson for 
a solution to your problem. (Note that compiling 
the knowledge base for the answers is easy: 
95 percent of “Jeopardy” questions can be 
answered by the titles of Wikipedia articles.)

Meanwhile, IBM is collaborating on applying 
Watson techniques to health care, seismology, 
education, and genomics, at Enterprise levels. 
While these efforts are very interesting, espe-
cially in the long term, for the purposes of this 
review I’ll concentrate on Watson and other 
machine learning (ML) technology that is avail-

able for use in the IBM Cloud, which includes 
the Bluemix PaaS.

What other ML tech? In a distant corner of 
IBM’s far-flung empire, IBM SPSS offers both 
Windows and cloud implementations of the SPSS 
Modeler package, plus a Predictive Analytics 
service that can run its model predictions in real 
time in the Bluemix PaaS and periodic batch 
jobs to update the models. IBM SPSS Modeler 
is comparable to Azure Machine Learning and 
Databricks, while the IBM Watson services are 
comparable to Microsoft’s Project Oxford and 
Cortana Analytics, as well as to HPE’s Haven 
OnDemand.

IBM SPSS Modeler and Predictive 
Analytics
Let’s start with IBM SPSS Modeler and Predictive 
Analytics. I downloaded the 30-day free trial of 
SPSS Modeler for Windows and put it through its 
paces. The free version has the Personal Edition 
features enabled for the trial period: data access 

REVI EW

IBM Watson strikes again
Built on Watson and SPSS predictive 
analytics, IBM’s cloud machine learning 
services address the needs of developers,  
data scientists, and businessess
BY MARTIN HELLER

http://www.infoworld.com/article/2872330/cloud-computing/review-ibm-bluemix-bulks-up-cloud-foundry.html
http://www.infoworld.com/article/3041307/analytics/review-azure-machine-learning-is-for-pros-only.html
http://www.infoworld.com/article/3047252/analytics/review-databricks-makes-big-data-dreams-come-true.html
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and export; automatic data prep, wrangling, and 
ETL; 30-plus base machine learning algorithms 
and automodeling; R extensibility and Python 
scripting. It does not have access to big data 
through an IBM SPSS Analytic Server for Hadoop/
Spark, and it does not include champion/chal-
lenger functionality, A/B testing, text and entity 
analytics, or social network analysis. Those 
features come with the more expensive SKUs.

The ML algorithms in SPSS Modeler are 
comparable to what you find in Azure Machine 
Learning and Spark.ml, as are the feature selec-
tion methods and the selection of supported 
formats. Even the automodeling (train and score 
a bunch of models and pick the best) is compa-

rable, though it’s more obvious how to use it in 
SPSS Modeler than in the others.

What SPSS Modeler has that you won’t find 
in Azure Machine Learning’s Jupyter Notebooks 
or Databricks’ Notebooks is a point-and-click 
interface. There was a time (long ago) when I 
gushed about how great it was that SPSS was 
making its statistical analysis programs easy to 
use by adding Windows mouse-and-menu inter-
faces. I no longer care much about that. In fact, 
I now prefer a notebook approach, primarily 
because an annotated live notebook (which I 
think I first saw in Mathcad for DOS) makes it 
easy for another analyst to follow what you’ve 
done and to check or extend your work.

Overall, I think that IBM SPSS Modeler is very 
capable and easy to use, with good perfor-
mance, but it’s awfully expensive. The “call for 
pricing” designation tells me that both SPSS 
Modeler Gold on IBM Cloud and SPSS Analytic 
Server are probably even more expensive.

What do you do with SPSS models once 
you’ve created them? Upload them to Bluemix. 
IBM Bluemix hosts Predictive Analytics Web 
services that apply SPSS models to expose a 
scoring API that you can call from your apps. IBM 
has posted two example apps on GitHub; these 
are based on sample data sets provided with 
SPSS Modeler, and they’re implemented as Web 
services called by Node.js and/or Angular.js apps. 
Both look relatively straightforward.

IBM SPSS Modeler 
for Windows has 
more than 30 ML 
models, including 
auto-modeling. 
With a point-and-
click interface, 
it’s easy to use 
considering its 
complexity.

The Predic-
tive Analytics 
service, running 
in IBM Bluemix, 
can take SPSS 
models and 
deploy them as 
Web services to 
score predictions 
for your apps.

https://github.com/pmservice/predictive-modeling-samples
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 In addition to Web services, Predictive 
Analytics supports batch jobs to retrain and 
reevaluate models on additional data. Option-
ally, a batch job can update a deployed model 
with a retrained model; that solves the common 
problem of predictive models becoming stale as 
the data changes. Currently, Predictive Analytics 
batch jobs are only exposed as API calls; there is 
no user interface that I have found.

Watson in Bluemix
You’ll find 18 Bluemix services listed under 
Watson, shown in the figure below. Each service 
exposes a REST API. In addition, you can down-
load SDKs for using the API from your applica-
tions. For example, the AlchemyAPI has SDKs and 
examples available for Java, C/C++, C#, Perl, PHP, 
Python, Ruby, JavaScript, and Android OS. You’ll 
need an API key to run the samples and call the 
API successfully. In general, once you provision a 
Watson service in Bluemix, you will be presented 
with links to an online sample that you can run 
and fork, as well as to the documentation.

 The AlchemyAPI offers a set of three services 
(AlchemyLanguage, AlchemyVision, and Alche-

myData) that enable businesses and developers 
to build cognitive applications that understand 
the content and context within text and images. 
AlchemyLanguage processes text to score its 
sentiment, emotions (Beta), keywords, entities, 
and high-level concepts. AlchemyVision processes 
images to recognize images, scenes, and objects. 
AlchemyData provides searchable news and 
blog content enriched with natural language 
processing. AlchemyAPI appears to draw capabili-
ties from several of the other Watson services and 
merge them into a single service that includes a 
combined call for Web pages.

Next up are Concept Expansion, which 
analyzes text and learns similar words or phrases 
based on context, and Concept Insights, which 
link documents that you provide with a preex-
isting graph of concepts based on Wikipedia 
topics. (Remember what I mentioned earlier 
about how well “Jeopardy” topics map to 
Wikipedia topics.) A note in the documentation 
says the Watson Concept Expansion Service tile 
will be removed from the Bluemix catalog on 
March 6, 2016. However, it was still there on 
March 18 as a beta service with a predefined 
data set and domain, and I was able to provision 
the service and run the sample.

The Dialog Service allows you to design 
the way an application interacts with a user 
through a conversational interface, using 
natural language and user profile information. 
The Document Conversion service converts a 
single HTML, PDF, or Microsoft Word document 
into normalized HTML, plain text, or a set of 
JSON-formatted Answer units that can be used 
with other Watson services.

There are currently 18 Watson 
services available in IBM Bluemix, 
of which 15 are from IBM.
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Language Translation works in several knowl-
edge domains and language pairs. In the news 
and conversation domains, the to/from pairs 
are English and Brazilian Portuguese, French, 
Modern Standard Arabic, or Spanish. In patents, 
the pairs are English and Brazilian Portuguese, 
Chinese, Korean, or Spanish. The Translation 
service can identify plain text as being written in 
one of 62 languages.

The Natural Language Classifier service 
applies cognitive computing techniques to 
return the best matching classes for a sentence, 
question, or phrase, after training on your set of 
classes and phrases. You can see how this capa-
bility was useful for playing “Jeopardy.”

Personality Insights derives insights from 
transactional and social media data (at least 
1,000 words written by 
a single individual) to 
identify psychological 
traits, which it returns 
as a tree of character-
istics in JSON format. 
Relationship Extraction 
parses sentences into 
their components and 
detects relationships 
between the components 
(parts of speech and func-
tions) through contextual 
analysis. The Personality 
Insights API is documented 
for Curl, Node, and Java; 
the demo for the API analyzes the tweets of 
Oprah, Lady Gaga, and King James as well as 
several textual passages.

Retrieve and Rank is an ML-trained relevancy 
improver for Apache Solr search results. Solr is 
a taxonomy-aware search server built in turn on 
Apache Lucene full-text indexing.

The Speech to Text service converts the 
human voice into the written word for English, 
Japanese, Arabic (MSA), Mandarin, Portuguese 
(Brazil), and Spanish. Along with the text, the 
service returns metadata that includes confi-
dence score per word, start/end time per word, 
and alternate hypotheses/N-Best (the N most 
likely alternatives) per phrase.

The Text to Speech service processes text 

and natural language to generate synthesized 
audio output complete with appropriate cadence 
and intonation. Voices are available for U.S. and 
U.K. English, French, German, Italian, Castilian, 
North American Spanish, Brazilian Portuguese, 
and Japanese. According to the documentation, 
one of the three U.S. English voices was used 
as Watson’s voice for “Jeopardy,” but that voice 
was not on offer when I ran the demo.

Tone Analyzer, still in beta, identifies 
emotion, social propensities, and writing styles 
from text. Tradeoff Analytics uses Pareto filtering 
techniques in order to identify the optimal alter-
natives across multiple criteria, then uses various 
analytical and visual approaches to help the 
decision maker explore the trade-offs within the 
identified set of alternatives.

Finally, the Visual Recognition service enables 
you to analyze the visual appearance of JPEG 
images (or video frames) to understand what is 
happening in a scene. Using pretrained machine 
learning technology, semantic classifiers recog-
nize many common visual entities, such as 
settings, objects, and events, returning labels 
and likelihood scores.

The three non-IBM Watson services on 
Bluemix are in closed betas.

Watson Analytics
Watson Analytics uses IBM’s own natural-
language processing to make machine learning 
easier to use for business analysts and other 
non-data-scientist business roles. It is a Web 

IBM Watson Analytics runs on its own site rather than on 
Bluemix. As shown, it allows you to analyze data through five 
processes. The emphasis is on making data science accessible.

https://watson-pi-demo.mybluemix.net/
https://text-to-speech-demo.mybluemix.net/
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application that apparently uses many of the 
services that IBM includes in the Watson section 
of Bluemix. I tried the free edition and used it to 
analyze the familiar bike rental data set supplied 
as one of the samples.

 I can see where this approach could be 
useful for someone who wants the results of 
ML without programming or without even 
understanding the methods very well. However, 
I found that the natural language interface and 
all the helpful diagnostics mostly got in my way. 
That surprised me because the UIs of business 
intelligence products Tableau and Qlik Sense, 
which implement a subset of what Watson 
Analytics tries to accomplish, definitely did not 

get in my way.
I’ve tried to cover three 

(or more, depending how 
you count) of IBM’s ML 

products in a single review. I’ll admit that wasn’t 
easy, and I wasn’t able to do as extensive an 
evaluation of each product as I would have liked, 
but I’ve still come to some general conclusions.

IBM SPSS Modeler offers conventional ML 
training and scoring in a Windows or online UI. 
It’s very good, but expensive. Bluemix Predictive 
Analytics can run the SPSS models as a Web 
service and return predictions. It can also run 
batch jobs to update the models.

Watson Services in Bluemix offer cloud 
services and APIs for useful and specialized ML 
applications. There are 15 IBM Watson services 
offered, which can be incorporated into your 
own applications. While they are all different, 
they appear to be good, reasonably priced addi-
tions to a programmer’s bag of tricks.

Watson Analytics is a Web application for 
analyzing data with ML and associated tools, Watson came up with 

a decision tree model 
for a bike rental data 
set with 48 percent 
predictive strength. 
This worksheet 
has not separated 
workday and non-
workday riders.

http://www.infoworld.com/article/2944806/data-visualization/self-service-bi-review-tableau-vs-qlik-sense-vs-power-bi.html
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including data exploration. Watson Analytics tries 
so hard to be easy to use that it makes me feel 
disoriented and makes me want to rip off the 
UI and fiddle with the code. I can see the value 
of Watson Analytics for its intended audience of 
businesspeople not trained in data science, but I 
don’t particularly like it myself.

Actual data scientists will probably want to 
skip Watson Analytics in favor of SPSS Modeler 
and Watson Services in Bluemix. Business analysts 
could use Watson Analytics, but they might be 
better off using Tableau for their exploratory data 
analysis, then collaborating with a data scientist to 
develop their predictive models. n

M AC H I N E  L E A R N I N G I N  T H E  C LO U D

Variety of 
models 
(25%)

Ease of 
develop-
ment 
(25%)

Integra-
tions 
(15%)

Perfor-
mance 
(15%)

Addi-
tional 
services 
(10%)

Value 
(10%)

Overall 
Score 
(100%)

IBM Watson and  
Predictive Analytics

10 9 9 9 9 8 9.2

InfoWorld Scorecard

Bluemix Predictive Analytics: Free plan (2 models); paid service instance (20 models/instance) 
$10/month plus $0.50/1,000 real-time predictions, $0.50/1,000 batch predictions, and 
$0.45/analysis and model building compute-hour. IBM SPSS Modeler on Windows: $4,350 
to $11,300 per user per year. Watson Analytics: Free (500MB storage); Paid editions start at 
$30 per user per month (2GB storage).

PROS
• SPSS Modeler offers a wide variety of models in a point-and-click application

• The Bluemix Predictive Analytics Web service works well at a reasonable price

• Watson Bluemix services offer good, reasonably priced capabilities for developers

• IBM Watson Analytics uses natural language to make modeling easier for the 
relatively untrained

CONS
• SPSS Modeler is pricey by current standards

• Bluemix Predictive Analytics Web service requires SPSS models

• IBM Watson Analytics tries too hard to be easy to use

IBM Watson and Predictive Analytics / IBM
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