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Inside the black box: Understanding AI 
decision-making
By Charles McLellan

Neural networks, machine-learning systems, predictive analytics, speech recognition, natural-language 

understanding and other components of what’s broadly defined as ‘artificial intelligence’ (AI) are currently 

undergoing a boom: research is progressing apace, media attention is at an all-time high, and organisations 

are increasingly implementing AI solutions in pursuit of automation-driven efficiencies.

The first thing to establish is what we’re not talking about, which is human-level AI—often termed ‘strong AI’ 

or ‘artificial general intelligence’ (AGI). A survey conducted among four groups of experts in 2012/13 by AI 

researchers Vincent C. Müller and Nick Bostrom reported a 50 percent chance that AGI would be developed 

between 2040 and 2050, rising to 90 percent by 2075; so-called ‘superintelligence’—which Bostrom defines 

as “any intellect that greatly exceeds the cognitive performance of humans in virtually all domains of interest”—

was expected some 30 years after the achievement of AGI (Fundamental Issues of Artificial Intelligence, 

Chapter 33). This stuff will happen, and it needs careful consideration, but it’s not happening right now.

What is happening right now, at an increasing pace, is the application of AI algorithms to all manner of 

processes that can significantly affect peoples’ lives—at work, at home and as they travel around. Although 

hype around these technologies is approaching the ‘peak of expectation’ (sensu Gartner), there’s a potential 

fly in the AI ointment: the workings of many of these algorithms are not open to scrutiny—either because they 

are the proprietary assets of an organisation or because they are opaque by their very nature.

If not properly addressed, such concerns could help to turn overhyped expectations for AI into a backlash 

(Gartner’s ‘trough of disillusionment’).

Image: Gartner/
Annotations: ZDNet

https://global.oup.com/academic/product/superintelligence-9780199678112?cc=gb&lang=en&
http://www.springer.com/gb/book/9783319264837
http://www.springer.com/gb/book/9783319264837
https://en.wikipedia.org/wiki/Open_Letter_on_Artificial_Intelligence
http://www.gartner.com/newsroom/id/3412017
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Here’s an example: in May this year, COMPAS, a proprietary risk assessment algorithm that’s widely used to 

decide on the freedom or incarceration of defendants passing through the US criminal justice system was 

alleged by online investigative journalism site ProPublica to be systematically biased against African Americans 

compared to whites. Although Northpointe (the for-profit company behind COMPAS) disputed ProPublica’s 

statistical analysis, generating further controversy, the widespread use of closely-guarded proprietary 

algorithms in sensitive areas such as criminal justice is a cause for concern at the very least.

Sometimes, bias can be introduced via the data on which neural network-based algorithms are trained. In 

July this year, for example, Rachael Tatman, a National Science Foundation Graduate Research Fellow in 

the Linguistics Department at the University of Washington, found that Google’s speech recognition system 

performed better for male voices than female ones when auto-captioning a sample of YouTube videos, a result 

she ascribed to ‘unbalanced training sets’ with a preponderance of male speakers. As Tatman noted, a few 

incorrect YouTube captions aren’t going to cause any harm, but similar speech recognition biases in medical 

or connected-car applications, for example, would be another matter altogether.

Neural networks are a particular concern not only because they are a key component of many AI 

applications—including image recognition, speech recognition, natural language understanding and machine 

translation—but also because they’re something of a ‘black box’ when it comes to elucidating exactly how 

their results are generated.

Neural networks are so-called because they mimic, to a degree, the way the human brain is structured: they’re 

built from layers of interconnected, neuron-like, nodes and comprise an input layer, an output layer and a 

Although	AI	is	often	equated	with	‘deep	learning’	neural	networks,	the	artificial	intelligence	
ecosystem encompasses many types of algorithm. (Image: Narrative Science)

http://www.northpointeinc.com/risk-needs-assessment
https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
http://www.northpointeinc.com/
http://www.northpointeinc.com/northpointe-analysis
https://www.washingtonpost.com/news/monkey-cage/wp/2016/10/17/can-an-algorithm-be-racist-our-analysis-is-more-cautious-than-propublicas/
https://makingnoiseandhearingthings.com/2016/07/12/googles-speech-recognition-has-a-gender-bias/
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variable number of intermediate ‘hidden’ layers—‘deep’ neural nets merely have more than one hidden layer. 

The nodes themselves carry out relatively simple mathematical operations, but between them, after training, 

they can process previously unseen data and generate correct results based on what was learned from the 

training data.

Key to the training is a process called ‘back propagation’, in which labelled examples are fed into the system 

and intermediate-layer settings are progressively modified until the output layer provides an optimal match to 

the input layer.

It’s one thing to create a model that gives accurate results with previously unseen data, but—as discussed 

earlier—in many real-world applications it will be desirable to examine the internal decision-making process in 

detail.

Nils Lenke, Senior Director, Corporate Research at Nuance, acknowledges the problem: “It’s a very interesting 

and relevant topic, because compared to, say, rule-based systems, neural networks or other machine-learning 

algorithms are not that transparent. It’s not always clear what happens inside—you let the network organise 

itself, but that really means it does organise itself: it doesn’t necessarily tell you how it did it.”

Peering inside the black box
This ‘black box’ problem was addressed in a recent paper from MIT’s Computer Science and Artificial 

Intelligence Laboratory (CSAIL), which examined neural networks trained on text-based data using a system 

comprising two modules—a ‘generator’ and an ‘encoder’. The generator extracts key segments of text from 

the training data, giving high scores to short, coherent strings; these are then passed to the extractor, which 

Image: Nuance

http://neuralnetworksanddeeplearning.com/chap2.html
http://whatsnext.nuance.com/author/nils-lenke/
http://www.nuance.co.uk/
https://arxiv.org/pdf/1606.04155.pdf
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performs the classification task. The goal is to maximise both the generator scores and the accuracy of the 

extractor predictions.

To assess how well this system works, one of the training datasets the researchers used was a set of around 

1,500 reviews from a website devoted to beer. A thousand or so of these reviews had been annotated 

by hand to indicate the correspondence between particular sentences and reviewer scores (from 1-5) for 

appearance, smell and palate. If the generator/extractor neural network managed to pinpoint the same 

sentences and correlate them with the same reviewer ratings, then it would be exercising human-like 

judgement.

The results were impressive, with the neural network showing high levels of agreement with the human 

annotators on appearance (96.3%) and smell (95.1%), although it was slightly less sure-footed on the tougher 

concept of palate (80.2%).

According to MIT the researchers have applied their rationale-extraction method to medical data, both text-

based (pathology reports on breast biopsies) and image-based (mammograms), although no published report 

on this work is available yet.

A helping human hand
These are encouraging developments, but what to do if a current AI system can’t be trusted to make 

important decisions on its own? 

Nuance’s Nils Lenke outlines the options: “The first thing you need for more specific cases is a confidence 

measure, so not only do you get a result from the neural network, but you also get an understanding of how 

confident it is that it has the right result. That can help you make decisions—do you need additional evidence, 

do you need a human being to look into the result, can you take it at face value?”

“Then you need to look at the tasks at hand,” Lenke continues. “For some, it’s not really critical if you don’t 

fully understand what happens, or even if the network is wrong. A system that suggests music, for example: 

all that can go wrong is, you listen to boring piece of music. But with applications like enterprise customer 

A human-assisted virtual 
assistant (HAVA) deployed 
in an enterprise customer 
service application.  
(Image: Nuance)

http://news.mit.edu/2016/making-computers-explain-themselves-machine-learning-1028
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service, where transactions are involved, or computer-assisted clinical documentation improvement, what we 

typically do there is, we don’t put the AI in isolation, but we have it co-work with a human being.”

“In the customer-care arena we call that HAVA, or the Human-Assisted Virtual Assistant,” explains Lenke. 

“The interesting thing here is, we have something called ‘passage retrieval’: say the customer asks a question, 

either via speech recognition or typed input from a chat or web interface; then the virtual assistant goes 

through its facts and data—which may be a collection of manuals and documents provided by the company—

and finds relevant passages, which it presents to the human agent, who makes the final call. It’s more efficient, 

because the AI presents the relevant information to him or her.”

“I think you can see from Microsoft’s experience with its chat bot that putting the AI in a mode where it’s not 

supervised may bear risks,” Lenke adds. “That’s why we believe this curated way, where a human looks at the 

material and has the final call, is the right way to do it for critical applications.”

Ethics and AI
Many people—including Stephen Hawking, Elon Musk and leading AI researchers—have expressed concerns 

about how AI might develop, leading to the creation of organisations like Open AI and Partnership on AI aimed 

at avoiding potential pitfalls.

The goal of Open AI, founded in December 2015 and co-chaired by Elon Musk and Sam Altman, is “to 

advance digital intelligence in the way that is most likely to benefit humanity as a whole, unconstrained by a 

need to generate financial return.”

Partnership on AI—announced in September 2016 with founding members Amazon, Facebook, Google, IBM 

and Microsoft—seeks to support research and recommend best practices, advance public understanding and 

awareness of AI, and create an open platform for discussion and engagement. 

Most recently, Carnegie Mellon University announced a $10 million gift from a leading law firm (K&L Gates) to 

study ethical and policy issues surrounding artificial intelligence and other computing technologies.

A perfect example of why the ethics of AI need monitoring came in a recent paper entitled Automated 

Inference on Criminality using Face Images by two researchers from Shanghai Jiao Tong University. In a 

disturbing echo of long-discredited attempts to correlate physiognomy with the propensity for criminality, 

Xiaolin Wu and Xi Zhang built four classifiers—including a convolutional neural network—using “facial 

images of 1,856 real persons controlled for race, gender, age and facial expressions, nearly half of whom 

were convicted criminals”. The authors claim that “All four classifiers perform consistently well and produce 

evidence for the validity of automated face-induced inference on criminality, despite the historical controversy 

surrounding the topic”, adding that they found “some discriminating structural features for predicting 

criminality, such as lip curvature, eye inner corner distance, and the so-called nose-mouth angle.”

http://www.zdnet.com/article/microsofts-tay-ai-chatbot-goes-offline-after-being-taught-to-be-a-racist/
https://en.wikipedia.org/wiki/Open_Letter_on_Artificial_Intelligence
https://openai.com/
https://www.partnershiponai.org/
http://www.cmu.edu/news/stories/archives/2016/november/gift.html
http://www.klgates.com/
https://arxiv.org/pdf/1611.04135v1.pdf
https://arxiv.org/pdf/1611.04135v1.pdf
https://en.wikipedia.org/wiki/Shanghai_Jiao_Tong_University
https://en.wikipedia.org/wiki/Cesare_Lombroso
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This paper is on the arXiv pre-print server and has not been peer-reviewed, but, speaking to the BBC, Susan 

McVie, Professor of Quantitative Criminology at the University of Edinburgh, noted that “What this research 

may be picking up on is stereotypes that lead to people being picked up by the criminal justice system, rather 

than the likelihood of somebody offending...There is no theoretical reason that the way somebody looks 

should make them a criminal.”

Any AI-driven resurgence of the idea that criminality can be inferred from facial images would be particularly 

unhelpful, given the current political climate on both sides of the Atlantic.

AI implementation in the enterprise
AI is clearly a developing field, but that hasn’t stopped organisations forging ahead and implementing it—

even if they’re often not fully aware they have done so. In July this year, Narrative Science, which develops 

advanced natural-language-generation (NLG) systems, presented the results of a survey of 235 business 

executives covering the deployment of AI-powered applications within their organisations. Headline findings 

from Outlook on Artificial Intelligence in the Enterprise 2016 were: 

AI adoption is imminent, despite marketplace confusion: although only 38 percent of the survey group con-

firmed they were using AI, 88 percent of the remainder actually did use AI technologies such as predictive 

analytics, automated written reporting and communications, and voice recognition/response.

Predictive analytics is dominating the enterprise: 58 percent of respondents used data mining, statistics, 

modelling and machine learning to analyse current data and make predictions; in second place, at about 25 

percent, was automated written reporting and/or communications and voice recognition/response.

The shortage of data science talent continues to affect organisations: 59 percent of respondents named 

‘shortage of data science talent’ as the primary barrier to realising value from their big data technologies. 

Almost all of the respondents (95%) who indicated they were skilled at using big data to solve business 

problems or generate insights also used AI technologies.

Companies that generate the most value from their technology investments make innovation a priority: 61 

percent of respondents who had an innovation strategy used AI to identify opportunities in data that would be 

otherwise missed, compared to only 22 percent of respondents without such a strategy.

There are certainly more companies involved in AI than ever before, and also an emerging ‘technology stack’, 

as the recent landscape infographic from Bloomberg Beta (page 10) makes clear.

In their analysis, Bloomberg Beta’s Shivon Zilis and James Cham note that the version 3.0 landscape contains 

a third more companies than the first one two years ago, and that “it feels even more futile to try to be 

comprehensive, since this just scratches the surface of all of the activity out there.” This is to be expected in 

a technology area that’s racing to the peak of the hype cycle, and there will be plenty more startups and M&A 

activity as the market matures. But which AI startups will prosper? According to the Bloomberg Beta authors, 

“Companies we see successfully entering a long-term trajectory can package their technology as a new 

problem-specific application for enterprise or simply transform an industry themselves as a new entrant.”

https://arxiv.org/
http://www.bbc.com/news/technology-38092196
https://www.narrativescience.com/press-release-outlook-on-ai-2016
https://github.com/Bloomberg-Beta/Manual
https://www.oreilly.com/ideas/the-current-state-of-machine-intelligence-3-0
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Outlook
In the near term, how is AI likely to progress?

“There will be more variants of neural networks, and people will pay more attention to what actually happens 

during the processing,” says Nuance’s Nils Lenke. “You’ll want to visualise what happens on the layers and 

how they engage with the data, and make it more transparent which piece of the evidence led to which 

decision, so that the network not only produces a result, but also points out the evidence and the reasoning 

process.”

Lenke also emphasises that AI does not always mean neural networks: “We also do AI based on knowledge 

representation and rule-based systems, and for some critical things it may be better to go with rule-based 

systems where you’re in full control of which rules are there and which are not there. You can have that in your 

toolbox for things where it makes sense, where rules can easily be codified by a human.”

AI is becoming relatively straightforward to implement, with data, algorithms and computing resources all 

increasingly available. But there’s always the human factor to consider: humans can ask the wrong questions, 

use flawed training data, and accept output from algorithms without inquiring into its provenance.

Should we fear superintelligent AI? Maybe, in due course. But more pressingly, we should pay attention 

to what people might do with today’s AI technology. Or as Bloomberg Beta’s Zilis and Cham put it: “In the 

next few years, the danger here isn’t what we see in dystopian sci-fi movies. The real danger of machine 

intelligence is that executives will make bad decisions about what machine intelligence capabilities to build.”

Image: Bloomberg Beta
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Infographic: 50% of companies plan to use AI 
soon, but haven’t worked out the details yet
By Amy Talbott

In a recent survey by Tech Pro Research, only 28% of respondents, most of whom were in IT leadership 

positions, said they have firsthand experience with AI or machine learning. However, if the survey results hold 

true, the majority of respondents will be using the technologies at work in the next few years. 

Another interesting findings from this survey was that while 42% of respondents said their technical staff lacks 

the skills to implement and support AI and machine learning, 41% said all the work in this area would be done 

in house. Thirty-nine percent of respondents said their companies were also still working on selecting AI and 

machine learning vendors. 

More findings from the 

survey are contained in 

the infographic. To get 

all the data and analysis, 

download the full report, 

AI and machine learning 

in the enterprise: Uses, 

organizational readiness 

and vendor choices.

Image: Eric Underwood

http://www.techproresearch.com/downloads/research-companies-lack-skills-to-implement-and-support-ai-and-machine-learning/
http://www.techproresearch.com/downloads/research-companies-lack-skills-to-implement-and-support-ai-and-machine-learning/
http://www.techproresearch.com/downloads/research-companies-lack-skills-to-implement-and-support-ai-and-machine-learning/
http://www.techproresearch.com/downloads/research-companies-lack-skills-to-implement-and-support-ai-and-machine-learning/
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Should Amazon be your AI and 
machine learning platform?
By Hope Reese

Does your business want to become 

successful at facial recognition? Image 

tagging? Translation? As the rise of 

cloud computing has enabled faster and 

cheaper data processing, businesses are 

racing to harness the power of artificial 

intelligence—via machine learning—to 

understand data. But with Amazon, 

Google, Microsoft, IBM, and others 

offering similarly-priced machine learning 

platforms for the enterprise, it’s often 

difficult to know where to begin.

Here’s a comprehensive look at Amazon’s platform as one option for your company.

Amazon Machine Learning (AML) offers companies an easy, highly-scalable on-ramp for interpreting data. 

Under the umbrella of Amazon Web Services (AWS), launched in 2006, AML offers visual aids and easy-to-

access analytics to make machine learning accessible to developers without a data science background, 

using the same technology fueling Amazon’s internal algorithms. It requires little in terms of hardware or 

software investment, and has a pay-as-you-go model. The aim is to help businesses build machine learning 

models without having to create the code themselves. 

Once the models are in place, you can use AML to “obtain predictions for your application using simple APIs, 

without having to implement custom prediction generation code, or manage any infrastructure,” according to 

Amazon. The platform can “generate billions of predictions daily and serve those predictions in real-time and at 

high throughput,” the company said.

On Wednesday, AWS made some big announcements regarding its cloud offerings, at its annual conference, 

re:Invent. It is offering three new AI services: Amazon Rekognition, which can perform image recognition, 

categorization, and facial analysis; Amazon Polly, a deep-learning-driven text-to-speech (TTS) service; and 

Amazon Lex, a natural language and speech recognition program. 

Swaminathan Sivasubramanian, general manager for AWS, said he wants “developers to build a new class 

of applications” that can see, hear, and help them build. “My goal is to bring machine learning to every AWS 

developer,” he said. 

Image: ZDNet

http://www.zdnet.com/article/machine-learning-face-off-microsoft-uses-band-to-show-what-its-watson-rival-is-capable-of/
https://aws.amazon.com/machine-learning/
http://www.techrepublic.com/article/amazon-goes-all-in-on-ai-and-big-data-at-aws-reinvent-2016/
https://aws.amazon.com/rekognition/
https://aws.amazon.com/polly/
https://aws.amazon.com/lex/
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Another part of Amazon’s mission, said Sivasubramanian, is to “help customers put intelligence at the heart of 

every application and business.”

The philosophy for Amazon AI is “high quality, best-in-class deep learning systems with deep functionality,” 

Sivasubramanian added; he also noted the importance of Amazon’s AI platform and services integrating well 

with other AWS products.

Sundown AI, a tech company that helps businesses offer customer service via an AI platform called Chloe, 

uses AML for business operations. Sundown AI works with businesses in 20 countries, mostly in e-commerce. 

The setup, said CEO Fabio Cardenas, was relatively easy: “We chose Amazon because we already had 

features deployed in AWS, and thus interoperability was easier to achieve.” And, although it’s not open source, 

Cardenas pointed out that “some services provide free tiers that could be used for testing or to create basic 

scenarios.”

Cardenas noted that AWS was behind other competitors at one point, but said “it’s Amazon, and we knew 

they would catch up.” He sees the competition as positive, in terms of increasing the quality of the offerings 

and keeping prices low. AML’s price structure, he said, is “based on computing power per hour used, and 

depending on the service other fees might apply. Data transfer in or out of the cloud is also a factor for 

calculating costs.”

Enterprises “wake up” to machine learning
Alexander Linden, research vice president at Gartner focusing on data science and machine learning, offered 

some insight into assessing available machine learning platforms. Everybody this year is “waking up,” he said, 

and saying, “Oh, we’re becoming a machine learning company!”

The good thing, said Linden, is that today, “you can trial those systems for almost nothing. I think 1,000 image 

extractions or classifications cost you something like 10 cents, which is, of course, absolute peanuts.” Instead 

of purchasing something like an image recognition application, which could cost up to a quarter of a million 

dollars, you can “just fork over the data to Google or Amazon and get it sourced there,” he said.

In terms of broad aims for these tech giants, when it comes to their machine learning offerings, Linden said 

they “definitely” have different goals: Microsoft has a significantly broader offering than anybody else, he said, 

while Amazon primarily targets software developers—not the corporate data scientists. “I don’t see Amazon 

playing a role in a banking context, insurance context, retail context, or government context,” Linden added.

Linden pointed out some considerations to keep in mind when evaluating Amazon’s machine learning 

platform. First, there’s a difference between Amazon’s platform and the “pre-baked, ready-made, machine 

learning API,” he said. Although it’s difficult to stack the companies against each other, Linden’s opinion is that 

“Amazon is not fully up to speed against Google. I would think Google or Microsoft are probably the cutting-

edge folks—then Amazon would be third, and IBM.”

http://www.sundown.ai/home/
http://www.gartner.com/analyst/12496/Alexander-Linden
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On the other hand, he said, enterprises must sometimes create their own machine learning models, using 

internal data. “If you think about failure prediction, if you think about customer, database marketing,” said 

Linden, “that’s a complete different area. There, Amazon is a distant fourth. It’s nowhere on the agenda.”

Still, if your business has been using Amazon for a while, and would like to get things done quickly, “Amazon is 

fine,” he said. “It’s definitely good enough to solve many different problems. But if you really want to be cutting 

edge, then I have never seen anybody actually doing anything with Amazon.”

Amazon’s current offerings are “rudimentary,” Linden said. “It works, and it’s good enough, but it pales in 

comparison to what Microsoft does.” To be fair, he added, Google’s product is also “rudimentary,” and he 

would “put them almost in the same ballpark when it comes to making your own machine learning solutions.” 

However, “when it comes to utilizing existing machine learning solutions that Google has created, Google has 

a clear edge over Amazon,” said Linden.

Still, Amazon’s machine learning platform should be taken seriously. “AWS has far better traction in all kinds of 

other cloud services, which will likely outweigh its deficiencies in the machine learning space,” said Linden.

“And we are still early in machine learning and AI,” he added. “Let’s not forget that.”
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Should IBM be your AI and machine 
learning platform?
By Connor Forrest

Of all the tech giants throwing their weight behind artificial intelligence (AI) and machine learning, few 

receive the kind of attention garnered by IBM. After its seminal Jeopardy win in 2011, IBM Watson became 

synonymous with technologies such as cognitive computing and AI.

Upon losing to Watson, former Jeopardy champion Ken Jennings famously wrote “I, for one, welcome our 

new computer overlords” under one of his responses. All of a sudden, Watson was a household name, igniting 

conversations about what could be accomplished with AI.

While Watson is a major part of IBM’s approach to AI solutions, it’s only a piece of the puzzle. Here’s a deeper 

look at the bigger picture, so businesses can determine if IBM is the right AI vendor for their needs.

The history
IBM Research, the company’s research division, dates back to 1945, when it opened the Watson Scientific 

Computing Laboratory at Columbia University. IBM’s work in AI began in the 1950s, according to its website. 

Around that time, an IBM employee named Arthur Samuel wrote a self-learning program for playing checkers, 

and would later be recognized as a pioneer in AI and machine learning.

IBM CEO Ginni Rometty and IBM Watson Group senior VP Mike Rhodin (Image: IBM)

http://www.techrepublic.com/article/ibm-watson-the-inside-story-of-how-the-jeopardy-winning-supercomputer-was-born-and-what-it-wants-to-do-next/
http://researcher.ibm.com/researcher/view_group.php?id=135
http://www.aaai.org/ojs/index.php/aimagazine/article/viewFile/840/758
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In the 1970s, IBM built its first robot, and advanced its work in the field in the 1980s with the IBM RS 1. In 

the 1990s, IBM Researcher Gerry Tesauro used reinforcement learning (RL) to create a self-learning game 

of backgammon. Then, in 1997, IBM’s Deep Blue computer famously beat World Chess Champion Garry 

Kasparov at chess.

The company’s development of actual AI products began more recently. Mike Gualtieri, of Forrester Research, 

said that IBM’s journey toward AI solutions began in 2009, when it acquired two companies: ILOG and SPSS. 

ILOG is a business rules engine, Gualtieri said, which used to be called an expert system, while SPSS provides 

advanced analytics. Both of these purchases helped jumpstart IBM’s work on AI solutions for businesses.

Today, IBM’s AI initiatives are centered around the Watson platform. IBM has Watson solutions for analytics 

and machine learning, data search and discovery, and conversation tools like chat bots.

The vision
IBM views AI as “augmented intelligence,” said Guru Banavar, vice president and chief science officer for 

cognitive computing at IBM Research. To take that concept a little further, 451 Research analyst Nick Patience 

explained augmented intelligence as “AI—and machine learning in particular—acting as a force multiplier for 

humans.”

Currently, Banavar said, there are “thousands” of engineers working on the Watson platform. On a high 

level, the team is split into two very distinctive camps. One on end of the spectrum is a group working on 

“very concrete, commercial development and deployment,” which happens usually on a weekly, monthly, or 

quarterly basis.

“Then, at the other end of the spectrum, we have teams of people that are working on advanced new 

technologies—some of which are being invented—all the way up to mathematicians who are developing the 

underlying techniques for them,” Banavar said.

After Watson won Jeopardy, Banavar said the team at IBM was focused on building custom systems for 

specific clients or industry niches. However, they recently had to make a conscious strategic decision to move 

away from that model to focus on APIs.

Banavar said that IBM realized it wouldn’t be possible to build out all of the applications they wanted to with 

their existing strategy. So, they turned some of their capabilities into a platform with open APIs, “in order to 

attract and nurture a larger ecosystem of developers that can build many applications that IBM cannot build by 

ourselves,” Banavar said.

Those APIs are being put to use in areas like retail, finance, law, and even fantasy football. But healthcare is 

one of the primary focuses for Watson solutions.

“I could see a vision where every hospital, every clinical group, had this Watson service. It becomes as 

essential as an X-ray, as essential as an MRI,” Gualtieri said. “So, I think that’s their vision. They’re putting a lot 

against that.”

https://www-03.ibm.com/ibm/history/exhibits/robotics/robotics_5.html
https://en.wikipedia.org/wiki/Deep_Blue_%28chess_computer%29
https://www.forrester.com/Mike-Gualtieri
http://researcher.watson.ibm.com/researcher/view.php?person=us-banavar
https://451research.com/analyst-team/analyst/Nick+Patience
http://www.zdnet.com/article/ibm-watson-what-are-companies-using-it-for/
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Strengths
To understand whether or not IBM would be a good fit for your 

organization, you must weigh your company’s needs against 

IBM’s strengths. On the technical side of things, Banavar said, 

these strengths start with Watson’s language capabilities.

“Watson has image processing capabilities, speech processing 

capabilities, regular numerical data analytics capabilities across 

the board—we have the entire spectrum,” Banavar said. “But, 

if you ask me what is a really unique, and probably the most 

advanced, capability in Watson, it is language processing.”

When it comes to business, IBM’s AI strength comes from three 

key elements: IBM Research, its acquisition prowess, and its 

consultants.

IBM Research may not always produce a breakthrough, but it 

does give the company a distinctive edge, said Gualtieri. “The 

advantage of that is that the largest companies in the world—who 

IBM wants to sell to—want that edge,” he added.

The ability to acquire the right companies to broaden its portfolio of offerings is a key differentiator for IBM. 

Banavar noted that the company has also been leveraging open-source libraries and toolkits to make use of 

new techniques in neural networking, word embedding, and more.

In addition to its research prowess and acquisition budget, IBM has a large network of consultants. According 

to Patience, that is key, “because a lot of the early machine learning opportunities involve taking enabling 

technologies such as machine learning algorithms and turning them into enhanced business processes and 

applications; something IBM understands well.”

Challenges
One of the biggest challenges facing IBM is managing the expectations that come from terms like cognitive 

computing and AI. This is further compounded by the public-facing nature of Watson, especially in the wake of 

its Jeopardy win, and confusion around the capabilities of AI as well.

“Everyone thinks that we’re on the verge of Star Trek, like next week,” Gualtieri said. So, IBM must have a 

grand and transformative vision about the future of AI, but they also have to keep the expectations in check so 

customers don’t regret moving forward, Gualtieri noted.
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On the question of safety and ethics, many would share Gualtieri’s view that the technology “is not even close 

to getting to the point where ethical issues are really a serious concern.” However, Banavar said that ethical 

challenges are still something the IBM team must consider.

The first crucial issue that must be addressed, Banavar said, is the idea of explainability. If a doctor or financial 

advisor uses Watson to make a decision, for example, they must be able to understand why Watson chose a 

particular solution or set of options.

The other ethical consideration is bias. With machine learning systems, the models are built with training 

data—but the data has to faithfully represent what you’re trying to model, or it could be biased, Banavar said. 

Because of that, selecting the proper training data set is an ethical decision of the utmost importance. This is 

made even more important by how broad a potential impact Banavar sees for AI technologies.

“At the end of the day, I do think that cognitive computing is necessary for us to solve the world’s big 

problems,” Banavar said.

http://www.techrepublic.com/article/bias-in-machine-learning-and-how-to-stop-it/
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Should Microsoft be your AI and 
machine learning platform?
By Nick Heath

Microsoft CEO Satya Nadella keeps saying that Microsoft’s Azure cloud platform makes it easier for firms to 

exploit machine learning (ML). But how far is this marketing message borne out by the services available on 

Azure?

Azure’s suite of machine-learning offerings is fairly comprehensive, targeting everything from companies 

seeking simple, on-demand services through to those looking to train their own models using in-house data 

scientists.

Every platform-as-a-service (PaaS) machine learning-related product and service that Microsoft offers is part 

of the Cortana Intelligence Suite. This bundles Microsoft’s analytics and ML-focused offerings with Microsoft 

cloud-based data stores, capable of holding the vast amount of data needed to train machine learning mod-

els. Other services transform data to prepare it for analysis, while others help to display the results clearly. 

Azure’s suite of machine learning services is easier for businesses to get grips with than offerings on some 

competing cloud platforms says Peter Chapman, head of capability at Rolls Royce, which makes use of 

various Azure machine learning services.

“Microsoft is more targeted at enterprise and platform-as-a-service, which suits our goals better,” he said, 

stressing the suite’s simplicity compared with Amazon Web Service’s (AWS) more DIY infrastructure-focused 

offerings.

Image: Microsoft

http://www.techrepublic.com/article/microsofts-satya-nadella-on-how-the-cloud-will-bring-machine-learning-to-the-masses/
https://azure.microsoft.com/en-gb/suites/cortana-intelligence-suite/
http://www.rolls-royce.com/
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For those businesses wanting to roll their own analytics and 

machine-learning platform, the Cortana Intelligence Suite includes 

HDInsight, a managed version of the Hadoop big data platform, 

which includes a variety of software for processing and storing 

data at scale, as well as allowing automated provisioning of 

clusters via PowerShell. Data can be held externally using services 

such as Azure Data Lake Store, which offers high-performance 

storage based on the Hadoop Distributed File System (HDFS) 

standard. Pricing is linked to the number and type of nodes.

Firms that want less responsibility for managing the underlying 

infrastructure can use Azure Data Lake Analytics, which is 

designed to run analytical jobs at very large scale—over exabytes 

of data if necessary—and automatically takes care of the 

management and provision of underlying clusters. Data Lake Analytics is optimized to process data in Azure’s 

Data Lake Store, but can also process data held in Azure’s Blob Storage, SQL Database and SQL Data 

Warehouse. Pricing is based on how many analytical units are used and the number of jobs completed.

Real-time data processing can be carried out using Azure Stream Analytics, which can query data as it’s 

collected using an SQL-like language or feed it into machine learning models for analysis.

Routing data where it needs to go is a task for Azure Data Factory: this service builds data-processing 

pipelines that can pipe data through services, transforming it in transit and interacting with other Azure 

services—triggering the creation of HDInsight clusters on demand, for example.

Helping simplify the process for firms building their own machine learning model is Azure Machine Learning. 

Launched in 2014, this managed data science platform provides many of the components needed to build 

machine learning models. The bundled Azure Machine Learning Studio offers a graphical tool that lets users 

link together pre-built modules that handle each stage of training for machine-learning models. Users can 

drag and drop modules that link to datasets, pre-process data, run machine-learning algorithms and refine 

machine learning models. The platform allows users to build their own modules written in R or Python code. 

Once trained, models can be published as web services, which can be linked to by applications and respond 

to requests on-demand or during batch processing.

Firms requiring in-house data scientists to write their own analytics scripts using the statistical programming 

language R can use Microsoft DeployR to more easily integrate these models into applications. DeployR 

provides a framework for exposing these R analytics models as web services.

Making the output of these machine learning and other analytics models easier to digest is Power BI, which 

can take data from various Azure, third-party services and on-premise sources and present them in dash-

boards and other visualizations, including user-created offerings.
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https://azure.microsoft.com/en-gb/services/stream-analytics/
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Organizations that don’t want to do any of the work training up machine learning models themselves can use 

Azure Cognitive Services, which offers a suite of on-demand web services offering speech, vision, natural 

language and knowledge processing that can be built into applications and bots. Most of these services are 

billed per 1,000 API calls.

Finally the Microsoft Bot Framework packages up services for building a chatbot, including the relevant speech 

and language recognition APIs from Cognitive Services, plus services for hosting and deploying bots and for 

communicating via messaging platforms such as Skype, WhatsApp and Facebook Messenger.

R&D heritage
Microsoft has built up the expertise that underpins these services over the course of many years, according to 

Herain Oberoi, senior director for product management for Cloud and Enterprise at the software giant.

“Machine learning is core to Microsoft’s DNA and it has been for a long time, out of necessity because of what 

we had to do with our consumer businesses,” said Oberoi, referencing the research that went into developing 

the Bing search engine, recommendations in Microsoft’s Xbox games console, the visual recognition systems 

in the Xbox Kinect and translation engines in the communication platform Skype.

That level of investment continues to build, and in September this year Microsoft announced the formation 

of the AI and Research Group, led by Harry Shum, a longstanding AI researcher at Microsoft who helped 

developed the Bing search engine.

The cloud-based machine-learning marketplace is increasingly crowded, with competing services from the 

likes of Google, IBM and Hewlett Packard Enterprise. Mike Gualtieri, VP at analyst house Forrester, said that 

while Microsoft offered simpler tools for firms building their own machine-learning models, the quality of the 

firm’s on-demand, pre-trained speech, vision and language recognition services would likely be less effective 

than Google’s because of the search giant’s access to huge amounts of training data.

For Rolls Royce’s Chapman, part of the appeal of the Azure-based offering is that the cloud platform allows 

data to be kept in any one of 30 different regions where Azure is available worldwide: “Microsoft’s regional 

strategy for cloud works well for our business needs, for data protection and data privacy, being able to have 

clear country boundaries,” he said.

Rolls Royce uses the Cortana Intelligence Suite’s HDInsights capabilities to aggregate data from a large 

number of sources, as well as the Azure Machine Learning platform and the Data Factory processing pipeline, 

which together power services that predict fuel consumption and maintenance requirements of its airplane 

engines.

The firm is one of many customers from a wide range of industries that use Cortana Intelligence Suite services: 

including German elevator multi-national ThyssenKrupp, online transport network Uber, Carnegie Mellon 

University, soccer giant Real Madrid and American football’s NFL.

https://azure.microsoft.com/en-gb/services/cognitive-services/
https://dev.botframework.com/
https://news.microsoft.com/2016/09/29/microsoft-expands-artificial-intelligence-ai-efforts-with-creation-of-new-microsoft-ai-and-research-group/#sm.0000zdf9shgrdehnvma1ae22i8cr7
https://www.forrester.com/Mike-Gualtieri
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As with any service, there are drawbacks to Cortana Intelligence Suite—in particular, the fast pace at which 

new services come online on the Azure cloud platform.

“This is not unique to Microsoft. Clearly things are maturing fast, so there’s a rapid change of technology and 

what we’ve found is that some of the services are maturing at different rates to each other,” said Rolls Royce’s 

Chapman.

“While they’ve each got their own individual roadmaps, they might not have their roadmaps completely aligned 

to our use case, and our job is to try to knit these things together. We’re often facing decisions on should we 

use this technology now, when in two months time something else is coming along that perhaps is going to be 

better suited,” he added.

Ultimately, Forrester’s Gualtieri predicts that Azure-based machine learning services will be continue to be a 

central pillar of Microsoft’s ongoing reinvention as a cloud-first company.

“Microsoft understands that, in future, applications are going to have this intelligence and so strategically they 

have to be able to play there. This is not a casual investment, it’s a hardcore investment.”
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Should Google be your AI and 
machine learning platform?
By Natalie Gagliordi

In a little less than 20 years, Google has 

evolved from a search engine experiment 

at Stanford University to a technology 

behemoth that’s synonymous with the 

discovery of information.

Many of Google’s core services straddle 

the business and consumer worlds, 

and as such serve as the backdrop for 

many of the menial, digital tasks we 

execute on a daily basis. But despite 

its relative ubiquity, there are still pivotal 

areas in tech where Google faces fierce 

competition.

Machine learning, the concept of training large-scale AI networks to teach and improve themselves over 

time, is one such area. There’s an arms race among public cloud providers to build the best machine learning 

capabilities for enterprises interested in creating their own intelligent applications. Here’s a look at what Google 

brings to the table.

The backstory
“Machine learning has been infused into Google products and services for over a decade,” said Rob Craft, 

Google Cloud’s product lead for Cloud Machine Learning. “Google first began to use machine learning by 

applying it to our products that serve billions of users.”

Craft said Google’s dive into AI and machine learning began as a matter of necessity after the company 

reached a scalability high mark with its original rules-based programming system. It was then that Google 

shifted to a learning system that would expand the boundaries of its entire platform.

“Rules are fragile. We built a great business using rules, but at some point we couldn’t use it anymore,” 

Craft said, pointing out that two of Google’s legacy products—Search and Maps—were among the earliest 

beneficiaries of Google’s machine learning advances.

Today machine learning touches nearly every Google product. For instance, the Google app uses speech 

recognition and natural language processing to understand speech in 55 languages; Google Search uses 

RankBrain, a ranking signal that uses deep learning to improve results; and Google Photos taps into the 

company’s latest image recognition system.

Image: Google

https://www.google.com/
http://searchengineland.com/library/google/google-rankbrain
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Internally, the push into machine learning prompted the formation of dedicated teams that are actively using 

the technology to improve Google’s consumer products, cloud platform, and Google’s own business.

Google Cloud, Google’s enterprise division headed up by Diane Greene, employs dedicated engineering and 

product teams to create and build machine learning tools and services, Craft said. More recently, Google 

announced the creation of a new machine learning team—helmed by Fei-Fei Li, formerly the director of AI at 

Stanford, and Jia Li, who was previously head of research at Snap, Inc—as part of an effort to unify some of 

the disparate machine learning work across Google’s cloud.

Products
Google’s machine learning portfolio includes a range of cloud services and tools. In 2015, Google helped 

accelerate adoption of its services by open-sourcing its proprietary machine-learning library TensorFlow. Craft 

said TensorFlow is now the most popular machine learning on the software repository GitHub, with contribu-

tions coming from mostly outside Google.

As a follow up, Google Cloud Platform released a dedicated set 

of machine learning APIs based on Google created pre-trained 

machine learning models, which Craft said are meant to give 

developers access to high-quality cognitive services. The API set 

includes the Translation, Cloud Vision, Natural Language, Speech 

and Jobs APIs.

Cloud Machine Learning is Google’s fully managed service that lets 

users create neural network and algorithm models and also run 

predictions at scale without worrying about the infrastructure. The 

service utilizes several of Google Cloud’s data analytic tools such 

as BigQuery, DataFlow, and Datalab.

Google is also leveraging machine learning to power its own infrastructure that’s used by Google Cloud users.

“For example, in our data centers, we’re using machine learning to reduce the amount of electricity needed for 

cooling by 40 percent,” Craft said. “This results in cost benefits to our users, as well as a greener planet.”

One of the more prominent enterprises using Google’s machine learning platform is Evernote. The note-taking 

service announced it was moving its infrastructure to the Google Cloud Platform in September and, accord-

ing to CTO Anirban Kundu, the results have exceeded expectations. Kundu said that Evernote is now using 

Google’s speech-to-text service, Translate API, Google Natural Language API and managed machine learning.

“The power of machine learning and AI is that it will help Evernote users not only to remember everything but 

also to turn those ideas into actions, to actually help them think,” Kundu said.

“The power of 

machine learning and 

AI is that it will help 

Evernote users not 

only to remember 

everything but also to 

turn those ideas into 

actions, to actually 

help them think.” 

—Anirban Kundu

http://www.zdnet.com/article/google-rebrands-enterprise-business-as-google-cloud/
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Challenges and ethics
While most machine-learning vendors will cite technical hurdles 

related to development of AI and machine learning systems, Craft 

noted a more nuanced challenge Google experienced.

In the case of Google’s search team, Craft said there was a short 

learning curve when the team figured out that learning systems could 

be used to improve search functionality with just a few months of 

work.

“The difficulty was convincing the team to take consultations with a 

machine learning expert—it was a culture aspect,” Craft said. “The 

technology alone was one part. But search was the marquee service of Google, there was a culture there.”

In terms of ethical challenges, Google is among the more prominent voices pushing for AI safety research and 

conversations surrounding ethics. Most recently, Google announced a partnership with Amazon, Facebook, 

IBM and Microsoft to advance public knowledge of AI and formulate best practices. The tech giant also 

released new research on AI Safety in collaboration with OpenAI, Stanford, and Berkeley.

“We believe AI will be overwhelmingly beneficial—we already see how machine learning is improving people’s 

lives. We want to ensure machine learning is useful and helpful for everyone and we’ll continue to do more 

research,” Craft said. “This is an important aspect as the industry collectively develops technology in a respon-

sible manner.”

Advantages and vision
According to Craft, the strengths of Google’s machine learning platform can be broken down into two main 

categories: Building the broader research community around machine learning and democratizing machine 

learning tools and services for businesses.

“Google is heavily invested in growing the research community around machine learning and technology,” 

Craft said. “Fostering a broader community around machine learning will accelerate overall adoption and 

breakthroughs in its potential to change the world.”

This open-source strategy is closely related to Google’s decision to use its public cloud infrastructure for 

machine learning, which has helped drive down costs and requirements for infrastructure expertise while also 

boosting accessibility.

“By using the public cloud, this allows us to offer the latest services and advancements in technology for our 

users such as fluidly adding improvements to our existing offerings, spinning up new services at a faster rate, 

and supporting with the necessary infrastructure at no additional cost to our users,” Craft said.

Looking ahead, 

Google’s vision for 

machine learning 

and AI is focused on 

the positive societal 

and economical 

changes that will 

come with its 

pervasiveness.

http://www.zdnet.com/article/google-announces-tools-to-democratize-machine-learning/
http://www.zdnet.com/article/google-announces-tools-to-democratize-machine-learning/
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Another way to look at Google’s machine learning prowess is to consider the tremendous amount of data and 

compute power at its disposal.

“Data and compute infrastructure are the makings of machine learning and AI,” said Alexander Linden, 

research VP for machine learning and data science at Gartner. “They are the essence that brings Google at the 

forefront there.”

Looking ahead, Google’s vision for machine learning and AI is focused on the positive societal and economical 

changes that will come with its pervasiveness.

“Machine learning is going to drive the next wave in cloud computing,” said Craft. “We foresee a future where 

machine learning delivers benefits across many different industries. The next step is to create deeper and 

customized machine learning models for specific industry use-cases, and we anticipate to continue to build 

our portfolio and services for everyone.”

http://www.gartner.com/analyst/12496/Alexander-Linden
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Should Baidu be your AI and machine 
learning platform?
By Teena Hammond

Baidu, often called the “Google of China,” is rarely mentioned outside of technology circles in the US, but it’s 

a search-engine giant with 2015 revenues of $10.2 billion. The Beijing, China-based company was founded in 

2000 by Robin Li, Baidu’s chairman and CEO. Baidu stepped up its research and development investment in 

2015 to $1.6 billion, a 46% increase from 2014, with an increased focus on artificial intelligence.

“AI is very much baked into the DNA of the company. Recent 

advances of AI have accelerated our progress and the impact that 

AI can have,” said Andrew Ng, vice president and chief scientist of 

Baidu.

Ng runs Baidu Research, which handles R&D for the company 

and is based in Sunnyvale, CA. There are three research labs 

under the Baidu Research umbrella, and they focus on AI, big 

data and deep learning, Ng said. 

The AI team, which has 1,300 employees, is part of Baidu Research. Ng knows AI—he was the founding lead 

of the Google Brain team and former director of the Stanford University AI laboratory. Baidu’s AI platform is 

known as Baidu Brain and the machine learning platform, known as PaddlePaddle, is open source. Deep-

Bench is Baidu’s open source benchmarking tool for evaluating deep learning performance across platforms.

“Our AI infrastructure has enabled us to apply technologies like deep learning, image /speech recognition into 

Baidu’s business lines and many products, including our engine search service, autonomous driving, financial 

services, etc.,” Ng said.

What Baidu does right
One of the company’s strengths is its experience in deep learning and speech recognition, along with the 

“sheer quantity of data” that it has as a search engine, which it can then use for analysis, Ng said. 

“Baidu is one of a small handful of global companies that has access to [a] large quantity of data. There are 

only a few companies with access to this tremendous amount of data. The leading edge of AI today is shifting 

to high performance computing,” Ng said, explaining that Baidu was one of the first companies in the world to 

build a processor for deep learning.

Baidu is a strong player in the AI market and Forrester considers it a contender, particularly with its public 

cloud platform.
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“As a PaaS pioneer in China, Baidu Cloud has extended its application services to support more languages 

and offers most foundational infrastructure services. It also has basic container services and provides analyt-

ics services like BI and IoT services with features like device authentication. Baidu Cloud has a strong product 

roadmap in machine learning and data analytics services to optimize its big data service portfolio, and more 

other IoT services,” said Charlie Dai, a Beijing-based analyst for Forrester.

Dai said, “[In China] Baidu has been considered as one of the three most important internet companies in the 

past (BAT, Baidu Alibaba, Tencent). In the recent two to three years its business growth has lagged behind the 

other two.”

Possible downsides to Baidu
Despite the size of the company and its reputation as a leading consumer technology company in China, it’s 

relatively unknown in the US, outside of those in tech circles, and Baidu’s lack of presence outside of China 

is one of its biggest weaknesses, said Patrick Moorhead, president and principal analyst for Moor Insights & 

Strategy. 

The fact that it’s not as well known can play a negative role in getting its products to market, Dai said.

“Baidu has profound knowledge, experience and talents in machine learning area, however it requires better 

go-to-market strategy to accelerate ecosystem expansion especially in enterprise space,” Dai said.

Recently, there was negative news about Baidu, which affected its reputation in China. “Its services like search 

and map are well known and being used by the majority of Chinese users, however its brand name has been 

negatively impacted after student died following cancer treatment sourced on Baidu search and it was probed 

by the government,” Dai said.

Focus on self-driving cars
Baidu is invested in self-driving cars with its deep learning algorithm, Baidu AutoBrain. In December 2015, it 

established its Autonomous Driving Unit for research and development of self-driving automobiles. It began 

testing autonomous vehicles in January this year, and then, in October, it did an open test for the public with 

more than 200 passengers transported by a fleet of 18 all-electric driverless cars on a 3.16 kilometer route. 

The plans are to roll out fully autonomous vehicles in 2018 and mass produce them by 2021. 

Dai said, “Baidu is making substantial progress in driverless car aiming at the top level of autonomous car. The 

technology foundation of Baidu in AI is the key driving factor.”

Sometimes, Baidu starts small before investing too much into the concept. “We often launch a small project to 

explore new vertical opportunities and some of them work and some of them don’t. There are small projects 

we tried for six months to a year and we decided it wasn’t going to work so we ended the project,” Ng said.

http://www.techrepublic.com/article/baidu-lets-public-test-self-driving-cars-sets-timeline-for-launch/
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One such example occurred last year, when Baidu began exploring AI for self-driving cars and for drones. “At 

the beginning of last year we weren’t ready to make the call on whether it would be self-driving cars or drones 

that we focused on. Toward the end of last year, it became clear that we wanted to invest heavily in AI for self-

driving cars. We shifted everyone from the drone project, which was four people, to self-driving cars. Maybe 

doing the drone exploration was a mistake, but we decided we wanted to be that heavy on self-driving cars 

and not on drones, at least for now,” Ng said.

Safety and ethics are something Baidu takes seriously when it comes to machine learning and AI, because 

there is no industry that AI will not eventually touch, Ng said.

“I think that AI is a new superpower,” Ng said. “AI is the new electricity. Two hundred years ago there was 

no such thing as electricity. You couldn’t talk on phones, there was no electric lighting, you couldn’t have a 

refrigerator. About 100 years ago as we started to build out electricity we saw that transformed not just one 

industry but industry after industry. We think that AI will similarly transform industry to industry. In that sense it 

is a superpower. I think that our teams are very thoughtful about what we do and what we don’t do with AI. I 

think some of the fears about AI and killer robots are overblown.”

AI will solve some of the world’s problems. For instance, self-driving cars will save millions of lives, having 

better analysis of healthcare data will save millions of lives, and speech recognition will make people’s lives 

easier, Ng said.

Ng is optimistic about the future of AI. “All of us still have to do work that doesn’t challenge us, that isn’t our 

highest possible calling. I think that AI will relieves all of us from a lot of mental drudgery just as the industrial 

revolution relieved us from a lot of physical drudgery.”
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The five upstarts that are leading the 
AI and machine learning revolution
By Connor Forrest

In the past few years, the market for artificial intelligence (AI) and machine learning technologies has gained 

strong momentum. What’s interesting, though, is that the much of the innovation in this space is driven by 

disruptors, not legacy vendors.

These “upstarts” are companies born in the internet age or companies that have transitioned into the AI 

market, and are building out useful AI products that will likely broaden in their impact over time. Much like 

how Amazon Web Services (AWS) became the infrastructure 

provider of choice for many companies with the rise of the public 

cloud, many of these upstarts will see their products widen in 

application.

While many of these companies might have originally created 

their product for a specific use case, it’s possible that they 

will grow into platforms on which the company may build an 

additional revenue stream. Here are five upstart companies 

that are pioneering the use of AI and machine learning in their 

businesses.

1. Uber
It’s no secret that Uber considers itself more of a software and technology company than one that merely 

schedules rides. A big part of that identity is a heavy reliance on machine learning and artificial intelligence. In 

fact, Uber’s head of machine learning, Danny Lange, spoke at the Applied Artificial Intelligence Conference this 

summer.

The amount of data produced by a company like Uber is huge, and machine learning helps executives to 

leverage that data for business value. Uber isn’t extremely open about how it uses the technology, but it likely 

helps with their logistics and many other aspects of the business.

“They can mine all that data to figure out how to retain their customers, how to increase the value that the 

customers are getting, how to prevent churn,” said Kalyan Veeramachaneni, principal research scientist at 

MIT’s Institute for Data, Systems and Society.

Additionally, as 451 Research analyst Nick Patience noted, Uber’s use of machine learning will likely expand as 

it continues to invest in autonomous vehicles.
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https://www.uber.com/
http://bootstraplabs.com/artificial-intelligence/applied-ai-conference-2016/
https://lids.mit.edu/people/facultypi/kalyan-veeramachaneni
https://451research.com/analyst-team/analyst/Nick+Patience
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“That’s because autonomous vehicles require the ability to be constantly learning about their environment, be it 

the roads, people, other vehicles, the weather, etcetera,” Patience said. “This would be impossible to achieve if 

this all had to be hand-coded into the application; it can only be done with the applications learning about their 

environment themselves and adapting to it.”

2. Tesla
In MIT’s ranking of the World’s 

13 Smartest Artificial Intelligence 

Companies, electric automaker Tesla 

came in at number two, behind China’s 

Baidu. Primarily, Tesla uses machine 

learning to collect data from all of its 

cars on the road, and then uses this 

data to build better performance into 

its Autopilot feature. Tesla CEO Elon 

Musk claims that using the Autopilot 

feature reduces accidents by 50 

percent.

Much of this was detailed in a 

September blog post from Tesla, which explained how the company is now using radar as a primary control 

sensor, with cameras and additional technology as supplements. However, AI comes into play in helping the 

car more clearly understand the objects in its way.

As noted, the company collects data from the whole fleet of Tesla vehicles and uses it to improve the Autopilot 

experience. In the post, Tesla refers to this as ‘fleet learning’. This is especially useful in determining which 

perceived objects require braking, and which do not. The car collects data on how non-Autopilot Teslas are 

behaving in a certain area, and weighs that against the action it would have normally taken.

“The car computer will then silently compare when it would have braked to the driver action and upload that to 

the Tesla database,” the post said. “If several cars drive safely past a given radar object, whether Autopilot is 

turned on or off, then that object is added to the geocoded whitelist.”

3. Salesforce
Salesforce is one of the largest tech companies on this list, but it does deserve recognition. In September 

2016, Salesforce introduced its Einstein platform, which is customizable for customers and uses “machine 

learning, deep learning, predictive analytics, natural language processing and smart data discovery,” according 

to a press release.

Image: Hope Reese/TechRepublic

http://www.inc.com/lisa-calhoun/mit-ranks-the-worlds-13-smartest-artificial-intelligence-companies.html
http://www.inc.com/lisa-calhoun/mit-ranks-the-worlds-13-smartest-artificial-intelligence-companies.html
http://www.inc.com/lisa-calhoun/mit-ranks-the-worlds-13-smartest-artificial-intelligence-companies.html
http://www.inc.com/kevin-j-ryan/how-tesla-is-using-ai-to-make-self-driving-cars-smarter.html
http://www.businessinsider.com/elon-musk-says-teslas-autopilot-reduces-car-accidents-by-50-2016-4
https://www.tesla.com/en_HK/blog/upgrading-autopilot-seeing-world-radar
https://www.salesforce.com/blog/2016/09/introducing-salesforce-einstein.html
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The introduction of Einstein highlights a larger trend among tech providers who are using AI and machine 

learning to improve their existing products and services. However, the company is also using the technology to 

improve its own business.

“Salesforce is making use of customer data including emails within Salesforce, activity data from tools such as 

Chatter, as well as external sources like social media and signals from IoT devices to train its machine-learning 

models, which can in turn drive features within applications, such as predicting churn, predicting close rates 

and real-time personalized marketing,” said 451 Research’s Patience.

4. Nvidia
On the hardware side of things, Nvidia is pushing hard to be the provider of choice for AI solutions in the 

future. The company is no stranger to new tech trends, but it has recently made a strong pivot to invest heavily 

in chips made specifically for AI and machine learning applications.

To coincide with the rise of graphics processing units (GPUs) used in AI, Nvidia revealed its Tesla P100 GPU 

back in April, which reportedly cost more than $2 billion to develop. On stage at the announcement, Nvidia 

CEO CEO Jen-Hsun Huang said, “Deep Learning isn’t just a field or an app. It’s way bigger than that. So, our 

company has gone all in for it.”

A few months later, the company followed up the P100 GPU with two more chips. The Tesla P4 and Tesla P40 

both made their debut in September.

5. Ayasdi
While Ayasdi leans more toward the startup side of the spectrum, the company is making serious headway 

in developing next-gen AI platforms for the enterprise. According to Patience, the company has shifted from 

offering a toolkit of sorts to providing real business apps driven by machine learning.

“It now focuses on applications for finance and healthcare, for example Denials Management and Avoidance, 

a healthcare application designed for surfacing patterns in denial claims by analyzing attributes,” Patience said. 

“Or, Regime Forecasting and Signal Creation app, which is designed to reveal the precise drivers of returns, 

risk and liquidity in order to create better predictive models.”

http://www.theverge.com/2016/4/6/11376616/nvidia-tesla-p100-gpu-worlds-largest-chip-ai
http://venturebeat.com/2016/09/12/nvidia-debuts-two-pascal-based-tesla-chips-for-deep-learning-applications/
https://www.ayasdi.com/
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Why AI and machine learning need to 
be part of your digital transformation 
plans
By Alison DeNisco

AI and machine learning promise to not only improve the 

customer experience, but also change the way companies 

operate. For this reason, enterprises should consider 

integrating these technologies into digital transformation 

plans to stay competitive.

By 2019, 40 percent of all digital transformation initiatives will 

be supported by cognitive/AI capabilities, according to IDC. 

“The time for AI has now finally come, because of the 

technique of deep reasoning connected with the amazing 

amounts of computer power and data,” said Sanjay Srivastava, chief digital officer of Genpact. “We’re seeing 

the impact of that in our personal lives already. The opportunity now is to apply those technologies in the 

business context.” 

For example, we can now use AI for account management and customer service systems across industries. 

“The benefit isn’t just the fact that you get productivity, but the fact that you can scale very quickly,”  

Srivastava said. 

Gartner predicted that by 2018, 20 percent of business content (such as shareholder reports, legal docu-

ments, and press releases) will be authored by machines. And IDC expects that at least 20 percent of all 

workers will use automated assistance technologies by that year. 

Tools like IBM Watson “introduce machine learning to understand what human beings have a hard time 

seeing in the context of their work,” said Brian Solis, principal analyst at Altimeter. “Machine learning will allow 

companies to see things they wouldn’t otherwise, because of the cognitive bias that exists in the relationship 

between humans and the data they collect.” 

These tools can help companies learn in ways that accelerate innovation, Solis said. “AI and machine learning 

will be really helpful tools in companies getting closer to customers and objectives,” he said. If you better 

understand the context of the customer’s world, you can better help them accomplish their goals, and base 

digital transformation efforts on that information. “Use those insights to reverse-engineer new ways to apply AI 

to create value,” Solis said. 

Companies can also use AI internally to study productivity and employee engagement. “Employee experience 

is the next customer experience,” Solis said. “A lot of that is gaining insight into ways to introduce operational 

models they couldn’t see before.” 
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http://www.idc.com/getdoc.jsp?containerId=US41883016
http://www.genpact.com/
http://www.gartner.com/newsroom/id/3143718
https://www.idc.com/getdoc.jsp?containerId=prUS40553515
http://www.altimetergroup.com/about-us/our-company/our-team/brian-solis/
http://www.gartner.com/newsroom/id/3143718
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The automation factor
While some studies predict that nearly half of today’s jobs could be replaced by a robot within 20 years, 

automation can ultimately aid productivity and digital efforts, according to Marc Cecere, vice president and 

principal analyst on Forrester’s CIO role team. 

“Nearly all processes within an IT org will experience some automation,” Cecere said. Some of these will be 

replaced entirely, he said. Tasks such as backups, job scheduling, password resets are all in the process of 

being automated. 

“More insulated from automation are processes like agile development, which requires a high level of creativity, 

but even higher levels of social interaction and intelligence, as business and IT people need to interact closely 

to create something new,” Cecere said. 

AI and machine learning can also help determine which business practices can be automated, Cecere said. 

“Machine learning, in particular, can be used to rapidly create scenarios of many practices and match them 

with the data to see which combinations of practices are optimal,” he added. 

Increased automation is beneficial when it helps the most creative people in a company be more productive, 

said Andrew Moore, dean of the school of computer science at Carnegie Mellon University. 

For example, AI and machine learning could be useful in his job as a dean of a college because he could ask 

a platform, “Are faculty course evaluations getting better or worse in the past few years?” and have a machine 

pull that data up automatically. 

“It would be nice to get quick insights from your data,” Moore said. “It’s the same as installing digitization 

software. Except this is going a bit further, to the point where you can ask questions and the AI system behind 

the scenes can figure out what data sources are relevant to use, and the results.”

Business success
A number of companies are already using AI and machine learning tools in digital transformation efforts. Health 

insurance provider Humana recently deployed an AI tool to aid call center employees and customers. 

“The Cogito AI tool helps our agents recognize when a conversation is hitting a snag, slowing down, or esca-

lating into frustration,” said Geeta Wilson, director of Humana’s Service Experience of the Future. “The agents 

are so busy trying to solve the customer’s problem that they can miss subtle cues in the conversation. That’s 

when the tool alerts them, in real-time, about how they can improve the call and course-correct while they are 

still interacting with the customer. At that point, they can recover the call and turn it positive again.”

Humana has already seen improved issue resolution scores and net promoter scores, Wilson said. 

Fashion retailer Obsessory.com uses a deep-learning algorithm to review and fine-tune customer choices 

on its website. “Advanced artificial intelligence helps our business make sense of a huge data set by going 

http://www.oxfordmartin.ox.ac.uk/downloads/academic/The_Future_of_Employment.pdf
https://www.forrester.com/Marc-Cecere
http://www.cs.cmu.edu/%7Eawm/
https://www.humana.com/
http://obsessory.com/
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through millions of records,” said co-founder Farnoush Mirmoeini. “For us, searching through millions of 

products and images is not humanly possible, and having algorithms to mimic what humans do and how they 

think and perceive things is key to our value proposition.”

And the Treasure Island Las Vegas casino uses IBM Watson in its 

mobile guest app, so customers can request a towel or a restaurant 

recommendation and receive answers via SMS messages. 

“Everything from machine learning to AI to the chatbot phenomenon 

to robotics is starting to come to a place in the market where the 

use cases are real, the benefit value realization is real, and you can 

do it at a price point that is very interesting to a lot of companies,” 

said David Nichols, a partner at Ernst & Young.

“You don’t have to wait—you need to do this right now,” Nichols 

added. “Some companies are sprinting into this and getting great 

results, while others will pay a competitive price.” 

Getting started
Where to start with integrating AI and machine learning into digital transformation efforts? First, research 

different approaches to implementing AI and machine learning solutions, and determine which would work for 

your company, the experts said. 

You also need to ensure that you have access to large datasets to power the AI, Srivastava said. Then, it’s 

about building the algorithm. 

Unlike in previous years, when automation was largely owned by proprietary technologies, today most of the 

AI innovation is happening in the open source world, said Genpact’s Srivastava. “Don’t sit around waiting for a 

large software company to deliver the ultimate solution,” he said. “It won’t happen.” 

Of the mainstream digital assistants, Amazon’s Alexa currently has the best open software development 

platform, according to Moore. If you are a consumer-facing company, Moore recommends assigning an IT 

employee to implement Alexa Skills, to begin integrating with the system. 

These technologies can change your business operations by bringing value to customers, so they start using 

your services differently, Srivastava said. 

For example, you can tell Alexa, “Get me an Uber to the airport on business expense.” That could involve 

Alexa logging into Uber, ordering the car, sending an email to a work account, which forwards it to an expense 

management system, which approves it and reimburses the employee—all without picking up a phone, taking 

out a credit card, or filing a report. 
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http://www.ey.com/gl/en/home
https://www.alexaskillstore.com/
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“Just in that example, four or five different AI techniques are applied, and so changed the business,” 

Srivastava said. “There is an amazing opportunity to apply these changes to business concepts on the back of 

AI technologies.” 

Most CIOs are caught up in driving operational efficiency, and are burdened with legacy systems, Srivastava 

said. Still, “they have to take time out and get onto the AI curve, because it’s significant in the impact it’s going 

to have on your business,” he said.
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Five ways your company can get 
started implementing AI and ML
By Hope Reese

Many businesses today understand that AI and machine learning—

which uses data to make predictions—is the way of the future. It is 

the fuel behind image recognition, speech processing, translation, 

and other tasks that have business implications for marketing, 

customer service, and many other disciplines. For instance, 

according to a 2015 report by McKinsey, “predictive maintenance” by 

manufacturers could save between $240 billion and $630 billion by 

2025.

Although the significance is clear, dipping your toes into AI can be 

a daunting task. So how can businesses get started? Here are five 

ways, according to CEOs and AI experts who have gone through the 

process. 

1. Learn how machine learning can help your 
company
“When preparing to use machine learning, the first thing organizations must do is train lead engineers to have 

a solid understanding of the technology; how it works and what advantages it can deliver,” said Chris Rijnders, 

CEO and co-founder, Cogisen. For example, Boeing has set up a joint lab project with Carnegie Mellon, he 

said, “so that its engineers can understand its potential impact in every aspect of design, manufacturing and 

maintenance.” This demonstrates how critical education should be when applying machine learning to com-

plex environments, he said.

2. Research other businesses already using AI and 
machine learning to determine parallels
“AI and machine learning are not yet in the DIY category,” said Fabio Cardenas, CEO of Sundown AI. “It’s all 

still very technical.” So, it’s worth finding out what other businesses have similar goals, and how they have 

addressed the issue.

3. Choose a platform
With Amazon, Baidu, Google, IBM, Microsoft and others all offering machine learning platforms for the 

enterprise, there is no obvious place to start. Many of these options are similarly priced, and aimed at 
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http://www.mckinsey.com/business-functions/digital-mckinsey/our-insights/the-internet-of-things-the-value-of-digitizing-the-physical-world
http://www.cogisen.com/
https://www.cmu.edu/news/stories/archives/2015/october/boeing-analytics-lab.html
http://www.sundown.ai/home/
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beginners. Check out the individual articles on these platforms in this special feature to help you decide if one 

of them is right for your business.

4. Create a strategy
Data science companies like Boxever can help businesses deploy AI—for example, by addressing a question 

like, ‘How can AI improve marketing?’ AI could help you make predictions about what happens when 

customers open an email, for example, based on previous experience. This is an easy way to integrate AI into 

current operations, said Dave O’Flanagan, Boxever’s CEO and co-founder, because it helps “build trust.”

“We had to introduce a lot of controls on rules to be able to allow organizations to treat the output or deploy 

their own strategies themselves,” O’Flanagan said, “and then put their strategies alongside black box or AI 

strategies to be able to get comfortable with the concept of a machine making decisions about what kind of 

information to present to a customer.”

5. Create an implementation plan
Before you can get started deploying your product, you need to think about a plan. According to Sundown 

AI’s Cardenas, a multi-region deployment plan using Amazon Web Services (AWS) has a detailed description 

for users. “Setting up the AWS infrastructure would take a few days, assuming that the web application has 

been tested on such infrastructure previously,” he said. If it hasn’t, you’d need to set up “the web app, data-

base and other related infrastructure on AWS, connecting all the components,” Cardenas said, which could 

take a week or two. Additionally, it would require constantly refining the coding for bugs, which would call for 

additional deployments. Cardenas estimated that the process for a “deploy pipeline” could take another ten 

days or so.

http://www.boxever.com/

