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Introduction 

As input for this workshop, we invited the preparation in advance of a series of application scenarios that 
will help shape requirements and enable researchers and developers to begin understanding capacity and 
capability requirements.  Each of the scenarios in this volume describes a vision of where an application 
from a specific discipline area would like to be in the next five to ten years. 
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Climate Scenario Generated for the DOE Office of Science 
High Performance Network Planning Workshop 
Gary Strand, National Center for Atmospheric Research 

The Past 

The last 10 years have seen a significant increase in the complexity of the climate models used to study 
natural and anthropogenic climate change.  In the early 1990s, a typical climate model was an early 
attempt at an integrated system to simulate the then-suspected effects of human activities on Earth’s 
climate, using relatively coarse resolution (in space and time) components representing only the two or 
three most readily simulated physical parts of the climate system – the atmosphere, ocean and simple sea 
ice.  The atmospheric component of this period had a horizontal resolution of approximately 800 km by 
500 km, and only 9 vertical levels.  Such models typically generated a few gigabytes (109) of data from a 
small number of short (less than 100 years model time) experiments.  The data volume from a single 
model year was on the order of one to three gigabytes.  The data were stored at the site where the 
supercomputing capability resided, on low capacity magnetic tapes.  The data were not often transferred 
to climate researchers located away from the supercomputing center, and Internet security protocols were 
minimal or nearly non-existent. 

Today 

Current state-of-the-art climate models, such as the PCM (Parallel Climate Model) and the CCSM 
(Community Climate System Model) utilize considerably higher resolution simulations of more 
components (atmosphere, ocean, sophisticated sea ice, and land surface) of the climate system.  The 
atmospheric model, for example, has 300 km by 300 km horizontal resolution, and 18 vertical levels.  A 
given model is typically integrated many dozens of times (up to 1000 years of model time for a single 
model run) to enable climate scientists to better statistically analyse the model results.  This process can 
easily generate tens of terabytes (1012) of data, both from the model output and from the derived results.  
Both types of data are frequently transferred from site to site, where climate scientists and their support 
staff engage in their analysis. 

This process of data transfer often strains the current capacity and robustness of computer networks.  
Over the last three years, experience with the PCM has shown that it is possible for the data transfer to 
take longer than the generation of the data, which can critically affect subsequent data analysis and 
visualization.  Specifically, since 1998, the PCM has been used to create approximately 15 terabytes of 
model output data, from nearly 10,000 years of model time.  10 terabytes of that total has been transferred 
to the PCM’s primary data archival center, which is PCMDI at Lawrence Livermore National laboratory.  
Projects such as the Earth System Grid are engaged in R&D aimed at increasing the efficiency and 
effectiveness of the data transfer and retrieval process.  The approach is essentially twofold:  work faster 
using traditional approaches and work smarter using new ones.  In the first case, we want to increase the 
efficiency and speed of large-scale data transfers using new Grid technology with provisions for TCP/IP 
tuning and parallel streams.  In the second case, we focus upon developing abstracted object-level 
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distributed data services that facilitate the movement of optimally small portions of remote data.  These 
developments will be complemented by effective metadata and replica approaches, server-side data 
reductions and data analyses, and intrinsic secure transmission properties the help address the much more 
stringent security protocols now in place at many computing centers. 

The Next Five Years 

Over the next five years, climate models will see an even greater increase in complexity than that seen in 
the last ten years.  Influences on climate will no longer be approximated by essentially fixed quantities, 
but will become interactive components in and of themselves.  The North American Carbon Project 
(NACP), which endeavors to fully simulate the carbon cycle, is an example.  Increases in resolution, both 
spatially and temporally, are in the plans for the next two to three years.  The atmospheric component of 
the coupled system will have a horizontal resolution of approximately 150 km and 30 levels.  A plan is 
being finalized for model simulations that will create about 30 terabytes of data in the next 18 months, 
which is double the rate of model data generation of the PCM. 

These much finer resolution models, as well as the distributed nature of computing resources, will 
demand much greater bandwidth and robustness from computer networks than is presently available.  
These studies will be driven by the need to determine future climate at both local and regional scales as 
well as changes in climate extremes - droughts, floods, severe storm events, and other phenomena.  
Climate models will also incorporate the vastly increased volume of observational data now available 
(and that available in the future), both for hindcasting and intercomparison purposes.  The end result is 
that instead of tens of terabytes of data per model instantiation, hundreds of terabytes to a few petabytes 
(1015) of data will be stored at multiple computing sites, to be analyzed by climate scientists worldwide.  
The Earth System Grid and its descendents will be fully utilized to disseminate model data and for 
scientific analysis. 

2007 and Beyond 

In the following five years, climate models will again increase in resolution, and many more fully 
interactive components will be integrated.  At this time, the atmospheric component may become nearly 
mesoscale (commonly used for weather forecasting) in resolution, 30 km by 30 km, with 60 vertical 
levels.  Climate models will be used to drive regional scale climate and weather models, which require 
resolutions in the tens to hundreds of meters range, instead of the typical hundreds of kilometers 
resolution of the CCSM and PCM.  There will be a true carbon cycle component, models of biological 
processes will be used, for example, simulations of marine biochemistry (which affects the interchange of 
greenhouse gases like methane and carbon dioxide with the atmosphere), and fully dynamic vegetation.  
These scenarios will include human population change and growth (which effect land usage and rainfall 
patterns) and econometric models, to simulate the potential changes in natural resource usage and 
efficiency.  Additionally, models representing solar processes, to better simulate the incoming solar 
radiation, will be integrated.  Climate models at this level of sophistication will likely be run at more than 
one computing center in distributed fashion, which will demand extremely high speed and tremendously 
robust computer networks to interconnect them.  Data volumes could reach several petabytes, which is a 
conservative estimate. 
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Conclusions 

In summary, climate change science will create far larger data volumes than is currently common, and the 
rate of data volume creation per calendar year will continue to increase.  The history of the growth of data 
stored on the NCAR mass storage system illustrates this issue.  This explosive growth demands greatly 
increased network speed, bandwidth and robustness. 
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Spallation Neutron Source:  Future Networking Scenarios 
J. P. Hodges, Oak Ridge National Laboratory 

Introduction 

Completion of the Spallation Neutron Source (SNS) facility in early 2006 heralds a new era for neutron 
scattering sciences in the US.  The world-class SNS instruments will be used by scientists from diverse 
fields such as Physics, Chemistry, Materials Science, Earth Science, Engineering, Biology and 
Pharmacology.  Each SNS instrument will offer users at least an order of magnitude performance 
enhancement over any of today’s pulsed spallation neutron source instruments.  This great increase in 
instrument performance is mirrored by an increase in data output from each instrument.  In fact, the 
prevalent use of highly pixelated detector arrays and supermirror neutron guides in SNS instrument 
designs means that the data output rate for each instrument is likely to be close to two orders greater than 
a comparable US instrument in use today.  Therefore, writing an entire experiment data set to CD and 
completing data reduction and analysis on a single PC at the facility or user’s home institution, as is 
common today, will not be a viable solution for the SNS.  Resolution of this problem will involve at 
minimum significant data reduction to be completed offsite on a high-performance computer system.  
Preferably, high-performance network and computer systems will handle all aspects of accurate (few 
approximations) and real-time (many approximations) data mapping, multi-dimension visualization, and 
comprehensive data analysis. 

Three high-flux neutron scattering facilities within the U.S. (NIST, LANSCE and HFIR each possessing a 
diverse suite of instruments) have recently or are now undergoing substantial upgrades.  Shortly, it is 
expected (already realized for NIST) that the combination of source, guide/transport and instrument 
enhancements will greatly improve the usefulness of these facilities.  Clearly, any advanced data trans-
form, visualization and analysis capabilities harnessed through the use of high-performance network and 
computer systems by the SNS will be applicable to these facilities and, indeed, will be requested by the 
user community.  In this expanded role, a versatile user-expandable computing ‘toolkit’ for the manipula-
tion, visualization and analysis of neutron scattering data would necessitate a high-performance network 
connecting all the facilities. 

Network Usage Scenarios 

The expected demands placed on computer networks by SNS are illustrated below in three usage 
scenarios.  These scenarios cover data mapping, real time visualization and partial analysis during data 
collection, and comprehensive data analysis.  Data rate determining instrument parameters and estimated 
(peak & time-averaged) data rates are given in Table 1 for the twelve SNS instruments currently under 
design and/or construction.  The complete SNS instrument suite will include approximately twelve more 
instruments. 
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Table 1.  SNS Instrument Data Rate Determining Parameters and Estimated Data Output Rates 

Instrument 
n(a) 

(n.cm-2.s-1) 
Ω(b) 
(sr) Pixels(c) 

Count Rate(d)

(n.s-1) 

Peak Data 
Rate(e) 

(Mb.s-1) 

Data Set 
Size(f) 
(Mb) 

Average 
Time for 
Data Set 

(s) 

Data 
Rate(g) 
(Mb.s1) 

Powder 
Diffractometer 

3.4 x 107 3.1 40,000 3.5 x 106 28.0h 200i 60 3.3 

Disordered 
Materials 
Diffractometer 

5.0 x 108 3.5 50,000 4.2 x 107 13.0 400 3600 0.1 

High-Pressure 
Diffractometer 

4.0 x 107 1.8 100,000 3.0 x 105 2.4(h) 800 11,000 0.1 

Engineering 
Diffractometer 

5.0 x 107 2.7 80,000 2.4 x 106 19.0(h) 240i 60 4.0 

Single Crystal 
Diffractometer 

4.0 x 107 9.0 5 x 106 3.0 x 105 2.4h 1,700i 3600 0.5 

SANS 
Diffractometer 

4.0 x 108 1.0 40,000 2.0 x 107 64.0 320 500 0.7 

Liquids 
Reflectometer 

5.0 x 107 0.03 40,000 7.0 x 106 56.0h 320 500 0.7 

Magnetism 
Reflectometer 

5.0 x 107 0.04 40,000 9.0 x 106 72.0h 320 1200 0.3 

Backscattering 
Spectrometer 

2.0 x 107 3.0 4,500 1.3 x 107 8.0 72 900 0.1 

ARC Spectrometer 5.0 x 105 3.0 70,000 5.0 x 105 3.8h 840 1800 0.5 

CNC Spectrometer 1.0 x 107 5.1 15,000 7.0 x 106 6.0 180 3600 0.1 

HRC Spectrometer 1.0 x 106 1.6 70,000 4.0 x 105 3.3h 840 7200 0.1 

(a) Integrated neutron flux at sample. 
(b) Solid angle coverage of detector array. 
(c) No. of pixels in detector array. 
(d) Neutron count rate across entire detector array. 
(e) Appropriate for real time data harvesting. 
(f) Histogram format. 
(g) Time averaged data rate for transferring the histogramed data sets only. 
(h) Every neutron event streamed. 
(i) Sparse matrix. 
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Data Mapping 

All ‘raw’ data collected on the SNS instruments must be processed to yield an intelligible data set.  This 
processed data set called the response function is effectively an n-dimensional (n = 1, 2, 3 or 4 depending 
on the experiment) probability distribution.  In a broad measurement the response function is the sample 
scattering law convoluted with the instrument resolution function. 

In general, instrument users relate to their experiment through the measured response function and not the 
raw data.  Consequently, with every experiment there is a considerable amount of raw data to be 
processed.  Effectively this raw data processing, typically involving spectra merging, normalization, 
various corrections, rebinning, etc, is a remapping of the observed data.  For the diffractometers and 
reflectometers, which produce the largest number of raw data sets a day, the data mapping process leads 
to a considerable amount of data reduction, see Table 2.  The data mapping step is essential to keep the 
amount of data produced daily from the diffractometers and reflectometers manageable in terms of 
storage.  The last column of Table 2 lists the typical amount of experiment data required to be stored daily 
from each instrument.  Across all twelve instruments this amounts to 80 Gb a day or 16 Tb a year (since 
SNS will operate ~200 days/year). 

The accurate determination of the response function is an iterative process and with regard to availability 
and speed requirements is certainly best performed across a distributed computer network.  As 
envisioned, the twelve SNS instruments listed in Table 1 would together generate a time averaged data 
stream of around 10 Mb.s-1 for processing across the distributed computer network.  Assuming 1 minute 
duration to distribute a large raw data file, a peak rate across the network of 40 Mb.s-1 is estimated.  The 
return data stream of mapped data would be 1 and 15 Mb.s-1 time averaged and peak, respectively. 

Real Time Visualization and Analysis 

In contrast with the High-Energy Physics and Fusion Energy disciplines where experiments are highly 
collaborative and secure assess to data is required for tens to hundreds of researchers around the globe, 
neutron scattering experiments are much smaller affairs and typically access to the data may be required 
for perhaps five people distributed between the neutron facility and the principal investigators home 
institution.  However, since, neutron scattering instruments operate 24 hrs 7 days a week during facility 
run periods, real time data visualization, some real time analysis capabilities, and security to modify 
experiment conditions by a user at his/her hotel via an internet browser is desired. 

In this scenario, the combined data transfer between the twelve SNS instruments and a distributed 
computer network for real time data mapping is estimated to be a constant 140 Mb.s-1 (assuming 50% of 
users using real time visualization).  The return data stream to servers managing the visualization and 
analysis tasks as well as communicating to the users across LAN and/or internet would be around 
18 Mb.s-1 (dominated by the 4-D and 3-D response maps).  The servers (one for each instrument) would 
generate selected views of the response function as well as send (if requested by the user) the response 
function back out to the distributed computer network for quick/partial analysis. 

Users are given a specific amount of time (0.5 to 2 days) on an instrument.  The close to real-time 
visualization and partial analysis capabilities, therefore, allow a user to refine the experiment during the  
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Table 2. SNS Instruments Raw, Mapped and Grouped Data Files Sizes, and Daily Data 
Storage Requirements 

Instrument 

Raw Data 
Set Size 

(Mb) 
Response 
Function 

Mapped 
Data Set

(Mb) 

Data Sets 
Analyzed 

Simultaneously

Grouped 
Data Size 

(Mb) 

Data 
Produced 

Each Day(a)

(Mb) 

Powder 
Diffractometer 200 1-D S(Q) 5 x 0.16 100 80 1,150 

Disordered 
Materials 
Diffractometer 

400 1-D S(Q) 0.08 4 0.32 9,600 

High-Pressure 
Diffractometer 800 3-D S(Q) 216 1 216 1,730 

Engineering 
Diffractometer 240 1-D S(Q) 5 x 0.08 100 40 580 

Single Crystal 
Diffractometer 1,700 3-D S(Q) 216 1 216 5,180 

SANS 
Diffractometer 320 1-D S(Q) 4 x 0.08 100 32 280 

Liquids 
Reflectometer 320 2-D Rxy(Q) 0.72 1 0.72 130 

Magnetism 
Reflectometer 320 2-D Rxy(Q) 0.72 4 3 50 

Backscattering 
Spectrometer 72 2-D S(Q,ω) 1 50 50 6,900 

ARC 
Spectrometer 840 4-D S(Q,ω) 800 1 800 38,400 

CNC 
Spectrometer 180 4-D S(Q,ω) 200 1 200 4,800 

HRC 
Spectrometer 840 4-D S(Q,ω) 800 1 800 9,600 

(a) Post data mapping if appropriate for the instrument. 
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allotted time.  For the majority of SNS user experiments, the material or property being studied is novel 
and this capability is essential for the experimentalist to focus in on the area of interest and maximize the 
science accomplished in the limited amount of beam time. 

Comprehensive Data Analysis 

Looking forward 5-10 years, it is anticipated that SNS users will be using a common ‘tool kit’ for the 
manipulation, visualization and analysis of neutron scattering data.  This ‘tool kit’ will be a logical 
evolution of the software library that will be initially developed for data mapping.  At first it is expected 
that the analysis tool kit will provide fairly simple capabilities for fitting neutron scattering data, e.g. 
least-squares statistics.  As the analysis tool kit is developed more computing intensive (Bayesian, 
maximum likelihood, Monte Carlo, etc) statistical fitting methods will be incorporated.  Additionally, 
analysis of experimental data may be achieved by incorporating a scattering law model within the 
iterative response function extraction procedure.  These advanced analysis methods are expected to 
require the use of powerful offsite computing systems. 

Assuming the fairly simple analysis tool kit scenario, the network data transfer requirements can be 
estimated from the amount of data stored daily from the instruments (see Table 2).  Accounting for the 
fact that an experimental data file will be passed across the network several times (5 times is assumed) 
before a user is satisfied with their analysis and a maximum of one minute for transferring an experiment 
data file, then network data transfer rates of 5 and 15 Mb.s-1 time averaged and peak, respectively, are 
required. 

Conclusion 

The three scenarios described above will be operating simultaneously at the SNS.  Considering, therefore, 
the individual scenario networking demands as cumulative the data transfer requirements for the high-
performance network are 200 Mb.s-1 peak and 150 Mb.s-1 time averaged.  The demands are estimated for 
an SNS facility with only a 50% complement of instruments.  A full instrument suite could double the 
network data transfer requirements. 
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Macromolecular Crystallography:  Networking Requirements 
and Usage Scenarios 
T. N. Earnest, C. W. Cork, G. McDermott, J. R. Taylor 
Lawrence Berkeley National Laboratory 

Introduction 

Macromolecular crystallography is an experimental technique that is used to solve structures of large 
biological molecules (such as proteins) and complexes of these molecules.  The current state-of-the-art 
implementation of this technique requires the use of a source of very intense, tunable, x-rays which are 
only produced at large synchrotron radiation facilities.  There are approximately 18 synchrotron radiation 
facilities in operation or under construction worldwide:  6 in the United States, 6 in Europe, 2 in Japan, 
and one each in Brazil, Canada, China, and Taiwan.  In the United States alone, there are 36 crystallo-
graphy stations which are distributed among the synchrotron facilities and dedicated to macromolecular 
crystallography [1].  Operating costs for each of these crystallography stations is estimated to be approxi-
mately $2K - $3K/hr.  These stations are also responding to an increasing demand to solve new structures 
arising from both the national genomics research programs and from commercial drug development 
R&D.  The high operating cost of these facilities, coupled with the heavy demand for their use, has led to 
an emphasis on increased productivity and data quality which will need to be accompanied by increased 
network performance and functionality. 

Data acquisition for macromolecular crystallography typically involves repeated exposure and readout of 
imaging detectors while rotating the sample in the x-ray beam.  Current systems can produce 
10 - 100 Mbyte images at a maximum rate of 0.5 image/sec.  Future systems which should become 
available within the next 5 - 10 years are expected to reach peak data rates of 50 - 500 MByte/sec.  
Average data rates are somewhat less due to issues with sample handling and instrument setup; however, 
new developments in automated sample handling and parallel data processing are promising average data 
rates which approach 50% of peak rates.  A typical dataset consists of 500 - 1000 images which are 
usually stored uncompressed for fast online analysis (requiring 5 - 100 Gbyte disk storage). 

Networking Requirements 

As illustrated in Figure 1, the data acquisition process involves several interactive online components, 
data archiving and storage components, and a compute-intensive offline component.  Each component has 
associated networking requirements. 

Online process control and online data analysis are real-time, interactive, activities which monitor and 
coordinate data collection.  They require high-bandwidth access to images as they are acquired from the 
detector.  Online data analysis is currently limited primarily to sample quality assurance and to data 
collection strategy.  There is increasing emphasis on expanding this role to include improved crystal 
scoring methods and real-time data processing to monitor sample degradation and data quality.  Online 
access to the image datasets is collocated and could make good use of intelligent caching schemes.  
Datasets from previously exposed samples are not required during online processing. 
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Figure 1.  A Simplified View of the Macromolecular Crystallography Data Handling Process 

Offline storage is usually remote from the data collection facility.  Local high-performance storage is 
currently too expensive for long-term storage and data security issues also sometimes warrant the removal 
of data from shared facilities.  Data archiving is currently performed using either FTP/SCP network 
transfers with conventional data compression, and/or by backup to tape or removable disk with personal 
transport to the remote storage facility.  Removable disk has recently become especially attractive 
because of its high performance and relatively low cost.  End-to-end data transfer rates have been the 
main limitation in network transfer mechanisms (further discussion below). 

In the following sections we will briefly discuss possible networking scenarios for the online and offline 
data acquisition components. 
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Online Control and Data Processing 

High performance networking can play several roles in online control and data processing.  Bob Sweet at 
BNLs National Synchrotron Light Source has outlined several approaches to remote, networked, 
collaboratory operation [2]: 

1. Remote Observer.  This involves remote monitoring of data acquisition progress and snapshots of 
the online data processing status.  Data acquisition is coordinated exclusively by local personnel.  A 
limited set of agent programs will provide access and presentation services to the remote client.  
Network bandwidth and QOS requirements are minimal.  This scenario of operation would benefit 
from middleware utilities which facilitate agent discovery, authentication, and connection. 

2. Collaboratory.  This is a hybrid remote/local control scenario where local operators communicate 
with remote collaborators to coordinate data acquisition.  This scenario will require telepresence and 
network conferencing software, in addition to the facilities required for the ‘Remote Observer’ 
approach described above.  Network bandwidth requirements are approximately the same as for 
‘Remote Observer’, but QOS requirements are increased to guarantee low-latency communications. 

3. Remote Control.  This scenario extends some or all of the online process control function to the 
remote site.  Several variations of this approach are being developed, ranging from remote ‘recipe’ 
prescription to total remote instrument control.  Most of the telepresence facilities required for the 
‘Collaboratory’ approach will also be required here for interaction with local support personnel.  
Network bandwidth requirements are somewhat greater than for the ‘Remote Observer’ as update 
rates will need to be increased to improve interactive feedback.  QOS requirements are also 
increased to include additional security and transaction features. 

For all of the above scenarios, high bandwidth is not so important as QOS and management services.  
Especially valuable would be middleware tools which facilitate the initiation, configuration, and 
monitoring of these services. 

Offline Storage and Data Archiving 

As mentioned above, offline storage is generally remote from the local data collection station.  The 
datasets are occasionally stored at shared processing facilities (such as Brookhaven Lab’s ASDP facility 
[3]).  However, the datasets are most often transferred to private institutional storage.  This requirement 
places a large burden on the data archiving process which transfers the data between online and offline 
storage units.  Current requirements for average data transfer rate are 1 - 25 MByte/s per station; it is 
expected that in 5 - 10 years this will increase by an order of magnitude to 10 - 250 MByte/s per station.  
This is further exacerbated by the fact that most research facilities have from 4 - 8 stations; this places a 
future requirement of 40 - 2000 MByte/s per facility.  Advanced data compression schemes might be able 
to reduce these figures by a factor of 5 - 10. 
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Within this data rate performance envelope there are several scenarios that might be implemented in a 
high performance networking environment: 

1. Data replication.  This involves variations on data copying between local and remote storage sites.  
It could be as simple as an automated remote backup tool to a full-fledged data mirroring service.  
Middleware services which support location, authentication, and data replication will be essential for 
the success of this scenario. 

2. Virtual storage.  This involves variations of network filesystems.  In this scheme online and offline 
data storage are merged into a single virtual storage facility.  If network performance is sufficient, it 
could involve a scheme as simple as NFS or AFS; however, the heavy random access use by local 
online data processing applications probably dictates some sort of transparent local cache 
mechanism.  Middleware should implement this virtual storage mechanism and provide simple 
management tools and API’s for storage location, authentication, and attachment. 

High performance networking will only be used for data archiving if it is competitive with other data 
archiving techniques.  The following local data archiving techniques are envisioned as being competitors: 

• Removable disk.  Firewire and/or SCSI removable disk.  Maximum write speed ~24 MByte/s. 

• Removable optical/tape.  DVD/R and/or XDLT/Tape.  Maximum write speed ~1 - 15 MByte/s. 

These systems are competitive with current network performance and are often the preferred data 
archiving method.  The new high performance network service will need to overtake these technologies 
(and their future extensions). 

Summary 

In addition to increased raw network bandwidth, the next generation high performance networking 
infrastructure will need to provide tools and services which facilitate object discovery, security, and 
reliability.  These tools are needed both for low-latency applications such as remote control, as well as 
high throughput data transfer applications such as data replication or virtual storage systems. 
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Networks and Grids for HEP Experiments 
H. B. Newman 
California Institute of Technology 

Scientific Exploration at High Energy Frontier 

The major high energy physics experiments of the next twenty years will break new ground in our under-
standing of the fundamental interactions, structures and symmetries that govern the nature of matter and 
spacetime.  Among the principal goals is to find the mechanism responsible for mass in the universe, and 
the mysterious “Higgs” particles associated with mass generation.  The largest collaborations today, such 
as the CMS and ATLAS who are building experiments for CERN’s Large Hadron Collider (LHC) pro-
gram, each encompass 2000 physicists from 150 institutions in more than 30 countries, and they each 
include 300-400 physicists in the US, from more than 30 universities as well as the major US HEP labo-
ratories.  Collaborations on this global scale would not have been attempted if the physicists could not 
plan on excellent networks:  to interconnect the physics groups throughout the lifecycle of the experiment 
and, and to make possible the construction of Data Grids capable of providing access, process and analy-
sis of massive datasets, rising from the Petabyte to the Exabyte scale within the next decade.  The current 
generation of experiments at SLAC (BaBar) and Fermilab (D0 an CDF) face similar challenges, and 
BaBar in particular has already accumulated datasets totaling more than 500 Terabytes. 

HEP Challenges:  at the Frontiers of Information Technology 
 
Realizing the scientific wealth of these experiments presents new problems in data access, processing and 
distribution, and collaboration across national and international networks on a scale unprecedented in the 
history of science.  The information technology challenges include: 

• Providing rapid access to data subsets drawn from massive data stores, rising from Petabytes 
(1015

 bytes) in 2002 to ~100 Petabytes by 2007, and Exabytes (1018
 bytes) by approximately 2012 

• Providing secure, efficient and transparent managed access to heterogeneous worldwide-distributed 
computing and data handling resources, across an ensemble of networks of varying capability and 
reliability 

• Tracking the state and usage patterns of computing and data resources in order to make rapid 
turnaround as well as efficient utilization of global resources possible 

• Matching resource usage to polices set by the management of the experimental collaborations over 
the long-term 

• Providing the collaborative infrastructure that will make it possible for physicists in all world regions 
to contribute effectively to the analysis and the physics results, including from their home institutions. 
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• Building regional, national, continental and transoceanic networks, with bandwidths rising from the 
Gigabit/sec to the Terabit/sec range over the next decade 

• Integrating all of the above infrastructures to produce the first managed distributed systems serving 
“virtual organizations” on a global scale. 

Meeting the HEP Challenges:  Data Grids as Managed Global Systems 

In order to meet these challenges, the LHC experiments have adopted the “Data Grid Hierarchy” model 
(developed by Newman at Caltech and his collaborators in the MONARC (a) project) shown schematically 
in Figure 1.  This model shows data at the experiment is stored at the rate of 100 – 1500 Mbytes/sec 
throughout the year, resulting in many Petabytes per year of stored and processed binary data, accessed 
and processed repeatedly by the worldwide collaborations searching for new physics processes.  Follow-
ing initial processing and storage at the “Tier0” facility at the CERN laboratory site, the processed data is 
distributed over high speed networks to ~10 national “Tier1” centers in the US and the leading European 
and other countries.  The data is further processed and analyzed and stored at approximately 50 “Tier2” 
regional centers, each serving a small to medium-sized country, or one region of a larger country (as in 
the US, UK and Italy).  Data subsets are accessed from and further analyzed by physics groups using one 
of hundreds of “Tier3” workgroup servers and/or thousands of “Tier4” desktops. 

The successful use of this global ensemble of systems to meet the experiments’ scientific goals depends 
on the development of Data Grids capable of managing and marshalling the “Tier-N” resources, and 
supporting collaborative software development by groups of varying sizes spread across the globe.  The 
modes of usage and prioritization of tasks must be done in such a way that the physicists’ requests for 
data and processed results are handled in a reasonable turnaround time, and at the same time the 
Collaboration’s resources are used efficiently.  The GriPhyN, PPDG, iVDGL, EU Datagrid, DataTAG, 
LHC Computing Grid and national European Grid projects are working together, in multi-year R&D 
programs, to develop the necessary Grid systems.  The DataTAG project is also working to address some 
of the network R&D issues. 

The data rates and network bandwidths shown in the figures are a very conservative “baseline” 
formulated using a 1999-2000 evolutionary view of network technologies. 

In order to build a “survivable”, flexible distributed system, much larger bandwidths are required, so that 
the typical transactions, drawing 1 to 10 Terabyte and eventually 100 Terabyte subsamples from the 
multi-Petabyte data stores, can be completed in 1 to 10 minutes.  Completing these transactions in a few 
minutes (rather than hours) is necessary to avoid the inherently fragile state that would result if hundreds 
to thousands of requests were left pending for long periods, and to avoid the bottleneck that would result 
from tens and then hundreds of such “data-intensive” requests per day (each still representing a very small 
fraction of the stored data).  It is important to note that transactions on this scale correspond to data 
throughputs across networks of 10 Gbps to 1 Tbps for 10 minute transactions, and up to 10 Tbps (more 
than the current capacity of a fully instrumented fiber circa 2002) for 1 minute transactions. 

                                                      
(a) See http://www.cern.ch/MONARC. 
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Figure 1.  A hierarchical Data Grid as envisioned for the Compact Muon Solenoid collaboration features 
generation, storage, computing, and network facilities, together with grid tools for scheduling, 
management, and security. 

In order to fully understand the potential of these applications to overwhelm future planned networks, we 
note that the binary (compacted) data stored is pre-filtered by a factor of 106 to 107 by the “Online 
System” (a large cluster of hundreds to thousands of CPUs that filter the data in real time).  This realtime 
filtering, though traditional, runs a certain risk of throwing away data from subtly new interactions that do 
not fit pre-conceived existing or hypothesized theories.  The basic problem is to find new interactions 
from the particle collisions, down to the level of a few interactions per year out of 1016 produced.  A direct 
attack on this data analysis and reduction problem, analyzing every event in some depth, is beyond the 
current and foreseen states of network and computing technologies. 

United States universities and laboratories engaged in high energy physics have had a leading role in 
these developments.  The BaBar experiment at SLAC has the largest accumulated data store today, and is 
among the largest users of national and international networks.  The US contingent of the CMS 
experiment, including Caltech, Florida and Fermilab in particular, has led the development of the LHC 
distributed computing model and has had a leading role in the development, operation and planning for 
HEP’ s international networks over the last 20 years, in collaboration with LBNL, SLAC, ANL and 
FNAL, and more recently CERN and STARLIGHT.  United States physicists in the ATLAS project also 
have contributed to these efforts, led by the University of Michigan, Indiana and the Argonne, Berkeley 
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and Brookhaven national labs.  Caltech and UCSD recently deployed the first prototype Tier2 center in 
CMS, split between Caltech/CACR and SDSC, and are working closely with UC Davis, Riverside and 
UCLA in California, as well as the university of Florida on a diverse set of physics studies aimed at 
searching for the Higgs particles and supersymmetry and optimizing the performance of the CMS 
detector.  Caltech and UCSD also will use the TeraGrid, and prototype Tier1 centers at FNAL and CERN, 
to meet the continuing needs for simulated particle interaction “ events.” 

Plans are already being developed to put “last mile fiber” in place between Caltech/CACR and 818 W. 7th 

St., and to use OC192 wavelengths on these fiber strands for HEP applications starting in the Spring of 
2003.  A similar initiative is underway to link Fermilab to STARLIGHT in Chicago.  But for the longer 
term, dark fibers are the preferred solution for meeting the most data intensive needs of these groups in 
high energy physics.  Such facilities are currently planned for Fermilab, which will soon be connected to 
STARLIGHT using dark fibers. 

Relevance of Meeting These Challenges for Future Networks and 
Society 

The HEP (or HENP, for high energy and nuclear physics) problems are the most data-intensive known.  
Hundreds to thousands of scientist-developers around the world continually develop software to better 
select candidate physics signals, better calibrate the detector and better reconstruct the quantities of 
interest (energies and decay vertices of particles such as electrons, photons and muons, as well as jets of 
particles from quarks and gluons).  The globally distributed ensemble of facilities, while large by any 
standard, is less than the physicists require to do their work in an unbridled way.  There is thus a need, 
and a drive to solve the problem of managing global resources in an optimal way, in order to maximize 
the potential of the major experiments for breakthrough discoveries. 

In order to meet these technical goals, priorities have to be set, the system has to managed and monitored 
globally end-to-end, and a new mode of “human-Grid” interactions has to be developed and deployed so 
that the physicists, as well as the Grid system itself, can learn to operate optimally to maximize the 
workflow through the system.  Developing an effective set of tradeoffs between high levels of resource 
utilization, rapid turnaround time, and matching resource usage profiles to the policy of each scientific 
collaboration over the long term presents new challenges (new in scale and complexity) for distributed 
systems. 

A new scalable Grid agent-based monitoring architecture, a Grid-enabled Data Analysis Environment, 
and new optimization algorithms coupled to Grid simulations are all under development in the HEP 
community. 

Successful construction of network and Grid systems able to serve the global HEP and other scientific 
communities with data-intensive needs could have wide-ranging effects on research, industrial and 
commercial operations.  Intelligent, resilient, self-aware systems able to support a large volume of robust 
Terabyte and larger transactions, to adapt to a changing workload, and to match the use of resources to 
policies would provide a strong foundations for the distributed dataintensive business processes of the 
multinational corporations of the future. 
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Development of the new generation of systems of this kind could also lead to new modes of interaction 
between people and “persistent information” in their daily lives.  Learning to provide, manage and absorb 
this information and in a persistent, collaborative environment would have a profound transformational 
effect on our society, in ways that cannot be imagined given the limited network and nascent Grid 
technologies currently available to the world population. 
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High Energy Physics Scenario Generated for the Workshop 
on New Visions for Large Scale Networks* 
Large Scale Networking (LSN) Coordinating Group of the Interagency Working Group (IWG) for 
Information Technology Research and Development (IT R&D) 

Never before has the scientific mission of particle physics research been so dependent on state-of-the-art 
information technology.  Collaborations of hundreds to thousands of physicists and engineers are formed 
to create accelerators, detectors, and analysis systems with a productive life of tens of years.  These 
analysis systems form a complex and widely distributed “fabric” of computing and storage resources. 

The non-deterministic nature of quantum physics, uneasily understood during the last century, inevitably 
requires the measurement and analysis of billions of particle interactions to observe and understand 
fundamental processes.  Particle physics experiments have pushed against the limits of technology, 
electronics, computing, and networking for decades.  Detectors with millions of channels, each recording 
precise amplitudes with a resolution of picoseconds, have in the course of 40 years succeeded detectors 
with a few single-bit “yes/no” measuring devices.  Information flows from such a detector at up to a 
terabit per second and must be drastically filtered in real time because of limited storage, analysis, and 
networking facilities. 

The Large Hadron Collider (LHC) experiments at the European Organization for Nuclear Research 
(CERN) will rapidly reach tens of petabytes of stored data under intense analysis.  The design, construc-
tion, and data analysis for an experiment require the combined intellect and dedicated work of interna-
tional collaborations.  However, technological limitations on the storage, transmission, and analysis of 
data impose difficult, even dangerous choices.  For example, the LHC experiments expect to be able to 
record and share over networks less than one millionth of the collisions they observe.  This draconian 
real-time selection will necessarily have to be optimized for “somewhat expected” new discoveries rather 
than the “totally unexpected” ones that are the dream of every scientist. 

Even after the draconian selection, LHC collaborations will face the challenge of empowering thousands 
of geographically distributed physicists to use their intellect and wisdom to derive physics insight from 
tens of petabytes of data.  Although the raw cost of bandwidth is no longer a crippling impediment, the 
end-to-end performance of applications is often unacceptable.  Success will rely on middleware research 
to support data-intensive, worldwide collaborative science that is only beginning.  A minimum require-
ment is the location-independent ability to analyze data to empower all of an experiment’s physicists to 
work collaboratively on databases, growing to tens of petabytes in 2005-2010, using all computing 
resources to which they have access. 

However a qualitative change in the way research is performed would be enabled if we could free the 
real-time selection of data from the constraint of a single filter system with selection algorithms decided 
by committees.  The availability of networks with end-to-end terabit performance could make this 
possible, but speed alone is not enough. 

*  http://www.itrd.gov/iwg/isn-workshop-12mar01/ 
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The data acquisition and filtering systems might profitably become geographically distributed and operate 
as highly parallel, largely asynchronous data flow systems.  The terabit systems that will become 
operational in 2005 for the LHC will include a multi-terabit capacity switching fabric, but individual data 
acquisition nodes and filtering nodes will communicate at gigabit speeds.  In addition to the substantial 
bandwidth requirement, challenges include: 

• The multicast service required when more than one remote filtering center is available. 

• Achieving adequate error rate and robustness without ever allowing the implementation of the “wild 
idea” to impact the detector-site data acquisition system 

Based on this scenario, the participants in the workshop generated the requirements given in the following 
section. 
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Excerpt from “Workshop on New Visions for Large-Scale 
Networks”* 
Large Scale Networking (LSN) Coordinating Group of the Interagency Working Group (IWG) for 
Information Technology Research and Development (IT R&D) 

High-Energy Physics 

High-energy physics (HEP) has pushed against the limits of networking and computing technologies for 
decades.  Twenty years ago, the largest HEP experiment involved 100 physicists from many nations and 
acquired tens of thousands of magnetic tapes of data per year; graduate students spent months reading 
those tapes to perform data queries.  Life is not so different for today’s physicists.  The new BaBar 
detector at the Stanford Linear Accelerator (SLAC) was designed by a large international collaboration of 
physicists at institutions.  The BaBar collaboration enables hundreds of physicists worldwide to query its 
300-terabyte and rapidly growing database in hours or days rather than months.  In the next 10 years, the 
Large Hadron Collider (LHC) experiments at CERN, the European Physics Laboratory, where some 600 
U.S. physicists form the largest national group, will face the challenge of distributed analysis of hundreds 
of petabytes of data. 

High-Energy Physics Scenario 

The physics community greatly values being able to distribute digitized data electronically at the rate at 
which it is produced from the site of an experiment to collaborators worldwide who can analyze them.  
The HEP community has the goal of using affordable network and computational resources to provide 
physicists with transparent access to a distributed data analysis system that uses all available resources as 
efficiently as possible.  By 2005 to 2010, HEP computing will involve queries on databases containing 
exabytes (1018

 bytes) of data structured as up to1016 individually addressable objects.  These massive 
amounts of data will require the distribution of terabits per second of real-time data to major HEP data 
analysis centers. 

Challenging networking and other information technology research needed to enable distribution of data, 
analysis, and collaboration includes: 

• Multicast service delivered to multiple remote centers with diverse firewall filters 

• Network error rate and robustness control without impacting the experiment’s data acquisition system 

• Massive applications software – e.g., 3 million lines of BaBar C++ code 

• Commercial object database management software 

• Interfaces of the database with the network and storage 

*  http://www.itrd.gov/iwg/isn-workshop-12mar01/ 
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• Technology improvements including: 

   - Computing technologies 

   - Computer science 

   - Networking 

   - Computing system-to-network interfaces 

   - Fiber technologies 

   - Data storage 

Improvements in HEP applications must be accomplished at minimal incremental costs.  To help contain 
costs, network engineering labor, required to configure, optimize, and maintain networks, should be 
minimized by developing automated network engineering and management. 

HEP collaborations are increasingly international in composition.  It is difficult to adopt standards across 
the resulting international boundaries, so that the implementation of uniform, collaboration-wide middle-
ware, security, or hardware technologies is almost always unrealistic.  The best that can be achieved is the 
adoption of a set of protocols and interfaces to link components that will almost certainly be implemented 
in different ways. 

The international HEP research community is increasingly using Grid technologies, an integrated suite of 
services developed with Federal IT R&D funding.  The Grid is a set of middleware tools and capabilities 
that enable seamless end user access to applications, data storage, and compute resources to support high-
end modeling.  The Globus project (http://www.globus.org/) is one state-of-the-art example of Grid 
development.  Grid middleware faces many hard computer science problems.  Vertical integration of 
existing components to provide Grid services to demanding, well-defined communities is essential to 
progress on Grid architecture and technologies. 

High-Energy Physics Networking and Networking Research Needs 

Networking underlies many of the services and applications being developed to support HEP.  Progress in 
networking is expected to be evolutionary over the next five years, with revolutionary capabilities being 
developed over the longer term.  The following table presents the current state of the art in various 
networking areas supporting HEP, what could evolve by around 2006, and the requirements to approach 
meeting the HEP goals.  The current HEP capabilities are what is affordable, not what could be obtained 
with unlimited funding. 
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The Role of Industry in HEP Networking R&D 

Wherever possible, high-end science takes advantage of capabilities that are developed and commercial-
ized by industry.  For example, the HEP community has benefited from cost reductions and reliability 
increases provided by industrial commercialization of individual middleware components, such as data-
bases and well-defined information systems.  Also, the HEP community has benefited from the availabil-
ity of commercial high-end computing systems, high-bandwidth networks, and extensive middleware.  It 
is likely that higher bandwidth will be more affordable in the future due to economies of scale, greater 
supply, and competition among providers.  Carriers are beginning to make individual wavelengths avail-
able to major customers.  Affordable links between major HEP computer centers should exceed 10 Gbps 
within five years and may approach 1 Tbps in less than a decade.  However, it is likely to be difficult to 
exploit the available bandwidth using industry-standard transport protocols.  TCP/IP requires fixes such 
as multiple streams to use today’s affordable bandwidth.  Additional fixes will be needed to accommodate 
the expected increases in numbers of users, number of nodes, and network traffic.  It is possible to 
develop a new protocol or to extend TCP to work over dedicated links, but the extensive investment of 
industry and users in the current protocols would likely hinder acceptance of alternatives. 

Workshop participants identified a need for a vertically integrated HEP solution for managing and 
processing the massive amounts of data expected from HEP experiments. 

Networking research, development of faster computing systems and more capable computational 
algorithms, and commercial development and marketing (productization) together deliver components 
that provide part of this vertically integrated HEP solution. 

New component technologies emerging from networking research and computer science are funded 
normally only to the proof-of-concept stage and fall short of the level of product hardening and support 
needed to provide technologies that can be reliably integrated into a complex operational system.  
Collaboration by network researchers, computer scientists, and application scientists required to provide 
vertical integration of the component capabilities are also research and development and, in the view of 
the workshop participants, should be funded by the Federal IT R&D funding agencies. 

The HEP community is rapidly taking advantage of the Grid infrastructure to enable transparent, distrib-
uted, and international collaborations, resulting in improvements in the ability to cooperatively carry out 
science and to analyze increasingly large volumes of HEP data.  However, the Grid primarily has been 
developed in universities and industry is currently largely decoupled from development of an integrated 
Grid capability.  Thus, Grid software and infrastructure have not benefited from the standardization, cost 
reductions, and increased reliability often provided by commercial productization.  This productization 
will take place only if industry perceives the potential for profitably marketing the technologies.  Federal 
funding could help bridge the gap between the proof-of-concept prototype and the point at which success-
ful vertical integration has demonstrated commercial viability. 
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Fusion Energy Sciences Networking:  A Discussion of Future 
Requirements 
D. P. Schissel, General Atonics Fusion Group 
M. J. Greenwald, MIT Plasma Science and Fusion Center 
W. E. Johnson, Lawrence Berkeley National Laboratory 

Introduction 

The long–term goal of magnetic fusion research is to develop a reliable energy system that is environ-
mentally and economically sustainable.  To achieve this goal, it has been necessary to develop the science 
of plasma physics, a field with close links to fluid mechanics, electromagnetism, and nonequilibrium 
statistical mechanics.  Nuclear fusion, the power source of the stars, has been the subject of international 
research since its worldwide declassification in the late 1950s [1].  The highly collaborative nature of the 
Fusion Energy Sciences (FES) combined with a few experimental facilities and a computationally inten-
sive theoretical program are creating new and unique challenges for computer networks. 

FES research is a worldwide effort conducted at some 90 sites in the United States, 60 in Europe, 40 in 
Japan, and several each in South America, China, and Australia.  Fusion experiments have a dual role:  
providing data for the advancement of plasma science and increasing plasma parameters (densities, 
temperatures, etc.) toward the levels that would be needed in a power production reactor.  In the United 
States, experimental magnetic fusion research is centered at three large facilities (Alcator C–Mod, DIII-D, 
NSTX [2,3,4]) with a present day replacement value of over $1B; clearly too expensive to duplicate.  As 
these experiments have increased in size and complexity, there has been concurrent growth in the number 
and importance of collaborations between large groups at the experimental sites and smaller groups 
located at universities, industry sites, and national laboratories. 

Teaming with the experimental community is a theoretical and simulation community whose efforts range 
from the very applied analysis of experimental data too much more fundamental theory like the creation 
of realistic non–linear 3D plasma models.  There are presently 5 major high–end computational fusion 
projects funded by the SciDAC initiative [5].  These computational fusion physicists make up one of the 
largest user groups at the National Energy Research Scientific Computing Center (NERSC) [6]. 

The SciDAC initiative is also funding the National Fusion Collaboratory Project [7] that is creating and 
deploying collaborative software tools.  This work includes creating a fusion computational and data Grid 
as well as new and innovative collaborative visualization capabilities.  The overall objective is to allow 
scientists at remote sites to participate as fully in experiments and computational activities as if they were 
working at a common site.  An implicit assumption of the Collaboratory Project is that adequate networks 
of quantifiable high performance are available on–demand for priority tasks. 
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Network Usage Scenarios 

The demands placed on computer networks by FES research are illustrated below in two usage scenarios.  
These scenarios cover remote experimental operations, remote code development and invocation, online 
code and data access, planning and coordination tools, and look 3 to 5 years out in the requirements 
estimates. 

Experimental Science 

The three main magnetic fusion experimental sites in the United States operate in a similar manner.  The 
gross tokamak machine hardware parameters are configured before the start of the experimental day.  
Magnetic fusion experiments operate in a pulsed mode producing plasmas of up to 10 seconds duration 
every 10 to 20 minutes, with 25–35 pulses per day.  Throughout the experimental session, 
hardware/software plasma control adjustments are made as required by the experimental science.  These 
adjustments are debated and discussed amongst the experimental team (typically 20–40 people) with most 
working on site in the control room (Figure 2) but with many participating from remote locations.  
Decisions for changes to the next plasma pulse are informed by data analysis conducted within the 
roughly 15 minute between-pulse interval.  This mode of operation places a large premium on rapid data 
analysis that can be assimilated in near–real–time by a geographically dispersed research team. 

 

 

Figure 2.  Pictured is a section of the control room of the Alcator C–Mod Tokamak, a high–field 
magnetic confinement experiment at MIT.  Using the MDSplus data system combined with 
components from the Globus Toolkit, remote collaborators can exchange data securely 
with researchers working on the Alcator C–Mod, DIII–D, or NSTX Tokamaks. 
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For each plasma pulse up to 10,000 separate measurements versus time are acquired at sample rates from 
kHz to MHz, representing hundreds of Megabytes of data.  Improvements in plasma diagnostic tech-
niques have made it increasingly feasible to demonstrate excellent correlations between experimental 
results and theoretical models.  In particular, the development of diagnostic instruments that can make 
high–resolution measurements of electric and magnetic fields and cross-sectional measurements of 
turbulent fluctuations have greatly improved the basic understanding of the mechanisms controlling 
plasma confinement. 

The highly collaborative environment of the three experimental facilities motivated the creation and 
adoption of a common data storage mechanism MDSplus.  Presently each of the three experimental 
facilities is operating their own MDSplus data server.  This client server system allows data access via the 
Internet from any application run by a user who has been given the authorization to access the specific 
data.  Commercial relational database technology has been adopted to aid the exploration of these large 
experimental MDSplus data repositories.  Additionally, an Electronic Logbook has been created for 
simultaneously sharing information among hundreds of geographically diverse researchers.  This 
Logbook has been built upon relational database technology for rapid searching of the many hundred 
thousand text based entries. 

The computational emphasis in the experimental science area is to perform more, and more complex, data 
analysis between plasma pulses.  For example, today a complete time–history of the plasma magnetic 
structure is available between pulses by using parallel processing on Linux Beowulf clusters.  Five years 
ago, only selected times were analyzed between pulses with the entire time–history completed overnight.  
Five years from now, analysis that is today performed overnight will be completed between pulses.  Such 
enhanced between pulse data analysis will include more advanced simulations.  The ability to more accu-
rately compare experiment and theory between pulses will greatly enhancing the value of experimental 
operations.  Today, these comparisons are done after experimental operations have concluded when it is 
too late to adjust experimental conditions. 

It is anticipated that the data available between pulses will exceed the 1 GByte level within the next 
5 years.  Overall data transfer rates must be fast enough to allow time for detailed analysis and subsequent 
examination by the scientific staff within the 20 minutes between plasmas.  Peak network rates on the 
order of 500 Mbits/sec are required if a third of a minute is allowed to transfer the entire repository in 
order to allow the remaining intra–pulse time to be used for computational and human analysis.  This 
peak rate is required intermittently over the course of a year.  Typically, experimental operation on one of 
the three main machines is 8 hours or 30 pulses a day, 5 days a week for approximately 20 weeks a year 
(two or more machines can be operating at the same time).  During an experimental day anywhere from 
5 to 10 remote sites can be participating.  Although the entire repository is not transferred to each remote 
site, subsets of the data are transferred for visualization and analysis with results being written back 
intermittently into the main MDSplus data storage system over days, weeks, or years.  It is the dynamic 
nature of the data repository combined with the large number of distributed users that makes replication at 
remote sites more than just a simple task. 
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With the creation of more data between pulses there exists an increasing burden to assimilate all of the 
data.  Enhanced visualization tools are presently being developed that will allow this order of magnitude 
increase to be effectively used for decision making by the experimental team.  Clearly, the movement of 
this quantity of data in a 15–20 minute time window to computational clusters, to data servers, and to 
visualization tools used by an experimental team distributed across the United States and the sharing of 
remote visualizations back into the control room will place a severe burden on present day network 
technology. 

Theoretical and Simulation Science 

Although the fundamental laws that determine the behavior of fusion plasmas are well known, obtaining 
their solution under realistic conditions is a computational science problem of enormous complexity.  
This is due in large part to the strong non–linearity of the problem and the enormous range of temporal 
and spatial scales and is therefore a challenge that can only be met with advanced scientific computing.  
Because of this complexity, researchers have a long history of productive use of advanced computation 
and modeling.  Such work is typically broken down into large (macro) and small–scale (micro) 
disturbances that relax the plasma to a lower energy state. 

Integrated simulation of magnetic fusion systems involves the simultaneous modeling of the core plasma, 
the edge plasma, and the plasma–wall interactions.  Presently the SciDAC initiative is funding five 
separate programs with the long–term goal of creating an integrated fusion plasma simulation.  The five 
SciDAC areas of study are:  1) Plasma Microturbulence, 2) Plasma Magnetohydrodynamic (MHD), 
3) Wave–plasma Interactions, 4) Edge Plasma Physics, and 5) Edge Atomic Physics.  Each project is a 
multi–institution collaboration with researchers spread across the United States. 

Datasets generated by these simulation codes will approach the 1 TB level per run within the next three to 
five years.  These datasets will be analyzed like experimental plasmas are analyzed to extract further 
information.  Therefore, the data repository for simulations will be dynamically evolving rather than 
write–once.  Network rates of 500 Mbits/sec to 1000 Mbits/sec are required, similar to the previous 
section, if we assume that subsets of a simulation code run (~ 1 GB) are to be visualized and analyzed 
interactively (~ 20 s).  Several of the SciDAC fusion projects have begun to use the MDSplus data system 
for data management and in the next five years the remainder will most likely do the same.  These large 
datasets will most likely be dispersed across the United States and will be made available using the 
MDSplus client/server interface.  To facilitate efficient data transfer, parallel network I/O will need to be 
made routine between computational computers, data repositories, and visualization systems. 

Simulation data sharing will include new complex visualization capability that is presently being 
developed.  One such example is shared visualizations between tiled display walls (Figure 3).  Such 
visualization sharing can be used for working meetings and for communication with the experimental 
control room.  As stated in the section above, the desire to perform more complex simulation between 
experimental plasmas is strong and it will be desirable for data from these SciDAC simulation codes to be 
available in a 15–20 minute time window.  Eventually, there will be an integrated simulation of the 
plasma that can be compared to the plasma itself all between plasma pulses.  Such large–scale simulations  
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 Figure 3. Shared visualizations between tiled display walls will offer a collaborative visualization 
environment that is presently not available for magnetic fusion scientists. 

Using computer resources and data repositories shared across the United States, combined with the 
eventual compression of this analysis into a 20 minute time window will place a severe strain on existing 
network capability. 

Network Services Common to Both Scenarios 

In addition to the network bandwidth requirements described above, the nature of FES research also leads 
to requirements for advanced network services.  As in other sciences, valuable resources such as 
computers, data, instruments and people are distributed geographically and must be shared for successful 
collaboration.  In fusion, the need for real-time interactions among large experimental teams and the 
requirement for interactive visualization and processing of very large simulation data sets are particularly 
challenging.  Shared tools and solutions are especially valuable – reducing problems with n x m or n! 
interactions to more tractable scales. 

The apparently conflicting requirements for transparency and security in a widely distributed environment 
point up the need for efficient and effective services in this area.  Central management of PKI or 
equivalent technologies using “best practices” and providing 24x7 support is essential.  Further, it is 
essential that the user authentication framework and operational environments are such that common 
policy may be negotiated among international collaborators in order to enable collaborations to span 
international boundaries and between application development and site security groups.  Development of 
mutually agreed upon tools and protocols for resource authorization is equally important. 
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As fusion collaboratory activities grow, the needs for global directory and naming services will expand as 
well.  A hierarchical infrastructure with well–managed “roots” can provide the necessary glue for many 
collaborative activities.  Analogous to the Internet’s domain name services, this infrastructure would give 
local resource managers needed flexibility while maintaining global connectivity and persistence.  A 
global name service could even solve the longstanding problem in the field of variable name translation 
between codes or experiments.  Distributed computing services for queuing and monitoring are also 
needed.  These must be easy to configure and deploy and robust in operation. 

The fusion applications described above will also require network quality of service (QoS) in order to 
provide guaranteed bandwidth at particular times or with particular characteristics.  Such QoS will be 
required to tailor the network to match the time dependent demand requirements rather than maintaining 
sustained bandwidth.  For experimental collaborations, low network latency with minimum jitter and very 
low packet loss are essential if instruments and experiments are to be controlled remotely.  It is 
anticipated that the next generation of fusion experiments will be routinely operated by remote teams.  
Relatively small quantities of monitoring data must be passed back reliably and quickly.  Moderately 
large quantities of intermediate data are produced by simulations in burst mode before a code’s 
conclusion and should be made available as quickly as possible or even during the code run for 
computational steering.  End to end performance is crucial and must include partners at universities, 
private companies or international sites.  Real-time network performance monitoring and problem 
resolution tools are essential. 

Finally, both scenarios discussed above will generate such an increasing quantity of data that new and 
improved ways to efficiently mine the MDSplus repositories to extract knowledge will need to be 
developed.  Such new data mining capabilities will be required to formulate, analyze, and implement 
basic induction processes that facilitate the extraction of meaningful information from unstructured data.  
These capabilities will allow the semi–automatic discovery of knowledge in the form of patterns, changes, 
associations, anomalies, rules, and statistically significant structures and events from the large MDSplus 
repositories.  This type of efficient means of sifting through large quantities of data will reduce the 
amount of information that must be transferred to the scientists thereby reducing the strain on the 
network. 

Conclusions 

The fusion community anticipates a computing–for–data–analysis model that involves moving data at 
data rates of approximately 500 Mbit/sec between 40 sites.  This network traffic is periodic with large 
bursts (10–30 seconds out of 20 minutes, 8 hours a day, 5 days a week, 20 weeks a year).  When the 
traffic appears on the network it requires guaranteed bandwidth, however the network could be used for 
other purposes during the remaining ~99% of the time.  This traffic will flow between the sites of the 
major experimental participants and their many collaborating institutions. 

The distributed nature of the Fusion Community and its paradigm of widely shared data require several 
types of persistent middleware that is operated by a reliable, long–lived third–party.  This middleware 
includes 
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• The PKI Certificate Authorities that enable strong authentication of the community members and the 
use of Grid security tools and services. 

• Directory services that can be used to provide the naming root and high level (community-wide) 
indexing of shared, persistent data that transforms into community information and knowledge base 
as it matures through analysis and comparison with simulations. 

• Management functions for network Quality–of–Service that provides the request and access 
mechanisms for the experiment run time, periodic traffic noted above. 

• Efficient means to sift through large data repositories to extract meaningful information from 
unstructured data. 
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Advancing Chemical Science:  Future Networking 
Requirements 
D. A. Dixon, Pacific Northwest National Laboratory 
L. A. Rahn, Sandia National Laboratories 

Introduction 

The chemistry community is extensive and incorporates a wide range of experimental, computational, and 
theoretical approaches into the study of chemical problems.  Chemistry is one of the base sciences on 
which many applications are built.  There is extensive use of basic chemical measurement techniques in a 
wide range of areas including atmospheric measurements, geochemical measurements, combustion and 
chemical process measurements, and cellular observations.  Computational chemistry covers a wide range 
of areas ranging from accurate calculations on small molecules/processes such as heats of formation of 
radicals and electron scattering to intermediate accuracy calculations for the study of large molecules, 
separation systems and catalysts, and ultimately to molecular dynamics simulations of complex systems 
such as biomolecules and materials.  There is also an extensive effort to discover of the details of 
chemical processes as they interact with the unsteady, and often, turbulent fluids that transport and mix 
the reacting species.  Such studies are key to developing understanding that will enable predictive design 
of complex chemical processes such as combustion or chemical processing in industry.  This research 
includes the production and mining of extensive databases from direct simulations of detailed reacting 
flow processes. 

The area of chemical sciences is representative of many DOE programs in that it addresses complex 
multi-scale phenomena.  The situation is similar in earth system studies, fusion research, high-energy 
physics, biology, and other areas of science.  An understanding of environment and device scale 
phenomena requires more than simply applying one type of computation, with increased computing 
power, across scales.  Different physical phenomena dominate system dynamics at these different scales, 
leading to a variety of models and experiments relevant in the different regimes.  Information from one 
regime is used as input for the next, essentially “bootstrapping” from the atomistic to the device level.  
One of the major bottlenecks in such a multi-scale research enterprise is the passing of information from 
one level to the next in a consistent and validated manner. 

The scientific process described above leads to a data- and model-centric view of the communications 
between sub-disciplines working at different scales.  Data at one level is analyzed to develop a model that 
produces data used in turn by another, repeatedly across the range of scales and types of chemical infor-
mation required.  However, in this process more than just the raw data values need to be communicated.  
Confidence in a value’s accuracy, its uncertainty, dependencies on other data, etc. must all be considered 
when using it in further computational and experimental research.  In the direction of decreasing length 
and time scales, information about the sensitivity of models on particular data may place a premium on 
very accurate values for certain fundamental quantities.  Enabling the rich bi-directional exchange of both 
data and metadata between scales is a critical issue in making progress. 
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Traditionally, this information flow has been accomplished through the research literature and, more 
recently, through databases of chemical values.  The information is fragmented and discovery of new 
information in these sources remains a manual process.  Determining whether results presented in a paper 
depend on obsolete values from a different regime may require searching through several papers and 
databases.  These factors make communication difficult and time consuming and increase the likelihood 
of redundant and irrelevant research. 

To overcome current barriers to collaboration and knowledge transfer among researchers working at 
different scales, a number of enhancements must be made to the information technology infrastructure of 
the community: 

• A collaboration infrastructure is required to enable real-time and asynchronous collaborative 
development of data and publication standards, formation and communication of inter-scale scientific 
collaborations, geographically distributed disciplinary collaboration, and project management. 

• Advanced features of network middleware are needed to enable management of metadata, user-
friendly work flow for web-enabled applications, high levels of security especially with respect to the 
integrity of the data with minimal barriers to new users, customizable notification, and web 
publication services. 

• Repositories are required to store chemical sciences data and metadata in a way that preserves data 
integrity and enables web access to data and information across scales and disciplines. 

• Tools now used to generate and analyze data at each scale must be modified to enable generation and 
storage of the required metadata in a format that allows interoperable work flow with other tools and 
web-based functions, and must be made available for use by geographically distributed collaborators. 

• New tools are required to search and query metadata, and to retrieve data across all scales, disciplines, 
and locations. 

The complexities of managing information within such an infrastructure are daunting and the creation, 
communication and use of the additional information could quickly become unwieldy.  However, recent 
technological advances in network protocols (such as DAV) and the development of the extensible 
markup language (XML) for defining machine and human readable metadata based on standard schema, 
have significantly reduced the barriers to creating such a comprehensive informatics environment. 

Networking Needs 

Rapid advances in computational hardware and software along with innovative experimental techniques 
are revolutionizing the rate at which chemical science research can produce the new information 
necessary to advance chemical science, for example, combustion technology, biochemistry, environ-
mental chemistry, catalysis and chemical process technology, etc., straining the traditional methods of 
communication through peer-reviewed literature and static databases.  In addition high-throughput 
technologies promise to revolutionize the science that we do as well as to create huge amounts of data. 
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Computational Science 

Electronic structure – This area is a huge consumer of computational resources in terms of cpu cycles, 
memory, and I/O but will not require large networking resources for moving data around.  For computing 
across the Grid, the networking needs change significantly in terms of latency and bandwidth. 

Molecular dynamics – Based on the new EMSL/MSCF HP supercomputer, a 9+ TFlop system, we 
estimate that we will be generating ~20 Gbytes/hr leading to 400 to 500 Gbytes/day/~10 Tflop machine. 

Simulations of reacting flow systems – Direct numerical simulations (DNS) carried out using currently 
available computational resources (1 to 3 TeraFLOPS) are limited to two dimensions and either simple 
processes, or simple chemistry.  Recent simulations of the time dependence of auto ignition in hydrogen-
air mixtures produced 0.75 Tbytes of data from a 1M node-hour simulation on an IBM SP3.  With 
computational capabilities of 100 TeraFLOPS or more envisioned in the coming decade for DOE science, 
such simulations could provide insights into complex autoignition phenomena in three dimensions with 
hydrocarbon chemistry, producing Petabyte-scale data sets. 

In principle, a much broader array of reacting flow science will be enabled with the advent of such 
computing resources.  SciDAC supernova researchers are already interested in the DNS tools developed 
for combustion.  Other areas will include chemical processing, multi-phase flows for manufacturing 
unique particles and coatings, and predictive tools for fire-safety, and possibly inertial confinement 
fusion. 

• Example Scenario 

  Remote Interactive Visualization and Data Mining of Combustion DNS 

  The advancement of the DOE mission for efficient, low-impact energy sources and utilization 
relies upon continued significant advances in fundamental chemical sciences and the effective use 
of the knowledge accompanying these advances across a broad range of disciplines and scales.  
This challenge is exemplified in the development of predictive computational models for realistic 
combustion devices.  Combustion modeling requires the integration of computational physical and 
chemical models that span space and time scales from atomistic processes to those of the physical 
combustion device itself as illustrated in  Figure 4. 

  Combustion systems involve three-dimensional, time-dependent, chemically reacting turbulent 
flows that may include multiphase effects with liquid droplets and solid particles in complex 
physical configurations.  Against this fluid-dynamical backdrop, chemical reactions occur that 
determine the energy production in the system, as well as the emissions that are produced.  For 
complex fuels, the chemistry involves hundreds to thousands of chemical species participating in 
thousands of reactions.  These chemical reactions occur in an environment that is defined by both 
thermal conduction and radiation.  Reaction rates as a function of temperature and pressure are 
determined experimentally and by a number of methods using data from quantum mechanical 
computations.  The collaborative creation, discovery, and exchange of information across all of 
these scales and disciplines are required to meet DOE’s mission requirements. 
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 Figure 4.  Chemical sciences, and combustion science in particular, require the integration 
of scientific knowledge over a large range of scales, disciplines, and geographic sites for 
impact on the DOE mission. 

  As discussed above, this research includes the production and mining of extensive data bases from 
direct simulations of detailed reacting flow processes.  The problem definition, code implemen-
tation, and mining of these datasets will necessarily be carried out by a collaborative (and 
distributed) consortium of researchers.  Moreover, this research leads to reduced models that must 
be validated, for example, Large Eddy Simulations (LES) that can describe geometrical and multi-
phase effects along with reduced chemical models.  While these reduced model simulations 
typically will use fewer FLOPS per simulation, more simulations are required to validate models 
in environments that will enable predictive design codes to be developed. 
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Collaborative data mining and analysis of large DNS datasets will require resources well beyond the 
current practice of using advanced workstations and FTP shipping of data.  The factors driving this 
change are dataset sizes that require unique storage resources, the increased collaborative nature of the 
research projects, and the great increase in the complexity of the information that can be computed for 
mining and analysis.  Thus, the post-computation evaluation of the data will require unique computing 
resources for processes such as visualization and feature detection and mining software.  Such analysis 
tools will be remotely operated and benefit from real-time interactions by the research scientist process. 

An example of a computational infrastructure for our visualization needs is shown in Figure 5.  Since it is 
composed of scarce, geographically distributed components, a fast network is needed to unite these 
resources.  The constraints imposed on the network are low latency, high bandwidth, some form of 
quality-of-service, and reliable multicast fro broadcast to the collaborating scientists.  In addition, it 
would be desirable to provision a fail-over path, which could be used transparently to the user(s) in case 
of failure along the primary path.  The example here was drawn with the National Transparent Optical 
Network (NTON) in mind to allow coupling of resources in DOE national laboratories in the San 
Francisco Bay area. 

As an example, 244GB are generated from an H2/Air autoignition DNS simulation in 2D (8 species) and 
1.3 TB for n-heptane autoignition in 2D (44 species).  One H2/air ignition run takes about 50,000 to 
100,000 cpu node hours on an IBM SP system at NERSC depending upon the length of time we need to 
run (1-2 milliseconds for typical high pressure ignition delay times.) Running on 256 processors, it takes 
about 2-4 weeks turnaround per run (including time waiting in batch queues.) 

1. Simulation 2. Visualization Engine 

3. Data Storage  4. Router 

5. Workstation n … 

NTON ESNET

5. Workstation 1 

 

 Figure 5.  Schematic of a Possible Coupling of Resources via High-Speed Networks Allowing 
Utilization of Distributed Resources for Advanced Data Visualization and Analysis 

Experimental Science 

Mass spectroscopy for high throughput proteomics – current estimate is ~100 Gbytes/day/mass spec 
based on a 50% improvement of the current prototype data collection system.  For 20 to 50 mass specs for 
the entire complex, this leads to 2 to 5 TBytes/day. 
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Imaging – When running at full speed, a FRET analysis of a cell will be generating a Megapixel/msec of 
data.  A Megapixel is ~24 x106 bits leading to 3 x 109 bytes for a 1000 step for a 1 sec trajectory.  For 
50 runs a day, this will generate ~ 150 Gbyte/spectrometer.  We are building 6 spectrometers currently 
leading to ~1 TB at 1 laboratory.  If this is spread across multiple labs, this number could easily reach 
10 to 20 TB/day. 

• Examples 

 - Real-time Dual-Wavelength Confocal Microscopy.  This microscope employs a high-speed 
AOTF system in conjunction with a Nipkow disk confocal imaging and dual Gen III intensified 
CCD cameras.  This allows ratiometric imaging of life cells at 30 fps.  Applications, such as FRET 
in live cells and dynamic colocalization of multiple fluorescent probes can be conducted on 
timescales of minutes to hours. 

  Each of the systems below will generate between 0.5 and 1.5 Gbytes of image data/day. 

 - CARS (coherent anti-stokes Raman spectroscopy)/Two-Photon Confocal Combined 
Microscope.  This imaging modality can visualize molecules based on their vibrational properties 
and simultaneously by their fluorescent properties.  CARS is useful for visualizing selected 
molecular species, such as lipids and deuterated compounds.  Spatial resolution is 0.3 microns.  
The present temporal resolution is about 1 min. per image, but will improve with new laser 
technology. 

 - MRM/OM is a combined magnetic resonance imaging/spectrograph system that has a simultane-
ous confocal microscopy capability.  The magnetic resonance provides unique physical and 
chemical information on a distance scale as small as 10 microns, with no limitations on sample 
opacity, and is both non-destructive and non-invasive.  The rather slow MRM imaging time 
(10s of minutes, depending on resolution) is supplemented with optical fluorescence images.  
Confocal images are recorded in seconds with micron resolution, simultaneously with MRM 
imaging.  Acoustic microscopy methods to supplement MRM are under development. 

 - AFM-Enhanced Fluorescence Imaging Microscopy.  A novel nanoscale characterization 
combined microscope that uses the Optical/AFM approach and a high-sensitivity far-field 
microscope to provide unperturbed measurements of reaction rates at sites that have been 
characterized by atomic force microscopy (AFM) imaging.  Work is being done to extend this 
approach by using the surface enhanced Raman scattering (SERS) method in addition to the 
fluorescence imaging method to facilitate the application to both fluorescent and non-fluorescent 
substrate species.  The strong field enhancement at a sharp AFM metal tip coupled to an external 
optical field should allow the observation of site specific SERS while providing contrast from 
fluorescence imaging. 
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 - Single-Molecule Spectroscopy and Imaging Microscopy.  This instrument is capable of 
simultaneous structural and spectroscopic analyses of single biomolecular complexes and their 
reaction (interaction and association) rates, providing insight into the relationship between 
structure and function of cell signaling proteins and enzymes.  The information collected from 
these approaches is typically lost or hidden in the measurements using current conventional 
ensemble-averaged methodologies. 

 - Single-Molecule Patch-Clamp/Optical Confocal Imaging Microscopy.  This is a unique 
technology by combining a confocal scanning linear/non-linear optical microscope with state-of-
the-art patch clamp technologies.  This instrumentation significantly enhanced the diagnostic and 
investigative capabilities of both methods in the characterization of ion channel/receptor dynamics 
and mechanism in a living cell.  Understanding the correlated conformational dynamics of a single 
ion channel/receptor will be a significant step in deciphering the molecular mechanisms of ion 
channels functions and the process of ligand-receptor and receptor-lipid interactions for individual 
molecules in membranes from living cells. 

 - Nuclear magnetic resonance – A protein structure experiment generates 1 to 1.5 Gbyte/run and 
one can do 2 to 3 runs/day leading to 3 to 5 Gbyte/spectrometer.  Many spectrometers could easily 
lead to 100’s of Gbytes/day. 

 - Cryo electron microscopy(EM)/EM crystallography of single molecules – digitized electron 
micrograph (photographic film), consists of approximately 6000X6000 pixels, usually digitized in 
12 bits and go to 1000 images/day/spectrometer.  This is 54 Gbytes/spectrometer. 

 - Synchrotron data – Produces large data sets.  Experimentalists have been hampered by the lack 
of local computing facilities at the synchrotron source which prevents analysis of data and can 
hold up experiments. 

 - Real time, remote control of experiments – This requires significant networking resources that 
are always available to the remote user.  The experiment transmits data back to the user which 
enables the user to make decisions about how to control the experiment.  The amount of data 
transmitted by the user is usually small but a high integrity network is needed with low latency.  
The amount of data transmitted to the user may be much larger so bandwidth and latency are 
important for real time control. 

General Scenarios 

There are two scenarios: 

1. Move data around to everyone from a small number of very high performance computers and store 
data from everyone at a small number of very large data storage centers 

2. Place many modest size computers working locally on the data with large amounts of local storage.  
Computers and storage are co-resident with the data.  Only summary data is passed around on the 
network. 
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Scenario 1 requires high network speeds with reduced manpower needs.  Scenario 2 requires significant 
manpower needs to manage all of the computer systems. 

Issues 

Challenging networking and other information technology research needed to enable distribution of data, 
analysis, and collaboration include: 

• Multicast service delivered to multiple remote centers with diverse firewall filters 

• Network error rate and robustness control without impacting the experiment’s data acquisition system 

• Massive applications software – e.g., 1 million lines of code in NWChem 

• Interfaces of databases with the network and storage 

• Technology improvements including: 

 - Computing technologies 

 - Computer science 

 - Applied mathematics 

 - Software development 

 - Networking 

 - Computing system-to-network interfaces 

 - Fiber technologies 

 - Data storage 

 - Data management 

The international chemistry research community is increasingly using Grid technologies, an integrated 
suite of services.  The Grid is a set of middleware tools and capabilities that enable seamless end user 
access to applications, data storage, and compute resources to support high-end modeling.  The Globus 
project (http://www.globus.org/) is one state-of-the-art example of Grid development.  Grid middleware 
faces many hard computer science problems.  Vertical integration of existing components to provide Grid 
services to demanding, well-defined communities is essential to progress on Grid architecture and 
technologies. 
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We now present some of the issues as questions that will need to be addressed. 

• How will the different sets of data be processed across the networks? 

 - For example, for combustion modeling, we envision running the model at large terascale 
computing centers (NERSC, Oak Ridge, PNNL), archiving the raw complete data at these centers.  
On-the-fly data-mining/diagnostiscs visualization will be performed to verify the viability of the 
runs, with minimal graphics streamed to remote sites (lines, polygons, etc.)  Another use of on-the-
fly data-mining is to tag and steer the run to redundantly save portions of the data for future 
mining/ analysis of a specified kind (e.g., flamelet analysis, statistical point-wise analysis, etc.)  
These more limited archives of the raw data can then be shipped to remote sites for further detailed 
analysis.  Alternatively, if bandwidths are big enough, we could perform the analysis on computers 
where the data was created, and only stream graphics across the network (compressed, non-lossy 
data).  In the interim, we need to have both capabilities.  We feel that data-mining, particularly for 
large complex 3D time-dependent data sets, is essential if information is to be gleaned from the 
runs efficiently.  How the data for reacting flows is mined determines what and how much infor-
mation needs to be shipped around.  Finally, it is impractical/difficult to move large amounts of 
DNS data around via protocols like FTP.  For example, the volume of data for one run currently on 
NERSC archives (2D, hydrogen/air ignition, 8 reactive species, 1.8 million grid points, each restart 
file is 200MB, 200 restart files to track ignition evolution, total of 40 Gbytes of raw data per 
realization.  To simulate this in 3D requires minimally 50 million grid points, or 1.11 TB of raw 
data per realization.  Further, a parameter study would include 3 to 5 comparable simulations, 
varying some flow/chemical parameters.  Therefore, a complete ignition study in 3D would 
generate ~5 TB of raw data.  Even if one could move this amount of data to the home institution, it 
is not clear that there would be adequate storage/computing capability to process/visualize the 
data. 

Additional questions include: 

• How often does one really want to move the data (i.e. will it go to a repository once or will it be 
moved around more often)? 

• Will only a subset of the data be moved (needing data mining technology)? 

• Will the data only be visualized remotely? 

These issues are related to Grid networking needs with the issue being how much data storage and 
networking need to be close to the machines that are producing the results. 

To get the information that network planners need, we need to figure out where the data goes.  For 
example, people do molecular dynamics calculations at EMSL (and presumably NERSC) or a DNS 
simulation at NERSC.  What fraction of those results are moved to the user’s home institution for 
analysis? 
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For a fluid dynamics DNS combustion simulation, 100% of the data generated at NERSC is shipped back 
to SNL for analysis.  For DNS data, there is a group of universities and National Laboratories within the 
U.S. (U. Michigan, U. Maryland, North Carolina State U., SNL, Pittsburgh Supercomputing Center) and 
abroad (Cambridge U.) where it would be desirable to have data moved to for analysis/vis.  The U.S. 
institutions are participants in a Chemical Sciences SciDAC project, URL:  //scidac.psc.edu.  This is 
likely to be typical of most large projects in the future, large, distributed groups sharing large amounts of 
data in a global fashion. 

In many respects, solving DOE’s networking problems cannot be done without also solving the 
computing capacity problems.  There simply aren’t enough computers to go around now, and not enough 
in the pipeline to handle the work envisioned by these plans.  Hence we have trouble deciding whether to 
analyze data where it’s generated (on machines that don’t exist), or try to move it (perhaps compressed) to 
some other place for analysis (where there are likely not enough big computers either). 

In the long run, the number of locations with big chemistry data sources will always be larger than the 
number of places with big computers, especially as physical chemistry is used in biological analysis (e.g., 
NMR, mass spec).  Hence we are always going to need high performance networks to bring big data, 
computers and people together.  Nevertheless, we probably do not do enough to reduce data size before 
we transmit it, which will require new algorithms broadly supported. 
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A Networking Strategy for Peta-Scale Science Within the 
DOE Office of Science 
J. B. White III 
Center for Computational Sciences, Oak Ridge National Laboratory 

Scientific Exploration at High Energy Frontier 

Over the next 5-10 years, we expect the computation and storage capabilities within the DOE Office of 
Science to move to the peta scale, with petaflops rates of computation using and producing multi-
petabytes of data.  For the most demanding applications of importance to the Office of Science, the 
pursuit of science at this peta scale will still be governed by limitations of hardware and software, not by 
the requirements of the scientific applications.  Because the highest-end resources will continue to be a 
proverbial bottleneck, efficient use of these resources will remain critical, and this efficiency requirement 
will drive the high-end needs for networking. 

Another requirement driving networking needs is that of secure, convenient, distributed, collaborative 
access to the high-end resources from a diverse group of scientists using a range of interface devices, 
from handheld devices to desktops to synchronized distributed display walls.  The efficient use of high-
end resources is only profitable to the extent that scientists are able to translate that use into scientific 
discovery. 

These various resource requirements, in the context of trends in industry-standard information technology 
(IT), suggest the following networking strategy for peta-scale science. 

• The high-end computation and storage resources of the DOE Office of Science are tightly coupled 
with ultra-high-bandwidth networking, providing an integrated core infrastructure. 

• Users access this core through user-interface (UI) services based on prevailing industry standards, 
using commodity clients, heavily leveraging the public and commercial IT hardware and software 
infrastructure. 

Targeting a tightly coupled, integrated core maximizes the efficiency of the high-end resources.  
Targeting commodity clients and standard IT maximizes the flexibility and accessibility of those 
resources.  Further targeting UI serving, as opposed to data or compute serving, decouples the 
computation and storage scaling requirements of the high-end applications from the scaling requirements 
of multiple scientists and distributed collaboration. 

The following sections describe the requirements of the two networking domains, the peta-scale core and 
the UI-service domain, in greater detail.  This document does not address the extent to which current 
DOE projects, such as the DOE Science Grid, might meet these requirements.  We anticipate discussion 
of this topic at the High Performance Network Planning Workshop. 
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Peta-Scale Core 

The peta-scale core infrastructure for the DOE Office of Science will likely include a moderate number of 
large, geographically distributed resources, such as high-performance-computing (HPC) centers, data 
repositories, data-analysis centers, and experiment facilities.  A unifying feature among these resources is 
data intensity.  Large experiments may produce petabytes of data, petaflops computations may consume 
and produce petabytes, repositories must store petabytes or more, and these petabytes must be analyzed 
for the ultimate goal of scientific discovery. 

We expect peta-scale resources to be designed with petabytes of high-speed local I/O as a working cache 
for data, but important output must eventually be stored on media that are fault tolerant and externally 
accessible.  Such media currently take the form of site-local archives, often implemented with HPSS.  We 
currently have unmet end-to-end bandwidth requirements for moving data between high-end sites, such as 
between the teraflops computers in the ORNL CCS and the PCMDI climate archive at NERSC. 

To better use future peta-scale resources, and indeed the resources currently available in the DOE Office 
of Science, we need much higher end-to-end bandwidth between core high-end sites.  Ultra-high-
bandwidth networking would facilitate critical data movement between the working caches of distributed 
peta-scale sites: 

• from experiments to data-analysis and visualization servers, 

• from archives of measurement data to supercomputers running models using those data, 

• from supercomputers to archives of computational results, 

• from archives of raw results to data-analysis systems enabling scientific discovery, and 

• between distributed archives, for fault tolerance and disaster recovery. 

The network within the core will need to be able to move petabytes in reasonable time limits, certainly 
better than the effective bandwidth of physical tapes sent by overnight courier.  With the estimate of this 
requirement as a petabyte in 24 hours, the backbone network will need a capacity of roughly 160 Gb/s 
(gigabits per second).  Saturating a tens-of-gigabits network connection is well beyond the capability of 
current data-transfer protocols, such as HTTP, SFTP, or Grid FTP.  A high-end system today can saturate 
a 1 Gb/s connection with about twenty streams.  If systems scale over the next two years to 10 Gb/s 
interfaces, the scaling behavior of TCP implies that 200 streams may be necessary to saturate that 
10 Gb/s.  To saturate a 160 Gb/s pipe would then require 3200 streams, which is impractically high. 

To provide the necessary core bandwidths, DOE will need to implement improved protocols, such as 
XCP, Tsunami, etc., and possibly new transport technologies.  It is likely that new protocols will not be 
TCP-friendly and will require a parallel backbone.  Such a backbone might serve as a redundant circuit 
for standard IP traffic, however, in the event of an outage in neighboring networks. 
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With this strategy, the networking resources connecting the core sites will see a qualitatively different 
usage pattern than traditional IP networks.  Instead of the highly shared, overlapped, and variable volume 
typical of interactive network use, core networking will need to support large-volume bulk transfers with 
pre-scheduled, dedicated or quality-guaranteed access to resources.  An analogous comparison is 
interactive use of a PC versus long-running batch computations on a supercomputer. 

Tightly coupling peta-scale sites within the DOE Office of Science with such dedicated networking 
hardware enables improved integration of those resources from the perspective of usage and administra-
tion.  To effectively use petabytes of data at multiple sites, those data must be accessible across sites, both 
physically through networking hardware and logically through appropriate shared interfaces. 

One useful interface is that of a file system.  A logically shared, globally accessible archival file system 
among the core sites could dramatically simplify data management.  The file-system model is not ideal, 
however.  The finest level of data granularity is the file, and the only mechanism for searching and 
organizing data is by file path.  The integration of more general mechanisms for data search and 
discovery, such as relational-database interfaces, may not only prove useful but essential for managing 
and utilizing huge data volumes. 

We suggest a single logical archive with data and metadata distributed among core sites.  Users of other 
core resources would schedule retrieval of data to the working cache of each resource, perform work, and 
schedule writing of permanent data back into the archive.  Current tape-based archives can provide high 
bandwidth but suffer from relatively high latencies.  The performance profile of ultra-high-bandwidth 
networking fits this regime well; the latency of tape-based operations hides network latencies.  The 
features desirable in a global DOE archive include the following: 

• single, secure sign-on, 

• uniform global namespace, 

• flexible, location-independent data description and discovery, 

• sub-file-level access to data objects, 

• support for version control and synchronization, 

• automated redundancy for fault tolerance and disaster recovery, and 

• automated, performance-optimized selection among redundant copies. 

Higher levels of software integration among the DOE sites are required to provide such a global interface 
to data, and this integration could provide additional benefits.  Current HPC sites in the DOE each have 
their own unique solutions for many infrastructure needs, including user authentication and authorization, 
batch-system configuration, account administration, allocations and accounting, and file systems.  Better 
integration of the core sites could reduce the current redundancy of effort, providing a more-consistent 
user experience and better amortizing the costs of the infrastructure maintenance and development.  The 
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mission-oriented nature of the DOE and its resources makes such integration feasible.  With careful and 
pragmatic planning, increased integration could improve efficiency and productivity without stifling the 
creativity and innovation of individual sites. 

The strategy of a tightly coupled core providing standard interfaces to commodity clients is designed to 
improve efficiency, but it is not intended to isolate the DOE core from other peta-scale resources.  
Collaboration with other agencies will remain important, and the benefits of ultra-high bandwidth among 
core resources could extend to peta-scale sites of other agencies, such as the NSF and NASA.  Higher 
software integration would also prove useful but will be constrained by the different requirements of the 
various agencies in terms of security, administration, and scientific mission. 

User Interface Services 

Whereas high-end applications may be limited by whatever resources are available, whether at the tera, 
peta, or exa scales or beyond, user interfaces have more-achievable upper bounds on resource require-
ments.  A desktop computer, for example, is limited to the data rate of keyboard and mouse for input and 
the screen size times frame rate for output.  Unlike for peta-scale computation and storage, scientific dis-
covery has similar requirements for UI technology and infrastructure as the commercial world that drives 
UI technology and infrastructure. 

In the strategy suggested here, the core DOE high-end infrastructure will provide access through standard 
UI services, leveraging the same software and hardware infrastructure used for public, commercial, and 
educational purposes.  Today such UI services include HTTP, SSH, X-Windows, Java, and streaming 
video.  In 5-10 years, commercial drivers such as E-commerce, videoconferencing, video on demand, and 
virtual reality may bring the state of practice for secure, distributed UI services up to the current state of 
the art for high-end visualization.  The most efficient and effective course for scientific discovery at the 
peta scale may be to simply ride this technology curve, targeting industry-standard UI and remote-
authentication services.  This strategy maximizes the accessibility of the peta-scale core for scientists, 
who will already have familiarity with these UI services. 

Conclusions 

The basic strategy proposed here is to enable scientific discovery at the highest levels of computation and 
data volume by scaling and integrating core DOE systems as much as possible while providing industry-
standard user interfaces to those core systems.  This strategy is intended to maximize the capability of the 
core while also maximizing its accessibility to scientists. 

The implication of this strategy for networking hardware is that investment should be focused on 
connecting the core systems for large end-to-end volume and predictable quality of service.  As with 
hardware, investments in networking software should target the core systems, both at low levels, such as 
enabling peta-scale bulk transfers between systems, and at high levels, such as enabling global data 
description, discovery, and management. 

A Vision 50  



The implication for user-level software at the peta scale, such as tools and applications, is that the 
interaction with the “outside world” should be through industry-standard UI services.  For example, 
applications should not rely on the transfer of data files to the user workstation for analysis.  At peta 
scales and beyond, requiring much more out of remote devices than human input and video output is not 
feasible.  Also, given the plethora of possible remote devices, from handheld devices to display walls, and 
the fairly universal nature of user-interface requirements, applications and tools should not require unique 
clients or protocols outside of the core resources. 
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A Vision for DOE Scientific Networking Driven by High 
Impact Science 
W. E. Johnston, W.T.C. Kramer, J. F. Leighton, Lawrence Berkeley National Laboratory 
Charlie Catlett, Argonne National Laboratory 

1  Vision and Approach 

The vision for DOE scientific networking is that major DOE applications and facility-based experiments 
will interconnect with widely distributed terascale supercomputing, petascale storage, high performance 
visualization, and remote collaborators, to dynamically create virtual laboratories.  This will provide 
unprecedented presence and interaction for all of the participating scientists, and enable the interplay of 
theory, simulation, and experiment which in turn should lead to new ways of approaching science 
problems and new levels of scientific productivity. 

In order to achieve this vision, we propose a multi-pronged approach that needs to be developed and 
implemented.  This approach describes the framework in which DOE provides the most effective and the 
highest possible performance networking where needed by its high impact science.  This framework will 
continue to provide required high quality network capabilities to the DOE and its community.  At the 
same time, it will integrate the DOE’s networking programs, facilities, and expertise into a more effective 
and efficient enterprise.  This approach has six major components: 

• DOE science programs will identify the high impact projects that set the scientific networking 
priorities. 

This approach is intended to tie the operation and evolution of DOE’s scientific networking to DOE’s 
high impact science projects, facilities, and teams.  This entails: 

- providing network expertise to support the development and tuning of high performance, 
distributed science applications 

- direct involvement of distributed-application scientists in providing feedback to network 
engineers 

- an Office of Science program-based mechanism for prioritizing network resources based on their 
assessment of high impact science projects.  

• A High Performance Production Network (HPPN):  Provides a high bandwidth production network to 
enable integration of widely distributed DOE resources. 

The HPPN is the flagship Office for Science network that supports the scientific program with high 
quality networking and services to support distributed science. 
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• An Advanced Scientific Applications Pilot (ASAP) Network:  Provides advanced pilot networks to 
develop new capabilities for high end science applications and deploy new network features. 

The ASAP Networks address key science application areas that have very bandwidth-intensive 
requirements and can benefit from early access to very high bandwidth and advanced services not yet 
deployable in full production.  It will also bridge the gap between the network technology focused 
testbeds and the HPPN. 

• An Advanced Network Technology Consortium Testbed (ANTCT):  Provides advanced network 
technology testbeds to shape the next generation networks for science. 

In order to meet the needs of science that is experiencing exponential growth in the collection and 
analysis of data, vastly higher effective bandwidths than are available with today’s technology are 
needed.  The role of the ANTCT is to explore network technology that DOE science networks will 
need in five, seven, or more years.  

• Advanced Services:  Provide a suite of shared middleware services for enabling distributed science 
applications. 

The success of advanced distributed science applications depends critically on distributed middleware 
services in order to build realistic and reliable distributed applications.  A suite of advanced services 
will be deployed in an integrated and non-redundant manner across the individual networks. 

• Provide improved ways to introduce new network technology that enhance networks for effective 
science and new middleware features. 

The approach includes methods of information and technology flow between the three networks to 
enable timely introduction of new network services and features that improve the effectiveness of the 
science drivers using the networks. 

Table 1.  Characteristics of the Networks 
This table indicates some of the basic differences of the three networks 

Service Characteristic HPPN Network ASAP Network ANTCT Network 

Bandwidth relative to 
current ESnet 

4 times 
i.e., 2.5 Gbps 

16 times 
i.e., 10 Gbps 

Defining characteristics will 
probably be different network 
architecture, protocols, etc. 

Number of sites 30–50 4–6  Determined opportunistically 

Maturity of applications Full range of 
production 
applications 

Limited set of early 
adapter applications  

Experimental applications and 
application kernels 

Reliability 99.9% 95-98% 50-80% 

Mean time between failure Months Weeks Days 

Mean time to repair 2–4 hours Next business day Days to weeks 
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2  Example Science Drivers 

DOE networking is driven from the science being done by DOE researchers and at DOE facilities and 
also enables science that is not otherwise possible.  The particular science drivers will change and evolve 
over time.  Below are some examples of the science areas that demand very high quality and high 
bandwidth networking now and in the future.  

2.1  High Energy and Nuclear Physics(a) 

History and Background 

For 20 years, high energy physicists have relied on state-of-the-art computer networking to enable ever 
larger and more complex experiments.  As computer networking became possible over wide areas, 
starting in the late 1970s, adoption by high energy physics came quickly.  The practice, already prevalent, 
of conducting complex experiments through collaborations of groups from universities and laboratories 
that were often in different parts of the country created an immediate need for the new technology.  In the 
1980s, the connection to the emerging “HEPnet” became a required piece of infrastructure for any group 
serious about doing experiments in high energy physics.  The network solved problems for the modest-
sized collaborations of the day, and in turn enabled the evolution of the ever-larger and increasingly 
international collaborations that were needed to mount major collider experiments and other complex 
instruments.  Collaborations on the scale of those now building LHC detectors could never have been 
attempted if they had not been able to expect the excellent international communications that make them 
possible. 

Today, the network is needed for all aspects of collaborative work.  Collaborators work together across 
the network to write proposals, produce and agree on designs of components and systems, collaborate on 
overall planning and integration of the detector, confer on all aspects of the device, including the final 
physics results, and provide information to collaborators and to the physics community and general 
public.  The network supports all phases of the experimental activity.  The data are acquired and written 
to disk or tape across at least the local area network of the host laboratory.  Data move to the places in the 
collaboration where they are needed for processing or detailed data analysis.  And finally the resulting 
physics papers are written, edited, and reviewed on and across the network. 

Because of its need for large distributed collaborations, HEP has traditionally led the demand for research 
networks among the sciences.  HEP developed its own national network in the early 1980s, until the 
multidisciplinary networks supported by DOE and, for a time, by NSF emerged.  Since the installation of 
national backbones, HEP and other sciences have generally received support from the research network 
backbones.  There have always been, however, specific network connections where HEP has found it 
necessary to support special capabilities that could not be supplied efficiently or capably enough through 

                                                      
(a) This section was taken in part from the October 2001 report of the DOE/NSF Transatlantic Network 

Working Group (TAN WG) co-chaired by L. Price (ANL) and H. Newman (Cal Tech), along with 
individual contributions by H. Newman and S. Loken (LBNL). 
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more general networks.  The most important example is the link across the Atlantic to support U.S. 
experimenters at CERN, starting in the 1980s for L3 and other LEP experiments, and more recently for 
work on the LHC.  These needs for links dedicated to HEP use are needed in special cases because HEP 
requirements can be large and can overwhelm those of researchers in other fields and, as in the case of the 
link to CERN, because regional networks do not give top priority to interregional connections. 

The Future of HEP Networking 

The experiments in HENP seek to answer some of the most fundamental questions about the nature of 
matter and energy in the universe.  For example, current experiments at SLAC and Fermilab investigate 
basic symmetries between matter and antimatter and seek to understand the origin of particle mass.  The 
experiments at LHC will continue this search into a new energy regime.  To answer these basic questions, 
physicists must use the highest energy particle accelerators and must build complex detectors to study 
events resulting from the collisions of beams of particles.  The answers do not come easily.  To search for 
new particles or to study the properties of known particles, they must collect millions of events and search 
through them to find a small number of rare and unusual things.  As a result, the experiments must deal 
with huge samples of data, soon measured in petabytes (1012 bytes), and must analyze those data at 
collaborating institutions around the world. 

The network is crucial to the discovery process, and without robust, high performance networking, the 
experiments cannot achieve their scientific objectives.  The current and future experiments place greater 
demands on the network than ever before.  These demands result from the increasing complexity of 
experiments, the increasing size and scope of the international collaborations, and the deployment of 
powerful regional computing centers across the collaborations.  These regional centers provide 
unprecedented computing power to the high energy physics teams, but their full potential can only be 
realized by creating the communication infrastructure to support data sharing throughout the 
collaboration.  With the network in place, physicists will be able to carry out complex searches for events 
of any type from a local computer.  The search will go to many different data repositories at centers 
across the world, taking advantage of many parallel data streams to explore much larger samples of data 
than would reside on a local machine.  This distributed search and analysis capability will be crucial to 
the experiments if they are to be able to find rare and complicated events in the presence of a very large 
background of less interesting data. 

The network is also critical for maintaining the scientific vitality of the collaboration through its support 
for collaboration tools.  Groups from a single institution need to stay in contact with each other while 
some are working at the experimental facility and others are at home.  This is especially important for 
maintaining communication between faculty and students.  In addition, analysis teams working on a 
single physics topic will need to stay in close communication and share the results of their analyses.  
These teams must be able to function as a single unit as they develop software and use those programs to 
search for signals of new phenomena.  This close collaboration demands not only real-time interactions 
such as video conferencing and shared analysis tools, but also requires distributed data management, 
workflow management, and distributed electronic notebooks to manage and track the analysis.  Without 
the network, these teams cannot function. 
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Current Usage and Future Requirements  

The U.S. HENP community relies on state-of-the-art networks for its major research programs, both for 
experiments based at Fermilab, SLAC, BNL and JLab, and for U.S. participation abroad in the LHC and 
other experiments at CERN and DESY.  This trend continues, and in fact, the estimates for future U.S. 
HENP domestic and transatlantic network requirements have increased rapidly over the last two years, as 
documented in the October 2001 report of the DOE/NSF Transatlantic Network Working Group (TAN 
WG)(a).  The increased requirements are driven by the planned deployment of distributed analysis 
applications, and especially the emergence of “Data Grids”(b), that are expected to meet the needs of the 
worldwide HENP collaborations.  The LHC “Data Grid hierarchy” example (shown in Figure 2.1) 
illustrates that the requirements for each LHC experiment are expected to reach 2.5 Gbps by 
approximately 2005 at the national Tier1 centers at FNAL and BNL, and 0.6–2.5 Gbps at the regional 
Tier2 centers.  Taken together with other programmatic needs for links to DESY, IN2P3, and INFN, this 
corresponds to an aggregate transatlantic bandwidth requirement rising from 3 Gbps in 2002 to 23 Gbps 
in 2006. 

Tier 1

Tier2 Center

Online System

Offline Farm,
CERN Computer Ctr

~25 TIPS

FNAL CenterIN2P3 Center  INFN CenterRAL Center

InstituteInstituteInstituteInstitute
~0.25TIPS

Workstations

~100
MBytes/sec

~0.6-2.5 Gbps

100 - 1000
Mbits/sec

Physicists work on analysis “channels”

Each institute has ~10 physicists working
on one or more channels

Physics data cache

~PByte/sec

~2.5 Gbits/sec

Tier2 CenterTier2 CenterTier2 Center

~0.6-2.5 Gbps

Tier 0 +1

Tier 3

Tier 4

Tier2 CenterTier 2

Experiment

CERN/Outside Resource Ratio ~1:2
Tier0/(Σ Tier1)/(Σ Tier2)      ~1:1:1

 

Figure 2.1.  The LHC Data Grid Hierarchy 

                                                      
(a) The report of this committee, commissioned by the U.S. DOE and NSF and co-chaired by 

H. Newman (Caltech) and L. Price (ANL) may be found at http://gate.hep.anl.gov/lprice/TAN.  For 
comparison, the May 1998 ICFA Network Task Force Requirements report may be found at 
http://l3www.cern.ch/~newman/icfareq98.html.  

(b) Data Grids for high energy and astrophysics are currently under development by the Particle 
Physics Data Grid (PPDG; see http://ppdg.net), Grid Physics Network (GriPhyN; see 
http://www.griphyn.org), and EU Data Grid (see http://www.eu-datagrid.org) projects, as well as 
several national Grid projects in Europe and Japan. 
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One of the surprising results of the TAN WG report, shown in Table 2.1, is that the present-generation 
experiments, BaBar, D0, and CDF, have transatlantic network bandwidth needs that equal or exceed the 
levels presently estimated by the future LHC experiments, CMS and ATLAS.  This is ascribed to the fact 
that the experiments now in operation are distributing (BaBar) or plan to distribute (D0, CDF in Run 2B) 
substantial portions of their event data to regional centers overseas, while the LHC experiments have so 
far foreseen only limited data distribution. 

The corresponding bandwidth requirements at the U.S. HEP labs and on the principal links across the 
Atlantic are summarized(a)-in Table 2.2. 

Table 2.1.  Installed Transatlantic Bandwidth Requirements 

 2001 2002 2003 2004 2005 2006 
CMS 100 200 300 600 800 2500 

ATLAS 50 100 300 600 800 2500 

BABAR 300 600 1100 1600 2300 3000 

CDF 100 300 400 2000 3000 6000 

Dzero 400 1600 2400 3200 6400 8000 

BteV 20 40 100 200 300 500 

DESY 100 180 210 240 270 300 

Total Bandwidth 1070 3020 4810 8440 13870 22800 

U.S.-CERN BW 155–310 622 1250 2500 5000 10000 

Table 2.2.  Summary of Bandwidth Requirements at HEP Labs and on Main Transoceanic Links 

 2001 2002 2003 2004 2005 2006 

SLAC OC12 2 X OC12 2 X OC12 OC48 OC48 2 X OC48 

BNL OC12 2 X OC12 2 X OC12 OC48 OC48 2 X OC48 

FNAL OC12 OC48 2 X OC48  OC192 OC192 2 X OC192 

U.S.-CERN 2 X OC3 OC12 2 X OC12 OC48 2 X OC48 OC192 

U.S.-DESY OC3 2 X OC3 2 X OC3 2 X OC3 2 X OC3 OC12 

The levels of usage of the main links have been increasing rapidly, tracking the increased bandwidth on 
the main transoceanic links.  Large-scale data transfers using U.S.-CERN bandwidths in the range of 
20-100 Mbps were observed to be increasingly common in 2001 for BaBar, CMS, and ATLAS.  Up to 
1 terabyte per day was observed for BaBar, requiring the use of most of a 155 Mbps link for long periods.   

                                                      
(a) The entries in the table refer to standard commercial bandwidth offerings.  OC3 = 155 Mbps, 

OC12 = 622 Mbps, OC48 = 2.5 Gbps, and OC192 = 10 Gbps. 
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These high-speed transfers were made possible by the quality of the links, which in many cases are nearly 
free of packet loss, combined with the modification of the default parameter settings of TCP and the use 
of parallel data streams.(a) 

Network Issues 

While the rapid developments shown above are encouraging, there are a number of key issues to be 
addressed if the networking needs of the U.S. (and worldwide) HENP community are to be met over the 
next five years: 

• The development of regional and local network infrastructures to allow high performance end-to-end, 
at speeds (throughput) from 100 Mbps now to 1 Gbps and above for individual data flows within the 
next few years.  Campus networks, regional networks, and shared national and continental 
infrastructures that are not optimized for high performance use are possible areas of concern. 

• The development of tools that allow physics groups to tune the network protocols and computer 
system settings to achieve high network performance.  The wide deployment of such tools is an 
achievable near-term goal of HENP in the speed range of 100 Mbps.  Scaling up to the Gbps range 
will require exceptionally low error rates on the links, flawless configuration and operational 
monitoring of routers and switches, and/or new developments of resilient network protocols(b) that are 
matched to these speeds.  

• The widespread deployment of high performance data flows across shared networks is a new concept, 
and quite different from the principles that led to the scalable Internet that has grown over the last 
10-15 years.  Such use by HENP and other scientific fields will entail new concepts of fairness and 
new modes of network operation, monitoring and management.(c) 

2.2  Climate(d) 

Climate science will address important areas of climate system research.  In particular, it is aimed at 
understanding and predicting the climate system.  The long-term goals are simple but ambitious.  They 
are: 

                                                      
(a) See http://www-iepm.slac.stanford.edu/monitoring/bulk/. 
(b) The standard network protocol TCP is optimized for shared network use by a large community, and 

not for high throughput data transfers.  Individual data flows in the Gbps range over long-range 
networks using TCP requires packet loss rates that approach the limit of the optical data link error 
rates.  

(c) This realization is new, and little has been written about it yet.  The need for a solution is heightened 
by the rapid development of Grids, which implicitly assume that adequate networks of quantifiable 
high performance are available on demand for priority tasks. 

(d) This section provided by Al Kellie (NCAR) 
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• to develop and to work continually to improve a comprehensive climate system model that is at the 
forefront of international efforts in modeling the climate system, including the best possible 
component models coupled together in a balanced, harmonious modeling framework 

• to make the model readily available to, and usable by, the climate research community at a number of 
centers nationally and internationally, and to actively engage the community in the ongoing process 
of model development 

• to use the model to address important scientific questions about the climate system, including global 
change (Figure 2.2) and interdecadal and interannual variability  

• to use appropriate versions of the model for calculations in support of national and international 
policy decisions.  

We anticipate many important changes in the climate modeling enterprise over the next five years, 
including: 

• increasing computer power, both in the U.S. (e.g., NERSC and NCAR) and abroad, that can support 
more elaborate and more sophisticated models and modeling studies, using increased spatial 
resolution and covering longer intervals of simulated time 

• improved understanding of many of the component processes represented in the model, including 
cloud physics; radiative transfer; atmospheric chemistry, including aerosol chemistry, boundary-layer 
processes, polar processes, and biogeochemical processes; and the interactions of gravity waves with 
the large-scale circulation of the atmosphere 

• improved understanding of how these component processes interact 

• improved numerical methods for the simulation of geophysical fluid dynamics  

• improved observations of the atmosphere, including major advances in satellite observations.  

Over the next year, a new version of the Community Climate System Model, CCSM-2, will be introduced 
to the community of U.S. researchers.  It is expected to produce improved simulations of the mean 
climate and climate variability and to have reduced deep-ocean drifts.  Once this has been achieved, then 
an extended, multi-century simulation of the recent past equilibrium climate will be produced.  The data 
will be made available to the CCSM community so that they can compare the new model simulations 
with previous simulations.  These experiments will drive the needs for high bandwidth required to support 
data transfers flowing out of these major experiments.  Many of the experiments will be decentralized on 
computers, since no single center has the capacity to provide the cycles needed to support some of these 
experiments.  The community of researchers across the United States are committed to analyze the 
outputs of these scenarios, but it is essential that huge amounts of data be exchanged or gathered in order 
for many of the intercomparisons to be completed. 
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Figure 2.2.  NCAR Climate Model (PCM) global temperature and precipitation changes simulated 
through the year 2200 

While it is important that the CCSM-2 continue to be used to study anthropogenic climate change, it is 
also being readied to perform a new climate of the 20th century experiment, the results of which will be 
compared to those produced from previous versions.  The next model will run ensembles of simulations, 
using scenarios developed by the IPCC and others.  CCSM-2 will contribute to the next National 
Assessment of Climate, due around 2004, and to the next IPCC report, due in 2005. 

We can anticipate that the CCSM-2 will be used for some new types of experiments.  The 
Biogeochemistry Working Group at NCAR, for example, has begun planning the Flying Leap 
Experiment.  In it, fossil fuel carbon emissions will be specified; carbon will be actively advected through 
the system, dissolved in and released from the ocean, and taken up by the land surface; and atmospheric 
concentration of carbon will be determined as a residual of these interactive processes.  How well the 
modeled CO2 concentration in the atmosphere resembles observations will depend on the model 
components being developed.  It is clear that this type of experiment will require a lot of model 
development and testing.  It seems likely that the first experiment will require refinement and further 
model development and that subsequent experiments will be necessary to answer questions about the 
carbon budget.  This work will likely continue throughout the next five years. 
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The next five-year period will be characterized by increased model complexity and capability, with the 
model being used for more experiments that have not yet been attempted.  For example, these could 
include studies of recent climate change due to observed anthropogenic change in land surface properties, 
or climate change and its consequences for ecosystem succession.  Exactly which experiments will be 
performed depends on the rate of model development and validation and the availability of computer 
time. 

To come to grips with models simultaneously running at NERSC and NCAR and even the Earth 
Simulator (ES) in Japan, many tuning experiments on the order of a few days will be needed to tune the 
experimental design in order to have sufficient data coming out of such runs to render the analysis 
worthwhile.  Otherwise, there is a risk that the data will overwhelm the cost of experiments to such a 
degree that the computations might be wasted. 

The following example of climate science using of the earth simulator facility for a one-month period 
each year puts the data transfer issue and need for experimentation into perspective.  The Earth Simulator 
is a 40 teraflop theoretical peak computer, built by NEC in Japan, that is available for international 
cooperation projects in the climate domain.  It is comprised of 640 compute nodes, 8-way 8 gigaflop 
processors, and 65 interconnect nodes.  The performance factor enhancement running on the ES is 
50 times that of the NCAR system.  The current production rate for data from climate science production 
runs is 12–20 terabytes per month.  Using the ES, the potential data issue, namely staging the data back to 
the U.S. for analysis, is 600 terabytes for every month of experimentation.  Climate science needs to 
experiment with high performance networking capabilities and advanced testbeds to refine the data 
transfer capabilities and ultimately influence the experimental design in order to maximize the impact of 
such climate science on policy development. 

2.3  Data-Driven Astronomy and Astrophysics(a) 

Motivation 

Technological advances in telescope and instrument design during the last ten years, coupled with the 
exponential increase in computer and communications capability, have caused a dramatic and irreversible 
change in the character of astronomical research. 

Formerly, individual astronomers requested observing time on an instrument in order to study a few 
specific objects or a small region of the sky.  Today, the instruments are so big and expensive that this is 
not practical.  This has lead to a paradigm shift in how astronomy is being done, and at the same time it 
has vastly expanded the potential for new and discovery-based astronomy. 

Large-scale surveys of the sky from space and ground are being initiated at wavelengths from radio to 
X-ray, thereby generating vast amounts of high-quality data.  These surveys are creating catalogs of 

                                                      
(a) This section is based on material from the Virtual Observatories of the Future conference 

(http://www.astro.caltech.edu/nvoconf/) and from the National Virtual Observatory white paper, also 
at that location.  Julian Borrill (LBNL/NERSC, JDBorrill@lbl.gov) and Paul Messina, (CalTech, 
messina@cacr.caltech.edu) also contributed to this section. 
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objects (stars, galaxies, quasars, etc.) numbering in billions, with up to a hundred measured parameters for 
each object.  Yet this is just a foretaste of the much larger data sets to come. 

New instruments are being run all the time, taking as many observations as possible, over as much of the 
sky as possible.  The astronomy is being done on the collected data sets rather than through direct use of 
the instrument.  Further, this mode of operation allows for an unprecedented simultaneous analysis of 
high-quality observations from many instruments with different characteristics observing the same part of 
the sky.  This has already led to some important science results that would not have been possible with 
single instrument observation. 

This vast amount of new information about the universe, now measured in terabytes and soon in petabytes 
(e.g., when several proposed and recommended instruments are built), is enabling and stimulating a new 
way of doing astronomy.  The potential for scientific discovery afforded by these new surveys is 
enormous.  Entirely new and unexpected scientific results of major significance will emerge from the 
combined use of the resulting datasets, science that would not be possible from such sets used singly. 

This new paradigm will enable tackling some major problems with an unprecedented accuracy.  High-
quality coverage over large parts of the sky in multiple wavelengths will provide data on billions of 
objects, and will allow discovery of new phenomena (from the analysis of statistically rich and unbiased 
image databases) and understanding of complex astrophysical systems (through the interplay of data and 
simulation).  It will permit the discovery of rare objects (e.g., at the level of one source in 10 million) that 
may well lead to surprising new discoveries of previously unknown types of objects or new astrophysical 
phenomena, and it will permit the multi-wavelength identification of large statistical samples of 
previously rare objects (brown dwarfs, high-z quasars, ultra-luminous IR galaxies, etc.).  This large 
coverage, periodically repeated, will allow cross-identification of “unidentified sources” (e.g., using 
radio, optical, and IR surveys to identify serendipitous Chandra X-ray sources), and it will allow 
identification of targets for specific spectrographic follow-up, as is done in supernova cosmology.  The 
data will also provide for mapping of the large-scale structure of the universe. 

Periodic re-surveys will allow for the discovery of objects and phenomena that change on observational 
time scales.  Given that human observational time scales are minuscule on a cosmic scale, these events 
tend to represent something fairly dramatic.  Examples include near-Earth asteroids, supernovae, gamma 
ray bursts, pulsars, etc. 

Another class of query uniquely enabled by the multi-instrument sky surveys, and of direct relevance to 
DOE’s mission in understanding the fundamental structure of matter, will be searches for information at 
all wavelengths on a particular region of the sky.  As astronomers attempt to detect fainter and fainter 
signals, such searches will become increasingly important.  For example, the spectrum of anisotropies in 
the polarization of the cosmic microwave background radiation (Figure 2.3) is sensitive to gravitational 
wave emission during the inflation of the universe, and hence probes physics at the Grand Unified Theory 
energy scale—energies beyond the capability of any imaginable accelerator.  However, this signal is 
extremely faint and as yet undetected.  Obtaining such a measurement will require detailed understanding 
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An example of the signal 
sources in an observation of 

the Cosmic Microwave 
Background - detector noise, 
dust, synchrotron, free-free, 
galaxies, kinetic Sunyaev-

Zel’dovich, thermal Sunyaev-
Zel’dovich, and the CMB 
itself.  Understanding the 

impact of each of these on the 
total observation requires 

high quality data at a range of 
frequencies from 10GHz to 

1000GHz.(a) 

Figure 2.3.  The Cosmic Microwave Background Power Spectrum Supports the Model of a Flat Universe 

of possible foreground sources.  Joint searches of the surveys encompassed in projects like the National 
Virtual Observatory would help astronomers both to select regions of the sky with as little contamination 
as possible in advance of an observation, and to characterize the location and spectral dependency of 
whatever sources there were afterwards. 

The previous few paragraphs illustrate the types of scientific investigations that were not feasible with the 
more limited datasets of the past:  We are at the start of a new era of information-rich astronomy.  Large 
digital sky surveys and data archives are becoming the principal sources of data in astronomy.  The very 
style of observational astronomy is changing:  systematic sky surveys are now used both to answer some 
well-defined questions which require large samples of objects, and to discover and select interesting  
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targets for follow-up studies with space-based or large ground-based telescopes.  However, this vision 
relies completely on well-developed and highly capable software, computing, and networking 
infrastructure. 

The Technical Challenges  

This great opportunity comes with commensurate technological challenges:  how to manage, search, 
combine, analyze, and explore these vast amounts of information, and to do it quickly and efficiently.  We 
know how to collect many bits of information, but can we effectively refine the essence of knowledge 
from this mass of bits?  

For example, the current data production rate of Hubble Space Telescope is about 5 gigabytes per day; but 
a facility recently recommended for construction by the AASC decadal survey(a)—the Large-Aperture 
Synoptic Survey Telescope (LSST)—could produce up to 10 terabytes per day. 

The concept of a virtual observatory thus emerged.  A virtual observatory would be a set of federated, 
geographically distributed, major digital sky archives, with the software tools and infrastructure to 
combine them in an efficient and user-friendly manner and to explore the resulting datasets, whose sheer 
size and complexity are beyond the reach of traditional approaches.  It would help solve the technical 
problems common to most large digital sky surveys and optimize the use of our resources.  

In order to realize the potential of this new paradigm, new tools and techniques are needed.  For example, 
we can search local datasets for objects of certain characteristics, but the real gain will come when we can 
search over all datasets that have observations of the same part of the sky, but with different sensors, so 
that we can correlate many observations of the same physical object.  This sort of global cross-correlation 
will entail a central analysis site farming out the requests for sub-regions or characteristic phenomena, and 
then pulling all of the results back to a large-scale facility to do the cross-correlation studies of all the 
available data.  This requires not only catalogues that allow such searches of data locally, but analysis 
centers that have the network bandwidth to collect all of the data, and the computational capacity to do 
the analysis. 

These large survey programs will produce coherent blocks of data obtained with uniform standards, and 
with the amount of data often measured in terabytes.  This paradigm shift has been made possible not 
only by the increased capabilities of the new facilities that permit much faster acquisition of data, but also 
by the availability of computational hardware and software, and communications that make it possible to 
acquire, reduce, and archive this data. 

                                                      
(a) The National Research Council has established the Astronomy and Astrophysics Survey Committee 

(AASC) under the auspices of the Board on Physics and Astronomy (in cooperation with the Space 
Studies Board).  ”The committee will survey the field of space- and ground-based astronomy and 
astrophysics, recommending priorities for the most important new initiatives of the decade 
2000-2010.” http://www.nationalacademies.org/bpa/projects/astrosurvey/ 
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Given the circumstance of archival-quality data from all branches of astronomy, physically distributed at 
10–20 major archive centers and any number of ancillary datasets, together with a distributed community 
of thousands of scientific users, one can define what new software, computing, and communications 
infrastructure will be required.  

The large dataset size and the geographic distribution of users and resources present major challenges in 
network bandwidth between the large repositories, the supercomputers used for data analysis and 
simulation-observation comparison studies, and the users.  Hundreds of significant queries a day are 
expected.  If such studies each extract 1% of multiple petabyte datasets (not unreasonable in several types 
of studies noted above, such as the LSST), then tens to hundreds of terabytes of data a day will flow 
between archive, analysis, and user sites.  This would require the 20 major data sites to have better than 
10 Gb/s network access in order to keep up with the expected request rate. 

Another scenario, proposed by astronomers who search for rare objects, suggests comparable bandwidths 
based on timeliness of scientific study.  The anticipated study process involves pre-fetching 1 TB sized 
chunks of data from several (three) archives in order to do a study.  If one user does this, and would like 
the data to arrive at the analysis site in about three hours, this requires 1 TB/hour, or 2.2 Gb/s.  Assuming 
that only a few astronomers are doing such studies each day, one can estimate that 10 Gb/s links are 
needed between major archives and computing resources.(a) 

Even allowing for intelligent server-side software in order to make the most efficient use of the network 
when interacting with end-users, it will be essential for the major virtual observatory data centers and 
analysis systems to be interconnected with very high speed networks. 

2.4  Life Sciences 

Most contemporary life sciences programs do not have the appetite for bandwidth and the requirement for 
reduced latency that other disciplines have acquired.  Even the human genome project and its derivative 
functional genomic programs have comparatively modest datasets.  Nevertheless, future life sciences 
programs, as envisioned in the Genomes to Life (G2L) initiative, will have rapidly increasing network 
demands.  The future of biological research will increasingly focus more on systems biology rather than 
individual protein or gene research.  The latter are typical of investigator-initiated programs usually found 
on a university campus.  In contrast, the DOE Office of Science programs at the national laboratories are 
focused on high-throughput, multi-laboratory projects that generate large datasets that will need to be 
shared among several national laboratories.  Those programs will be driven, in part, by the need for 
shared resources such as DNA sequencing at the Joint Genome Institute (JGI), mass spectroscopy at 
PNNL, structural analysis (crystallography) at the synchrotrons located at LBNL and ANL, and 
transgenic mutation analysis at ORNL.  Each site may produce a dataset required by several of the other 
sites.  Indeed, the first round of G2L awards requires multi-national-laboratory collaboration.  With a 
principle laboratory and multiple collaborating laboratories, the G2L program mirrors the SciDAC 
program. 

                                                      
(a) A scenario described to Paul Messina by George Djorgovski, a Caltech astronomer who does 

searches for rare objects. 
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Understanding systems biology is the challenge for the next generation of biologists (Science, March 1, 
2002).  The knowledge of a single type of data will not provide the systems-level understanding required 
by new large-scale biology.  This will be particularly important for metabolic, cellular, and tissue-level 
computer modeling.  The different datasets required for such comprehensive models are distributed over 
many research sites.  Real-time access to these various databases is necessary for meaningful execution of 
models.  For example, modeling of microbial communities involved in environmental remediation might 
require genomic sequencing data from JGI, total proteomic data from mass spectroscopy or NMR at 
PNNL, and structure-function analysis from the synchrotron light sources at LBNL and ANL.  While the 
size of each dataset might not be challenging, the number of sites that might simultaneously require those 
data could present networking challenges.  In this context, expanded bandwidth and reduced latency will 
enable collaborations and transmission of datasets that would, otherwise, not be possible.  

The G2L program will focus initially on the integration of proteomic and genomic data of microbial 
systems.  Because bacteria are amenable to experimental manipulation, the datasets could increase in size 
and complexity as a function of manipulation of culture conditions, such as time and nutrients.  The DOE 
interest in understanding the interaction of microbial communities rather than the function of a particular 
species in isolation further compounds the complexity of the datasets.  Because approximately 40% of the 
earth’s biomass is microbial, the curation and transfer of unique microbial datasets will be a daunting 
task.  

Computationally modeling the complete physiology of a simple bacterium remains a challenge.  Adapting 
such models to communities or complex mammalian systems will require sharing of additional datasets 
that have not yet been defined.  Multiple genome comparison is an active research area.  Combining these 
comparative data with whole proteomic and environmental data in a model will require seamless 
networking capabilities across several laboratories.  

The foregoing discussion has been focused on the potential for biological research, particularly that 
supported by Office of Science, to generate and exchange large datasets.  The following example 
describes existing large datasets and facilities that would benefit from greatly expanded network 
capabilities.  Structural determinations from crystallographic diffraction data may only be applicable to 
less than half of the known proteins.  Even with robotic crystal growth systems, most expressed proteins 
may not crystallize.  This is especially true of membrane proteins and large multi-protein complexes.  
Resolution of these multi-protein structures is an essential requirement of systems biology, because such 
complexes embody much of the regulatory machinery of a cell.  Recently, a joint DOE/NIH-funded cryo-
electron microscopy center (R. Glaeser and E. Nogales, University of California, Berkeley) has resolved 
structures of large proteins that were not crystallized.  In this “single particle” analysis, on the order of 106 
to 107 particle images, automatically acquired, are analyzed.  Each image is a randomly oriented two-
dimensional rendition of the structure.  Currently, the analysis of these images requires approximately one 
NERSC day of computation.  A pre-selected dataset could be as large as one million particles, each 
represented as 300-by-300 pixels, 12 bits deep, for a total of something like 1011 bytes (0.1 terabyte).  The 
raw dataset, i.e., digitized electron micrographs from which one then has to select the particles, might 
consist of 104 micrographs, each digitized as arrays of 6,000-by-10,000 pixels (about 0.6 terabyte).  The 
predicted upper bound on the size of the datasets would be 1 terabyte for already selected particles, and 
10 terabytes for the raw, not yet processed micrographs.  Two scopes are already installed at this one 
center.  Within the next five years, two to three scopes could be running simultaneously.  Collaborations 
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with other laboratories might involve remote instrument management that requires efficient video-rate 
data transfer at some stage during setup, and then constant data flow for several hours. 

This same cryo-EM technique has been used for cellular tomography.  While the datasets might not be as 
large as single particle analysis, the potential for remote instrument control is greater.  Determining the 
precise cellular location of a molecule (recognized as a result of single particle analysis) might require 
repositioning the field a number of times.  If done remotely, as presently planned, image sets need to be 
interactively shared with collaborating sites.  Thus, bandwidth and latency could become limiting factors 
in the advancement of new field. 

Quantitative and predictive biology involves complex systems analysis.  The incorporation of structure-
function data with kinetic data is a minimum requirement for computational modeling to evolve from a 
precise descriptive tool to become a tool for discovery.  

3  High Performance Production Network (HPPN) 

As computing and communications requirements of the DOE’s programs continue to increase, improved 
High Performance Production Network capabilities are required to provide higher levels of network 
performance, to support wider network availability, and to enable use of more sophisticated applications 
throughout the DOE scientific facilities.  Note that the High Performance Production Network is a generic 
term described in this section.  The HPPN incorporates the majority of the current ESnet Program. 

The goals of the HPPN are: 

1. A high performance, science driven, production network with a targeted set of applications and 
facilities. 

2. Increased support for end-to-end performance. 

3. Directly involved science application advocates and network R&D advocates. 

4. Advanced middleware services for high performance distributed applications and collaborations. 

5. Broadened security focus. 

6. Rich connectivity to DOE collaborators. 

7. Additional focus on performance and service metrics. 

These goals are discussed below, along with strategic approaches to achieving them. 
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Goal 1: A high performance, science driven, production network with a targeted set of 
applications and facilities. 

The primary focus of HPPN will be high impact science.  The high impact science projects and associated 
applications should be determined in accordance with an assessment of DOE science priorities. 

Approach: The HPPN will provide focused support to the approximately 30 sites and 
50–60 major projects or facilities that are strategic to DOE’s success.  

To facilitate high impact science, the HPPN will focus on the network capabilities and auxiliary services 
needed to enable the implementation and operation of high performance, high bandwidth, distributed 
applications, and their access to high end DOE computing, data, and instrument resources.  This will 
include a reallocation of resources to the core science network from any commodity services that can be 
provided more effectively by other means. 

Goal 2: Increased support for end-to-end performance. 

As network-based applications grow in scope and complexity, network problems and performance issues 
increasingly require end-to-end (application to LAN to WAN to LAN to application) analysis to resolve. 

Approach: Provide additional testing facilities and services, including measurement 
infrastructure, assistance in debugging and tuning applications’ use of the 
network, and assistance in identifying and addressing local site 
performance issues. 

In order to ensure that applications can make the best use of the network capabilities, and to continually 
assess the current and future needs of the high-end applications, HPPN staff will work directly with the 
high-end science projects, local DOE site staff, and university campus networking communities that 
support those projects. 

Goal 3: Directly involved science application advocates and network R&D advocates. 

A vital component of the success of the production networking effort has been its emphasis on network 
community involvement.  Expanding this involvement into the research and applications communities 
will also help ensure success in a more effective and timely delivery of networking to science 
applications.  

Approach: Actively solicit input from application developers and network researchers 
as to the directions and issues of the network. 

HPPN staff will function as advocates and focal points for the high impact projects within the HPPN in 
order to ensure a two-way flow of information. 
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Goal 4: Advanced middleware services for high performance distributed applications 
and collaborations. 

As collaboration environments and distributed science applications in DOE grow in capability and 
complexity, the applications have a growing need for middleware services, as well as the basic 
networking services, if environments such as the Grid are to become production quality and support these 
activities. 

Approach: Work with the distributed applications and computer science community to 
determine what advanced service infrastructure is needed to support 
distributed applications. 

ESnet has established a long history of trust within the DOE community, as well as a track record for 
providing successful services beyond networking infrastructure.  Accordingly, it is well positioned to 
provide central or “core” enabling middleware infrastructure and services to the community as the needs 
evolve. 

An example is that ESnet is currently participating in a project to provide both directory and PKI core 
services to the DOE Grid communities, e.g., DOE’s HENP Grid and the DOE Science Grid.  The early 
phase of this project will help to define the approach for this new set of core services as well as a model 
for related infrastructure and services. 

Goal 5: Broadened security focus. 

ESnet clearly delineates between security responsibility for its assets and those assets of the sites 
connected to it.  However, in the light of the increasing number and severity of cyber-attacks on both 
computing and network resources and the new threat of more massive cyber-terrorist attacks, the HPPN 
network must provide mechanisms for assisting sites with their protection, as well as protect itself, from 
the broad spectrum of possible attacks. 

Approach: A national emergency response capability that will form the first line of 
defense from a major cyber-attack. 

This would anticipate a broad scale attack on the Internet in general, and HPPN sites in particular, 
possibly as part of a physical attack.  The implementation would provide a new level of protection for the 
HPPN as well as for connected sites.  This includes possible deployment of a wide-area intrusion 
detection system capability, potentially based on the LBNL’s BRO, which has been successful in 
protecting high speed networks and helping provide forensic information to sites. 
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Goal 6: Rich connectivity to DOE collaborators. 

Large-scale science in DOE is heavily based on collaborations, on both a national and international basis.  
Academic institution and global connectivity, commensurate with program requirements, will need an 
ongoing emphasis. 

Approach: The national and international scope of DOE science requires global network 
connectivity.  

The HPPN will continue to emphasize broad interconnectivity to other networks, academic, R&D, and 
commercial, on a national and international basis, driven by programmatic requirements. 

Goal 7: Additional focus on performance and service metrics. 

Measuring both internal performance and client service with an appropriate set of metrics will help 
demonstrate the success of the program as well as serve as an early warning for areas that need attention 
and improvement.  Metrics will be coordinated with the scientific requirements. 

Approach: Metrics will be established to provide measures of network bandwidth, 
latency, reliability, security, and utility from the user viewpoint. 

An increased emphasis on measurements and metrics will enable intelligent and effective use of high-
performance networking by applications, and to ensure continuous improvement of the HPPN. 

4  Advanced Scientific Applications Pilot Network (ASAPN) 

Pilot networks are key to the long-term success of DOE science and the vitality of the High Performance 
Production Network.  Advanced Scientific Applications Pilot (ASAP) Networks will be application 
community focused.  They bridge the gap between technology-focused network testbeds and key science 
application areas that have requirements for, and can benefit from, early access to very high bandwidth 
and advanced services not yet deployable in full production.  The ASAP Networks each concentrate on a 
small number of key, knowledgeable users and projects and enable successes not possible otherwise. 

As noted in Section 2, DOE has immediate science-driven needs that require the deployment of networks 
with advanced services and point-to-point bandwidth expected in the next generation and beyond of the 
HPPN (which today means ASAPN bandwidths of 2.5 to 10 Gb/s).  However, not all HPPN clients need 
such services or bandwidth.  In order to enable the high-end applications, but not over-engineer the entire 
network, DOE will deploy and coordinate ASAP Networks to a limited number of sites to support some 
key science themes.  This provides a cost-effective solution for the breadth of DOE science. 

There may be different ASAP Networks, either in parallel or for different time periods.  Each would focus 
on a different scientifically driven area or “theme.” Different ASAP Networks may exist at a given time, 
with DOE choosing to focus on different themes at different times (as with the NERSC “Big Splash” 
projects).  But if resources allow, there could be more than one ASAP Network at a time, each with a 
different theme. 
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The goals of ASAP Networks are: 

1. Science driven:  The ASAPN drivers are very high bandwidth, distributed science applications. 

2. Integrate the development of very high performance distributed science applications with their use of 
the very high bandwidth networks and advanced services. 

3. Decrease the time it takes to make the successes of the network-oriented R&D available to 
bandwidth-intensive science projects. 

4. Provide sufficient stability and services to attract key scientific applications and provide science 
teams with reasons to use the ASAPN. 

5. Establish a thriving environment for network and application innovation. 

6. Driven by network R&D. 

7. Driven by network security R&D with the goal of ensuring that high speed networks of the future do 
not become channels to attack the DOE sites. 

8. Driven by distributed systems middleware R&D. 

9. Enhance ties to the academic and commercial communities. 

These goals are discussed below, along with strategic approaches to achieving them. 

Goal 1: Science driven:  The ASAPN drivers are very high bandwidth, distributed 
science applications. 

ASAP Networks first and foremost enable a coordinated set of very bandwidth intensive applications that 
cannot be accomplished without higher bandwidth and more advanced functions than HPPN provides at 
any point in time.  These application themes may be just coming on-line and not yet fully functional, but 
require extraordinary capability as they develop their facilities.  They may be precursors of permanent 
requirements, or they may be a limited project that will exist for a time and then end.  Candidates 
probably include HENP, climate, and other applications. 

Approach: Provide a high bandwidth IP network with new and experimental services for 
4 to 6 key sites or facilities with bandwidth that is 4 to 16 times the 
bandwidth of the High Performance Production Network. 

ASAP Networks will essentially be very high bandwidth, IP based networks, rather than evaluations of 
underlying technology that advanced technology testbeds provide.  This frees the ASAPN to focus on 
enhancing scientific productivity for key areas.  The goals above will be supported by a variety of 
network solutions that are deployable at the time the network is implemented.  

ASAP Networks will support 4 to 6 facilities or sites.  For the sake of discussion, two scenarios are used 
for the remainder of the paper; one from HENP and the other from climate.  In reality, the 4 to 6 sites will 
be determined from DOE science projects that have the most compelling requirements and are ready to 
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make the best use of the high bandwidth and advanced services of an ASAPN.  Figure 5.1 shows the two 
example scenarios that ASAP Networks might support. 

The first scenario involves DOE sites supporting major HENP accelerator-based experiments either with 
devices or by being major data repositories, simulation or analysis centers.  In this example, four plausible 
sites could be BNL, SLAC, FNL, and LBNL.  For climate research, a plausible set of sites that have 
significant DOE responsibilities for climate research could be ORNL, LANL, NCAR, and NERSC.  
Other science-driven scenarios are possible for astrophysics (with the National Virtual Observatory), 
fusion, materials, etc., potentially involving experimental computing resources or application projects at 
other sites such as ANL.  Each scenario could have more than one useful combination of sites or facilities 
— particularly when geographic location is taken into account in design and cost tradeoffs.  The point is 
that each ASAPN supports a single science theme at a given time and limit the number of sites to the 
most strategic or key sites of the theme.  This allows engineering and operating the ASAPN to maximize 
the impact on the science themes in a cost-effective manner rather than having to optimize for multiple, 
competing requirements.  

To succeed, ASAP Networks need the local sites to participate to provide connectivity to the actual 
science driver facilities and projects at a rate commensurate with the ASAPN bandwidth.  ASAPN staff, 
in turn, will be committed to working with local site staff — both infrastructure and scientific — to help 
interface to the ASAPN and assure effective end-to-end results. 

Goal 2: Integrate the development of very high performance distributed science 
applications with their use of the very high bandwidth networks and advanced 
services. 

Promote the development of integrated high performance distributed science “Grand Challenge” teams 
that can provide a new vision for how to do science with very high speed networks and advanced 
distributed services, and then ensure that the vision is realized. 

Approach: Build integrated science / computer science / network engineering teams to 
design, prototype, test, and tune very high performance distributed 
applications. 

High performance distributed science “Grand Challenge” teams will be assembled from the application 
sciences, computer scientists who understand high performance middleware, and networking engineers 
who understand very high performance networks.  These teams will take the application vision, generate 
requirements, identify or design supporting middleware, and optimize for the networks.  The process will 
be iterative, with each specialty feeding information, results, and suggested modifications to all of the 
others. 
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Figure 4.1.  Two examples of ASAP Network application areas with possible sets of sites.  On the left is 
a HENP-focused ASAPN, and on the right is a climate-focused ASAPN.  Note that the 
climate example includes a non-DOE site that has significant DOE-funded efforts. 

Goal 3: Decrease the time it takes to make the successes of the network-oriented R&D 
available to bandwidth-intensive science projects. 

A goal of ASAP Networks is to promote the enhancement and improvement of the HPPN.  When 
technology and methods succeed in ASAP Networks, that is a primary indicator the technology will be 
useful and ready for implementation in the HPPN.  Likewise, the expertise and experience gained in the 
ASAP Networks by working intensely with a subset of key DOE application areas will enhance the 
HPPN. 

HPPN network engineers will influence the experiences and issues in the ASAPN.  These issues will be 
areas the ASAPN focuses on, thus creating a two-way relationship that help both efforts thrive. 

The ASAP Network will decrease the time it takes to make the successes of network R&D efforts 
available to the bandwidth-intensive science projects.  ASAP Networks will be the most effective way of 
doing scaling and performance testing for new network technology once it is developed and proven in 
advanced network testbeds.  Furthermore, the testing and evaluation can be done in collaboration with 
and benefit to real science applications in the pilot networks.  
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Approach: Serve as an environment to develop and test technology for the next 
generation High Performance Production Network. 

ASAP Networks will provide technology development, expertise, and testing for the next-generation 
HPPN.  While it is not valid to assume that whatever the last ASAP Network was becomes the next 
HPPN network (for example, a solution for four sites with a particular scientific application may not scale 
to the entire DOE portfolio), one can envision the HPPN leveraging both the ASAP Network 
infrastructure and possibly the ASAP vendor contracts to develop the next full HPPN. 

On the other hand, the HPPN will have limitations and issues that have to be explored and dealt with in 
the ASAPN environment in order to make the HPPN successful.  A close two-way relationship between 
the HPPN and ASAPN is key to the health of both efforts.  ASAP Networks will enhance the flow of 
ideas for science, networking, and infrastructure through competition and sharing of ideas and 
experiences. 

This will follow from the formulation of the ASPNs.  The science teams have to propose what they will 
do with the capabilities of an ASAP Network, leading to creativity and efficiency of the science 
applications.  Vendors will also have to present their ideas when proposing services for an ASAP 
Network. 

Goal 4: Provide sufficient stability and services to attract key scientific applications and 
provide science teams with reasons to use the ASAPN. 

In order to attract science users and enable them to achieve their expanded goals, ASAP Networks must 
have some level of advanced services.  The ASAPN will also have some level of stability and persistence 
that is sufficient to enable productive science for early adapters. 

Approach: Advanced services, stability, and persistence that is essential to attract 
science users will be engineered into the network 

ASAP Networks will focus on certain types of science-related applications such as: 

• ultra-high data rate applications (e.g., HENP) 

• joint testbed facilities such as the Probe high speed archival storage testbeds at LBNL and ORNL 

• immersive collaboration facilities such as Access Grid / Cave and related advanced testbeds at ANL 

• high performance, distributed visualization 

• distributed computational algorithm R&D. 

To support these, the ASAP Networks have to provide network and middleware services that are almost 
always available and stable.  ASAP networks will push the limits of what can be achieved, and also 
evolve more rapidly than standard production networks.  This requires selected sites to be more tolerant 
of change and work with the ASAP Network staff to implement new features in a timely manner.  The 
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key is that ASAP Network staff have direct and close relationships with the actual scientists so they can 
assist where necessary, but also so they have a timely feedback loop to balance the network issues with 
the scientific plan. 

Goal 5: Establish a thriving environment for network and application innovation. 

The ASAPN provides an environment where applications, middleware, and network R&D come together 
to solve specific, high performance science problems, and to enable innovation and new approaches in 
both areas. 

Approach: Establish and improve infrastructure via competition of ideas. 

It is possible, and maybe even likely, that the providers of the basic network fabric for ASAP Networks 
will differ from the one providing the HPPN.  The presence of multiple vendors within the DOE network 
enterprise could provide diversity and competition in providing network level capacity.  This could 
benefit not just the ASAPN but also the HPPN and other parts of the DOE network portfolio.  The 
enhanced competition is not just for the fabric, but also for other parts of the network, such as routing 
equipment.  On the other hand, it is possible that there would be benefits to having the vendors for the 
HPPN network supply the ASAPN.  But even then, the shorter 3- to 4-year ASAPN timeframe before 
taking the next step will encourage a more robust and interesting set of possibilities for the HPPN. 

Goal 6: Driven by Network R&D. 

ASAP Networks enable network R&D by being more aggressive with the introduction of new 
technologies and functions.  ASAPNs can do this in part because the coordination and integration effort 
for new technology is simplified when only a handful of sites are involved, not the entire DOE science 
community.  Equally important, the clients of ASAP Networks will be applications and projects who 
benefit directly from the new technology, since they need the new technology to accomplish their 
mission.  

Approach: ASAPN is a place R&D products can be evaluated with real applications and 
at realistic scales. 

As the flow of successful experience and technology emerges from network technology testbeds (and 
other sources), the ASAPN will be a likely place to implement the technology.  ASAP Networks provide 
a focused and dedicated environment to try out new technology with reasonable risk (the worst thing that 
can happen is that sites use the HPPN until the new technology is either corrected or backed out of the 
ASAPN).  The ASAPNs provide two key attributes that will attract network researchers and developers:  
the new technology (1) will be demonstrated with real scientific applications and (2) will be used in a 
scale that is not achievable in a testbed. 

An important component of making this and other goals achievable is that the ASAPNs be designed to 
assure that monitoring and internal information is provided to authorized participants.  In order to make 
large scale applications operate properly and effectively on advanced networks, the scientific team 
members will have to have easily available and timely performance and monitoring information for their 
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application data flows and the network in general.  This information will also be key to network R&D 
participants in understanding how to improve the tools and services on the ASAP Network. 

Goal 7: Driven by network security R&D with the goal of ensuring that high-speed 
networks of the future do not become channels to attack the DOE sites. 

ASAP Networks will also be testbeds for network security R&D.  The traffic on the ASAP Network will 
be less diverse and better characterized than the general network, giving an advantage in being able to 
understand abnormal traffic flows.  Using the ASAP Network to ensure that high-speed networks, as they 
become more pervasive, do not become high-speed channels to attack the DOE sites is both achievable 
and necessary. 

Approach: The ASAPN will serve as the testbed for the next-generation cyber-security 
infrastructure. 

The increased bandwidth and new services used in the ASAPN will require innovations in cyber security.  
For example, intrusion detection systems and/or firewalls will have to perform at rates substantially above 
the HPPN, and one or more ASAP networks may be used to test such capabilities..  They will also have to 
be flexible enough to adapt to new service models, new middleware, and new application traffic patterns.  
These are all things that the HPPN will need eventually.  Ongoing cyber security development is 
important to allowing the natural evolution of the HPPN and DOE science. 

Goal 8: Driven by distributed systems middleware R&D. 

For the most part, network technology testbeds do not provide a stable environment to develop, test, and 
deploy distributed systems middleware software.  HPPN networks have too many service commitments to 
easily allow deployment and testing of newly developed middleware.  The ASAP Network, with its select 
clients benefiting from the early use of the new technology, will provide the perfect environment to 
accelerate the development and use of such software to demonstrate the software’s value to distributed 
DOE science. 

By working with a limited number of high value science projects, ASAP Networks enable the easy 
introduction of advanced and/or experimental middleware services for high performance distributed 
applications and collaborations.  The software could include collaboration-specific services or general 
network services.  Once successfully demonstrated and polished for the applications in the ASAPN, the 
software should move into more general use in the HPPN. 

Approach: Enable network and middleware R&D. 

ASAP Networks will deploy network and middleware R&D products that are relied upon by the science 
collaborations.  Many of these tools are key to enabling the high bandwidth applications.  Some of these 
services are: 

• reconfigurable software and connections 

• facilities to gather data from inside the network 

• facilities to set up experimental situations (e.g., artificial loads, delays, etc.). 
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• resource discovery services for applications 

• directory services supporting long-term homes and rooted namespaces for collaborations and virtual 
organizations 

Experimental middleware services that are not yet ready for HPPN deployment (e.g., they may impact 
reliability, may not yet scale to full size, may be difficult to operate, etc.) will be available on the ASAPN 
to investigate distributed applications.  This is particularly true if these applications have a potential for 
disrupting network services, thereby impacting other users of the network. 

Goal 9: Enhance ties to the academic and commercial communities. 

DOE science teams are composed of researchers at DOE facilities, universities, and other institutions.  
Likewise, ASAPN technology will come from university research communities as well as commercial 
organizations.  The ASAPNs will serve as a beacon to attract collaborations and enhance them, and will 
become a key way in which academic communities participate with DOE in advanced network research 
and usage.  The ASAPN also provides a training ground for some of the next-generation network 
engineers and application developers. 

Approach: Peering and cooperation. 

It is likely other national networks will coordinate and cooperate with an ASAP Network because their 
users will need access to some of the sites and services an ASAP Network provides for its science themes.  
ASAP Networks will peer with a limited but important set of national and international networks, 
particularly those who serve sites that are part of the science teams selected to use the ASAPN.  It is 
possible that testbeds in non-networking areas, such as Probe, would also want to coordinate with an 
ASAPN.  ASAPN could provide the opportunity to use heterogeneous equipment and to evaluate the 
equipment, not just in it own right, but how it compares and interacts.  This could be an attraction for 
network R&D efforts from the commercial sector that will help contribute to the ASAPNs.  Finally, 
ASAPNs would probably peer with the HPPN to provide access and backup. 

5  Advanced Network Technology Consortium Testbed (ANTCT) 

As demonstrated in the Science Drivers section, there are many areas of science where the data volumes 
and access requirements are increasing at a rate that will outstrip not only current networks, but current 
network technology as well.  This is true not only for bulk data transfer, but also for collaborative uses of 
the remote instruments, interacting supercomputer simulations, etc. 

The network requirements implied by this sort of data growth — most of which is analyzed at multiple 
institutions remotely from where it is generated, by an instrument or simulation — means that DOE 
Scientific Networking must not only address today’s needs (HPPN), and the needs several years out 
(ASAPN), but must also devote effort to exploring the network technology that DOE science networks 
will need five, seven, or more years out. 
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This is the purpose of network technology testbeds, and DOE scientific networking staff must be involved 
in such testbeds in order to ensure that they are positioned to meet DOE’s science networking needs in the 
future. 

The goals of the ANTCT are: 

1. Explore and influence future network technology. 

2. Determine how to deliver dramatic increases in current capacity and capability to next-generation 
science applications and facilities. 

3. Work closely with the end sites in order to achieve end-to-end high bandwidth. 

These goals are discussed below, along with strategic approaches to achieving them. 

Goal 1: Explore and influence future network technology. 

As end-to-end (application to application) network data rates start to push towards multiple gigabits per 
second, it is becoming evident that both the transport protocols and the network architectures will likely 
have to change.  Future networks will involve photonic switching of many optical channels, data units are 
likely to be switched instead of routed, new transport protocols will be used, etc.  This will happen in 
order to be able to deliver effective application bandwidth and in order to manage the network itself.  
Potential technologies need to be explored while there is still time to influence them in directions needed 
to support future DOE science, and in order to gauge their impact on applications. 

Approach: DOE participates as part of a national high performance network testbed 
consortium. 

Advanced network testbeds are difficult and costly to build and maintain.  The trend over the past decade 
is toward the cooperative development of these testbeds by consortia of government labs and universities.  
This will also be the approach for ANTCT. 

• Photonic switching of DWDM 

One of the likely network architecture changes over the next decade will be a shift from multiplexed 
streams on single, very high bandwidth channels, to switched streams on large collections of lower 
bandwidth channels.  Given the high cost of ultra-fast electronic/electro-optical switches and routers, 
the emerging technology that is likely to address this is photonic switching of the many optical 
channels created by dense wave division multiplexing (DWDM).  The characteristics of this new 
architecture are likely to be quite different than those of current networks, and will have impact both 
on applications and on network management, with new and experimental switch control software, etc.  
Some part of the ANTCT should be configured as a photonically switched DWDM network so that 
this new architecture can be explored. 
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• Many digital channels, fully switched and/or dynamically reconfigured 

Until practical photonic switches are available, this same architecture can be realized, and therefore 
used for experimentation, by using digital multiplexing of single high bandwidth optical streams, and 
then using electronic switching of the multiple digital streams.  In the first version of ANTCT, the 
switches are likely to be gigabit or 10 gigabit Ethernet switches operating on multiple, gigabit 
Ethernet channels.  This should provide many of the same architectural characteristics as the 
photonically switched networks noted above and allow early exploration of the key architectural 
issues. 

• Opportunistic connection to DOE sites 

Advanced network testbeds are almost always built with the cooperation and assistance of a small 
number of telecommunication companies.  Such companies always have limited geographic coverage 
where they can provide access to the testbed links.  The sites that have the opportunity to participate 
are usually those that happen to be close enough to the long-haul telecom facilities to make 
connection practical.  Hence, participation in testbeds like ANTCT is frequently opportunistic rather 
than thematic, and governed by the chance coincidence of site proximity to telecom facilities that 
provide the testbed infrastructure. 

Goal 2: Determine how to deliver dramatic increases in current capacity and capability 
to next-generation science applications and facilities. 

With every major advance in network technology, applications have had to adapt their strategy for 
achieving high end-to-end throughput.  The ANTCT testbed will provide an environment for a few 
applications to experiment with the next-generation protocols and network architecture.  Realistic 
networks — i.e., complex testbeds — have repeatedly been shown to be critical to identifying the issues 
that applications will face in network environments that are different and/or much faster that the previous 
generation. 

Another thing that typically happens with major shifts in network performance and architecture is that the 
bottlenecks identified and addressed in the past will be replaced by new bottlenecks in new places.  The 
ANTCT network should provide a platform to start identifying and addressing the new bottlenecks.  
Realistic network infrastructure has also been shown to be critical to identifying these issues. 

Approach: Explore technologies for delivering future higher bandwidths to applications 
and science facilities. 

Network-based applications almost never behave the same when going through major changes in network 
bandwidth or architecture.  Further, it is almost impossible to use the older generation of network to 
predict and plan for the application changes that will be needed for the new environment.  We saw this 
when moving applications from the LAN environment to WAN environment, from low-speed WANs to 
high-speed WANs, and from low-delay, high-bandwidth terrestrial links to high-delay, high-bandwidth 
satellite links. 
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Successful network testbeds almost always have worked very hard to include a few prototype applications 
as part of the testbed in order to gauge and address the technology changes on applications.  These 
applications rarely do “real” work due to the technology and reliability issues associated with testbeds, 
but are attracted to the testbeds by special funding for that purpose, and the lure of finding out what might 
be done in the next-generation networks. 

Another characteristic of advanced network testbeds is that the attached end systems — the application 
platforms — must themselves frequently be modified in order to take advantage of the new network 
potential.  New approaches to protocols, new operating system characteristics, new network interface 
hardware, etc., are typical. 

Goal 3: Work closely with the end sites in order to achieve end-to-end high bandwidth. 

Close cooperation of the end sites is essential in order to get the application kernels and prototypes 
connected to the testbed at very high bandwidth. 

Approach: Include the site networking staff directly in the network testbed. 

Experience has shown that one of the most effective ways to gain cooperation of the end sites is to 
include some of the site network staff in the testbed R&D team. 

6  Advanced Services 

The success of advanced distributed science applications depends critically on distributed middleware 
services in order to build realistic and reliable distributed applications.  The emerging success of 
computational and data Grids is due to the fact that they supply middleware services for application 
security, resource discovery, advanced collaboration support, etc., that are essential for the practical 
construction, and reliable and scalable operations of distributed applications. 

These services typically take the form of a small number of server systems and/or databases for which the 
science networking staff provides the persistence and management of the service infrastructure (e.g., 
long-lived servers).  These high-value services greatly lower the barriers to building distributed 
application systems. 

• The science network staff would probably not get directly involved in providing the service due 
to the specialization and cost involved, but rather would run the enabling infrastructure. 

The current ESnet effort in setting up and running a PKI Certification Authority server and Grid 
Information Service directory servers for all of DOE are examples.  CA registration services that the 
users apply to are provided by the sites, and the Grid directory service content is determined and 
managed by the virtual organizations.  ESNet manages the root servers. 

• ESnet, for example, is uniquely qualified to operate the infrastructure aspects of these critical 
services.  
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- ESnet can supply high-quality, persistent support over a long period of time. 

- Such services are applicable to large fractions of the DOE science community, and ESnet already 
has a customer base that includes most of DOE. 

- ESnet has the reputation of a neutral third party in these software-based services. 

• Advanced services can also be new capabilities in the network, e.g., bandwidth reservation, 
routing-based bulk data transport. 

7  Cost Estimates 

Cost estimates at this point are extremely preliminary.  The costs of the HPPN are derived from costs 
associated with ESnet.  The costs for the ASAPN are crude estimates for the two different scenarios. 

7.1  HPPN 

Yearly Recurring Costs 

BASELINE OPERATION 

 1) General Operations  $ 6.50M 

 2) International Communications $ 1.20M 

 3) Video Conferencing $ 0.35M 

 4) Domestic Communications $ 7.00M 

 5) DOE DS3 $ 0.10M 

 6) PKI/DIR Grid Services $ 0.25M 

 7) Equipment $ 1.00M 

 TOTAL $16.40M 

OC48 BACKBONE UPGRADE $ 1.60M 

 TOTAL $ 1.60M 
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NEW SERVICES 

 1) 1 Project Leader $ 0.30M 

 2) 2 Applications Specialists $ 0.50M 

 3) 1 Network Eng. (measurements) $ 0.25M 

 TOTAL $ 1.05M 

HPPN TOTAL RECURRING $19.05M 

7.2  ASAPN 

The two network scenarios were priced using bandwidth estimates from Qwest and other costs are 
estimated.  The bandwidth costs were very close, so the estimates below apply to either the HENP or the 
climate ASAPN, and are likely to be within reasonable margins with similar sets of sites.  The estimates 
are sensitive to number and location of the sites selected for the ASAPN.  Note that the staffing estimates 
do not necessarily assume that the ASAP networks will be operated by a single organization, and in fact a 
reasonable approach would be for a distributed team. 

One-Time 

6 - OC192 ROUTERS AND INTERFACES $ 6.0M 

 TOTAL $ 6.0M 

 

Yearly Recurring Costs 

OC192 BANDWIDTH $ 3.0M 

 TOTAL $ 3.0M 

 

STAFFING 

 1) 1 Project Leader $ 0.30M 

 2) 3 Network Engineers $ 0.75M 

 3) 2 Applications Specialists $ 0.50M 

 4) 1/2 Network staff per site $ 0.50M 

 TOTAL $ 2.05M 
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EQUIPMENT REFRESH $ 2.0M 

 TOTAL $ 2.0M 

 

ASAPN TOTAL RECURRING  $ 7.05M 

7.3  ANTCT 

We understand DOE is expecting an independent proposal in this area that can serve as example costs for 
ANTCT type testbeds.  LBNL is a participant in that proposal. 
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